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The path along which heterogeneous subpopulations within a tumor arise can be modeled as

an evolutionary process, and a better understanding of such process may improve cancer diagnostics,

prognostics, and treatment outcome. How to construct more accurate tumor phylogenies and how to

leverage the inferred phylogenetic relations among tumor subclones in understanding the disease are

both key in the study of tumor evolution. The advances in novel sequencing technologies present op-

portunities to examine crucial aspects of the evolution of a tumor, beyond the types of information

short-read genomic and transcriptomic sequencing technologies offer. As such, this work leverages

three such technologies - single-cell bisulfite sequencing, long-read sequencing, and spatial transcrip-

tomics - in answering key questions in tumor evolution.

In the first part of the thesis we present the first distance-based method to jointly construct a



tumor phylogeny and identify lineage-informative CpG sites from single-cell methylation sequencing

data. The tool provides a fast and accurate way to examine tumor evolution through the methylome at a

single-cell resolution and allows the incorporation of matched RNA sequencing information whenever

applicable.

Next, we present a novel framework to study both the genomic and epigenomic changes during

tumor evolution using Nanopore long-read sequencing data of single-cell derived tumor sublines. Sin-

gle nucleotide variants, structural variants, copy number alterations, as well as CpG methylation were

profiled. The clonal resolution this data set uniquely affords allowed the inference of active mutational

processes, confident identification of parallel CNAs, and detection of differentially methylated regions,

all at a subclonal level.

Finally, we present a framework to examine tumor subclones at spatial resolution. Melanoma

tumors from mice in both control and anti-CTLA-4 treatment group were subjected to both Smart-seq2

single-cell full length transcriptomics sequencing and 10x Visium spatial transcriptomics sequencing.

Six tumor subclones were identified using mutations profiled from the Smart-seq2 data, and their

proportion were estimated from the spatial transcriptomics slides via cell type deconvolution. The

associations between tumor subclones with various stromal and immune cell types were accessed with

established spatial statistics. By contrasting subclone-immune activities between responding and non-

responding tumors, we show that there exist subclonal differences in their response to the immune

microenvironment.
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Chapter 1: Introduction

1.1 Cancer as a heterogeneous disease

Cancer is a group of diseases characterized by the abnormal growth of cells with the potential to

spread to other parts of the body. It is highly heterogeneous. Different tumor types are characterized by

the primary tissue or cell type of origin. Treatment decisions for different tumor types are frequently

specific to the primary site, since tumors in different tissues likely are caused by different endogenous

or exogenous processes. Within each tumor type, there could be further molecular subclassifications

based on histological or genomic profiling. Distinguishing among different tumor subtypes is im-

portant, as they may differ in invasiveness, metastatic potential, proneness to relapse, prognosis, and

response to specific treatment. These types of differences we call inter-tumor heterogeneity.

Looking within a single tumor, there is extensive heterogeneity as well. There may be cellular

subpopulations that differ by genetic or non-genetic characteristics. We call each group of these cells

subclones. From a more clinically relevant perspective, how well a cancer patient responds to a type of

treatment may be explained by the tumor’s subclone composition. For example, treatment resistance

and relapse may be caused by the presence of a stubborn subclone unaffected by treatment. If we can

better characterize such intra-tumor heterogeneity, we may achieve more accurate cancer diagnostics,

prognostics, and more effective and targeted treatment.

The latter, intra-tumor heterogeneity, will be the focus of this thesis.

1.2 Modeling how tumor heterogeneity arises as an evolutionary process

The model with which we study how such intra-tumor heterogeneity arises has its root in species

evolution. In his revolutionary work in 1859, The Origin of Species, Charles Darwin provided a

1



framework which enabled the understanding of somatic selection, diversification and extinction [1].

His famous 1837 drawing of an evolutionary tree diagram was the first to describe the phylogenetic

relations among multiple species.

Incidentally, exactly a hundred years after Darwin’s publication of The Origin of Species, in

1959, a predoctoral fellow by the name of David Hungerford was working in a genetics lab in Philadel-

phia, when he observed under the microscope that the white blood cells from patients with chronic

myelogenous leukemia had an abnormally short chromosome 22. Together with a pathologist at Uni-

veristy of Pennsylvania named Peter Nowell, they published this observation in 1960 [2], and named

the abnormality the Philadelphia chromosome after where the discovery was made.

It may be an indisputable fact at the time of the writing of this thesis, but back then, cancer was

not believed to be a genetic disease, and no consistent theory of how cancer arises was recognized. The

discovery of Philadelphia chromosome provided the first piece of evidence that, alterations in one’s

DNA may lead to cancer.

More than a decade later, using a novel staining technology, Dr. Janet Rowley at the University

of Chicago observed that the part missing from the end of chromosome 22 seems to be relocated to

the end of one copy of chormosome 9, causing a translocation event that resulted in a gene fusion [3].

This discovery eventually led to the development of the targeted therapy Imatinib in the early two

thousands, which is a landmark drug shown to be very effective in maintaining remission in CML

patients.

With the increasingly well established idea that cancer is caused by aberrations in one’s DNA,

Nowell, who co-discovered the Philadelphia chromosome, went on to formalize the foundation of the

theory of tumor evolution in 1976 [4]. Much like species evolution where heritable traits were passed

down from ancestor to offsprings, somatic alterations that are heritable from parent to daughter cells
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Figure 1.1: Illustration of the Nowell’s theory of tumor evolution. Clonal alterations
occur in the cancer founder cell, which initiates the abnormal cell growth. As the clonal
population expands, additional subclonal alterations also occur and are inherited by daugh-
ter cells during cell replication. The accumulation of such somatic alterations over time
results in a heterogeneous tumor.

during cell replication accumulate over the course of tumor development, resulting in a heterogeneous

cell population (Figure 1.1). Under the “infinite sites assumption” [5], that states that, as the length

of the genome is large, the probability of the same nucleotide change at a particular locus in distinct

samples happening independently is negligibly small, the observation of shared somatic mutations in

distinct samples at different frequencies serve as a piece of evidence for the relative timing of when

the mutation occurred along the course of the development of the tumor.

1.3 Advancements in sequencing technologies further understanding of tumor evo-

lution

While traditionally, tumor evolution has been conceptualized as the gradual accumulation of

point mutations under selective pressures [4], more recently, distinct mutational processes that lead to

the rapid accumulation of structural variants during catastrophic events — such as chromothripsis and
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chromoplexy — have been increasingly recognized as critical drivers of tumor initiation and adapta-

tion [6, 7]. Furthermore, tumor evolution can also be shaped by non-genetic, or even non-heritable,

determinants—especially epigenetic alterations such as DNA methylation or histone acetylation [8].

The advancement in our understanding of tumor evolution largely owes to the advances in sequencing

technologies, which have allowed us to study somatic alterations at the base pair level. Novel sequenc-

ing technologies afford us with more, and new types of information about tumor samples, all the while

with decreasing sequencing cost.

Specifically, the three main pieces of work discussed in this thesis will respectively leverage

tumor data generated with three novel sequencing technologies introduced within the past decade.

First, single-cell bisulfite sequencing [9], introduced in 2014, generates CpG methylation information

within individual cells in a bisulfite-treated tumor sample. This technology is further augmented by the

scTrio-seq protocol in 2016 [10], that additionally profiled RNA-seq data from the same single cells.

Next, Oxford Nanopore Technology long read sequencing, which was made commercially available in

2015, profiles ultra long reads at the kilo basepair to mega basepair scale while allowing simultaneous

detection of genetic and epigenetic base modifications. Lastly, spatial transcriptomics, first reported

in 2016 [11], provides gene expression read outs from spot with known spatial coordinates on a tumor

slide.

The discovery of the Philadelphia chromosome, discussed in the previous section, not only was

an important event in the development of the theory of tumor evolution, the story also highlights the

importance of constantly adopting and leveraging novel technologies, such as the staining method

used to discover the translocation event. This thesis will discuss how we leverage new opportunities

and address the challenges brought by the three novel sequencing technologies in our study of tumor

evolution.
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Figure 1.2: Illustration of tumor phylogeny reconstruction from multi-sampled bulk
data.

1.4 Phylogeny inference using multi-sampled bulk data

One way to study the evolutionary process that is tumor evolution is through phylogeny recon-

struction. The problem of algorithmically inferring a phylogenetic tree that may be interpreted as a

tumor progression history from multiple bulk samples per patient has been widely studied in the past

decade. In such experiments, the tumor samples obtained from the patient are subjected to bulk se-

quencing, and in each sample, for each unique point mutation, the number of sequencing reads with

the reference allele, and that with the variant allele are obtained. Under some reasonable assumptions

that the mutations are heterozygous from a diploid genome, the observed frequency of each mutation

per sample can be computed. Then, the subclone phylogeny could be obtained by either - first explic-

itly clustering the mutations by frequencies then determining their order along the phylogeny - or -

incorporating some error model to find the most likely tree that resulted in the observed variant allele

frequencies (Figure 1.2).

Methods developed to address this problem include: TuMult [12], PhyloSub [13], PyClone [14],
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SciClone [15], MEDICC [16,17], PhyloWGS [18], AncesTree [19], CITUP [20], Canopy [21], Treeomics [22]

and others. Tumor phylogenies and the implied intra-tumor heterogeneity are occasionally used to

make clinical decisions [23]. For understanding basic cancer biology, a key question is whether tumor

progression is more branched (leading to a wider and shallower tree) or more linear (leading to a nar-

rower and deeper tree) [24]. For metastases, results on the question of branched vs. linear evolution

are mixed (e.g., [25–27]). Hong and colleagues showed that results are sensitive to the method used

for phylogeny inference [28]. Complicating matters further is that most of the methods listed above

use bulk sequencing data as input, and El-Kebir and colleagues showed that under reasonable and

models, the optimal phylogeny from bulk sequencing data may not be unique [29]. Therefore, recent

efforts have looked beyond bulk sequencing data to elucidate the progression history of a tumor. In

a major step towards this goal, Quinn and colleagues introduced technologies for cell lineage tracing

and applied those technologies to study single-cell data in xenograft tumor models. To our knowledge,

lineage tracing is not yet possible in human cancer samples, but analysis of single-cell data of other

types is possible [30].

1.5 Phylogeny inference using single-cell data

The recent rise of single-cell sequencing technology empowers more accurate tumor lineage

inference by allowing the examination of intratumor heterogeneity at a cellular resolution [31–36]

(Figure 1.3). However, since single-cell sequencing data are derived from a limited amount of genetic

material, the signals obtained are more scarce than those from bulk sequencing [37]. Genomic events

commonly used in bulk tumor lineage inference, such as SNVs and CNAs, are observed with less fre-

quency or measured with less confidence in single cell datasets. Single-cell tumor lineage inferences
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Figure 1.3: Illustration of tumor phylogeny reconstruction from single-cell data.

using SNVs often suffer from false negatives in the datasets, which calls for data imputation or ag-

gregation; on the other hand, tumor lineage inference using CNAs called from single-cell sequencing

data often involves ambiguities in the determination of chromosomal breakpoints that may mislead the

conclusion.

1.6 DNA methylation as phylogenetic marker

More recently, there have been growing interests in examining heritable and non-genetic deter-

minants in tumor evolution [38], as while genomic alterations such as SNVs and CNAs have been con-

ventionally used to infer tumor phylogenies, other non-genomic alterations can also influence clonal

phenotype and fitness. DNA methylation, the addition of a methyl group to cytosine, which results

in the formation of 5mC especially in the context of CpG sites, is an epigenetic marker that has been

extensively studied for its role in regulating gene expression and maintaining cellular memory [39].

As Gaiti and colleagues importantly noted, the methylation maintenance machinery has been shown

to have an error rate four orders of magnitude higher than that for DNA replication [40, 41] and there-
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fore may provide a greater amount of observable evidence for tumor evolution than alternative data

modalities, which is a critical asset especially in the single-cell context [42]. Recent studies have

leveraged CpG methylation in single cells sampled from CRC [43], CLL [42], GBM and IDH-mutant

glioma [44] tumors to construct lineages, showing CpG methylation to be a valuable signal for lineage

inference.

That said, using CpG methylation to construct tumor lineage tree has its challenges. First, single

cell methylation data has shallow read coverage. In each cell, most of the covered sites have only

a couple of read support. The shallow read coverage also means it is very likely that the reads do

not cover all alleles present. Furthermore, methylation is known to be a generally more transient

signal than mutations, and in a recent work by Meir and colleagues [45], they show that, while the

methylation statuses at some CpG sites are persistently inherited during cell replication, others seem to

be independently resampled at each generation. For the goal of constructing tumor phylogenies using

methylation as features, it is intuitive that only sites of the persistency model could harbor changes in

methylation status that would be lineage-informative, while those of the mixture model add noise at

best.

As such, in Chapter 2 of this thesis, we aim to answer the following questions. Can we leverage

single-cell methylation data to infer tumor evolutionary trajectories? Can we in the meantime identify

CpG sites that are lineage-informative? And finally, can we uncover biological insights from these

results?
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1.7 Long-read sequencing technology

Long read sequencing technologies, such as those from PacBio HiFi and ONT, have pushed the

frontier of genomic analysis: with read lengths ranging from tens to hundreds of kilobases, with ultra-

long reads reaching a maximum read length > 4 million bases, long read sequencing data has enabled

more accurate characterization of genomes, especially of the highly repetitive regions and large SVs,

which have been difficult to assess with short reads with lengths of the order of hundreds of bases. In-

deed, long-read technology has empowered the near-complete assembly of the human genome by the

T2T Consortium, elucidating centromeric satellite arrays, recent tandem duplications, and short arms

of acrocentric chromosomes [46]. Similarly, it has further empowered accurate read-based haplotype

phasing, which is the disambiguation of maternally- and paternally-inherited alleles using heterozy-

gous SNVs. This is intuitive because long reads are likely to each span multiple polymorphic sites,

leading to the construction of phase blocks of more substantial lengths, resolving allele-specific char-

acteristics across a longer range of genomic coordinates. New tools have been developed specifically

for phasing long reads [47–51].

The results discussed in Chapter 3 were based on data generated by ONT PromethION R10 flow

cells. As a piece of genetic molecule passes through the protein nanopore, the change in electrical

current caused by the sequence of nucleic acid bases is monitored and recorded. Neural network-based

basecallers, such as guppy, and hidden Markov model-based caller, such as Nanopolish, have been

developed to translate the recorded raw signals back into the genetic sequences that generated them.

Furthermore, many basecallers have been trained to call base modifications like the methylation of

the 5mC directly from the Nanopore raw signals. The advantage presented by the ability to directly

call the methylation status of CpG sites from raw sequencing signals is two folds: first, it allows the
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simultaneous assessment of many characteristics of the genetic material; secondly, the data will not

have bias and artifact introduced to the genetic material by the additional round of bisulfite-treatment,

which has so far been the gold-standard of methylation sequencing.

The capability of ONT long-read sequencing to jointly profile different types of genomic and

epigenomic variants motivates the work discussed in Chapter 3. Expanding upon what we estab-

lished in Chapter 2, that epigenomic variants also play a part in tumor evolution, the main goal of this

proof-of-concept study is to showcase how cohering different types of somatic variants along a tumor

phylogeny may reveal a holistic model of tumor evolution that describe the interplay among them.

1.8 Sequencing-based spatial transcriptomics

Spatial transcriptomics techonologies have enabled studying the spatial organizations of het-

erogeneous cell populations within a tissue. In particular, the 10x Genomics Visium platform - an

extension of a previous generation of barcoding-based spatial transcriptomics technology [11] - is one

that offers transcriptome-scale information at the resolutions of 1 to 10 cells per spot. One of the

most cited success stories of the use of the Visium technology was produced by Maynard and col-

leagues [52]. In their work, Maynard and colleagues used the spatial information afforded by the

Visium technology to study the six-layered human dorsolateral prefrontal cortex tissue and identified

clinically relevant layer-enriched gene expression signatures, overcoming the difficulties in associating

whole-cell expression with anatomical locations with single-cell, single-nucleus RNA-sequencing, or

microscopy-based technologies. The spatial information adds another dimension to genomic analysis.

During sequencing, the prepared tumor tissue sample is overlaid over the 6.5mm-by-6.5mm

capture area, which is composed of a field of around 5,000 spots 55µm in diameter and 100µm apart.

10



Spatially barcoded oligonucleotides present on each spot then binds to the mRNA from the tissue,

and the reverse transcribed barcoded cDNA are collected to be processed for downstream Illumina

short-read sequencing. It is important to note that, the Visium technology uses the 3’ instead of whole

transcript method; as a result, while gene expression can be reliably quantified, one cannot attempt to

call expressed variants from Visium data due to the lack of full transcript information.

In Chapter 4 of this thesis, we examine how the addition of spatial information further our

understanding of intra-tumor heterogeneity. Specifically, recent works have established that spatial

technologies can further elucidate cell-cell interactions, which previously can only be inferred from

co-expression of gene markers [53–58], by confirming their physical contact evidenced by their spatial

co-location [59–67]. We ask the question, with additional information from full-length scRNA-seq

data, can we extend our current knowledge on tumor-immune interaction to the subclonal level? This

work explores how heterogeneous subclones, characterized by various types of somatic alterations

described in Chapter 3, may interact with the tumor microenvironment differently, and therefore may

have differential response to immunity.

1.9 Outline of Thesis

First, in Chapter 2, we establish the possibility to reconstruct tumor phylogenies using data

from single-cell bisulfite-treated sequencing technology that profiles CpG methylation information on

a single-cell level, highlighting the valuable phylogenetic signals in epigenetic data that have been un-

derexplored. The newly developed method, Sgootr, jointly infers a tumor phylogeny and the amount of

phylogenetic information in each CpG site from single-cell CpG methylation data. The effectiveness

of the tool in inferring tumor phylogenies that suggest parsimonious migration histories was demon-
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strated in simulated, U87MG glioma cell line, and multi-regionally sampled colorectal cancer data

sets, respectively. The migration hisotry Sgootr inferred from the metastatic colorectal cancer patient,

specifically, was more parsimonious than the one inferred from copy number changes in the original

work.

Next, in Chapter 3, we present a novel framework to study both the genomic and epigenomic

changes during tumor evolution using Nanopore long-read sequencing data of single-cell derived tu-

mor sublines. From the B2905 cell line derived from the M4 mouse melanoma model, which is known

to represent RAS-mutant transitory TCGA human melanoma with varied responses to anti-CTLA-

4 treatment, 23 single cells were isolated and derived into sublines, which were then subjected to

Nanopore long-read sequencing. SNVs, SVs, CNAs, as well as CpG methylation were profiled. A

tumor phylogeny was constructed using a filtered set of mutations, revealing 4 major clades with dis-

tinct phenotypes validated via orthogonal experiments. The evolutionary timing of the various types of

somatic variants was resolved against the tree, allowing the characterization of key alterations in terms

of their clonality, and of the major clades in terms of the key alterations that may have contributed to

their phenotypes. Critically, the clonal resolution this data set uniquely affords allowed the inference of

active mutational processes, confident identification of parallel CNAs, and detection of differentially

methylated regions, all at a subclonal level. Besides the biological insights, this data set also serves as

a valuable resource for the community to generate pseudobulk of various clonality for benchmarking

computational methods developed for heterogeneous cancer data.

In Chapter 4, we present a framework to examine tumor subclones at spatial resolution. Us-

ing the B2905 mouse malanoma cell line discussed in the previous section, heterogenous mixtures of

cells from the cell line culture are injected into mice that are divided into control and treatment group.

Anti-CTLA-4 immune checkpoint blockade therapy was administered to the mice in the treated group,
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and tumors are resected for sequencing after various amounts of time. For each treatment condition,

some tumors were subject to scRNA-seq via the Smart-seq2 full length transcriptomics sequencing,

and the rest were subject to 10x Genomics Visium spatial transcriptomics sequencing. Six tumor

subclones were identified using mutations profiled from the Smart-seq2 data, and subclone-specific

expression profiles were used in cell type deconvolution of the spatial data by SpaCET. We validated

the estimation of subclonal proportions at each spatial spot by examining their association with the

few clone-specific mutations detectable directly on the spatial slides. The associations between tumor

subclones with various stromal and immune cell types were accessed with established spatial statis-

tics. By contrasting subclone-immune activities between treatment responders and non-responders,

we show that differences in tumor response to anti-CTLA-4 treatment may relate to subclone-specific

activities in its microenvironment.

Chapter 5 provides the conclusion to the thesis.
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Chapter 2: Reconstructing tumor phylogenies with single-cell CpG methylation data

using Sgootr

2.1 Motivation

There are two main challenges in constructing single-cell CpG methylation-based tumor lineage

trees. First, detailed examination reveals that data obtained via single-cell bisulfite sequencing (scBS-

seq) [43], single-cell reduced representation bisulfite sequencing (scRRBS) [68, 69], or multiplexed

scRRBS (MscRRBS) [42] protocols exhibit high level of sparsity. Cells with subpar bisulfite conver-

sion rates have information at few CpG sites, and of the millions of unique CpG sites across all cells

in a dataset, less than one out of a hundred are sequenced in a sufficient number of cells to be useful

in lineage reconstruction. Furthermore, even when a CpG site is sequenced in a cell, it is oftentimes

covered by less than a few sequencing reads, which is not likely to capture heterozygosity in aneuploid

cancers.

Besides sparsity, another key challenge is that not all CpG sites have their methylation statuses

stably retained during tumor evolution. In particular, Meir and colleagues posited two models of

methylation dynamics: mixture, where the methylation status of a CpG site is resampled (from the

parental status) in each cell replication, and persistency, where that is an exact copy of the parent

cell [45]. It is the CpG sites whose status follows the persistency model would be informative in

tumor lineage reconstruction because the maintenance of information from the parental generation is

the necessary condition for the infinite sites assumption [5,70] and Dollo parsimony [71], which form

the basis for tumor lineage inference tools based on mutation profiles. However, as of now, there is

no known set of CpG sites that follow either inheritance model, highlighting the necessity to perform
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intentional CpG site selection while reconstructing tumor lineages by CpG methylation.

To address these two challenges, in this work, we introduce Sgootr (Single-cell Genomic

methylatiOn tumOr Tree Reconstruction, Figure 2.1), the first distance-based computational method

to jointly select informative CpG sites and reconstruct tumor lineages from single-cell methylation

data.

2.2 Methods

Sgootr (Figure 2.1) consists of five components: (i) optional biclustering of cells and sites

for reducing sparsity-induced noise; (ii) likelihood-based sequencing error correction accounting for

copy number estimates; (iii) expected distance calculation between cell pairs for tree construction;

(iv) pruning of CpG sites according to a tree-based methylation status persistence measure; and (v)

inference of migration history from the lesion-labeled tree leveraging prior knowledge on migration

patterns. Components (iii) and (iv) are iteratively applied. Code for this work is available on GitHub as

a Snakemake [72] workflow. Results from this work are reproducible, and intermediate experiment

outputs of Sgootr are available for further analysis.
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2.2.1 Biclustering of cells and sites for reducing sparsity-induced noise

Sgootr requires a fairly accurate estimate of the differences between the methylation status of

distinct CpG sites across all cell pairs. Prior to submitting the input dataset to Sgootr, it is advisable

that one filters out cells for which the number of CpG sites with non-zero read coverage is low and

CpG sites with non-zero coverage in only a few cells. For example, for the Bian metastatic CRC

dataset [43] we will analyze further in depth in the Results section, we apply the following heuristic

filters to the cells and sites: (i) among all input cells, remove low-quality ones with coverage in fewer

than 4 million CpG sites; (ii) remove CpG sites covered in less than 2
3

of the remaining cells. For that

particular dataset, we additionally removed CpG sites on sex chromosomes, which may confound the

findings, and Chromosome 21 peri-centromeric regions (hg19, Chr21:9825000-9828000), which we

discovered to be an overlooked alignment artifact. After filtering the input for reducing sparsity, we

perform sequencing error correction as described in the following subsection. Since this may further

introduce sparsity, in an additional post error correction step, we may remove sites covering < 2
3

of

cells, and then remove cells with coverage in < 2
3

of the remaining CpG sites. Overall, our filtering

approach aims to make sure that the cells remaining are well-covered, and that each cell pair has at least

1
3

of the selected CpG sites as shared dimensions along which cell-to-cell distance can be measured.

Our main results on the Bian [43] dataset demonstrate the heuristic filtering scheme described

above is effective in practice; however, in principle, the filtering of cells and CpG sites should ideally

be coordinated in order to minimize information loss. For that purpose, we present an integer linear

program (ILP)-based biclustering formulation as follows. Let the site coverage data be represented in

a cell-by-site matrix Mv×u, where v is the number of cells and u is the number of CpG sites; mij = 1 if

site j is covered (by at least one read) in cell i, and mij = 0 otherwise. Let α and β respectively be the
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specified fraction of cells and sites to be kept. Given M,α, and β, we wish to compute a biclustering

- namely, a selection of rows of columns - of M , M̂ , so that we maximize the number of CpG sites

covered in the resulting ⌊αv⌋ × ⌊βu⌋ submatrix in which rows and columns respectively correspond

to the selected cells and sites.

To solve this biclustering problem, let C ∈ {0, 1}v, S ∈ {0, 1}u be (unknown) binary vectors

respectively indicating whether a cell or site is kept. In addition, let A ∈ {0, 1}v×u denote (unknown)

binary matrix such that aij = 1 if and only if ci = 1 and sj = 1 (i.e., if cell i and site j are both kept).

The ILP formulation is:

maximize:
∑v

i=1

∑u
j=1 aijmij

subject to: aij ∈ {0, 1}

ci ∈ {0, 1}

sj ∈ {0, 1}

aij ≤ ci

aij ≤ sj

ci + sj − 1 ≤ aij∑v
i=1 ci = ⌊αv⌋∑u
j=1 sj = ⌊βu⌋

The output submatrix M̂ is obtained by taking cells {i|ci = 1} and sites {j|sj = 1} from M .

We implement the above formulation as an optional step in our software using the Gurobi ILP

solver, a licensed software which is free to use for academic purposes [73]. The performance of our

implementation in terms of run time, memory, and accuracy (i.e. optimality gap) with respect to the

input size and other parameters, as well as a strategy on setting α and β are explored in detail in
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Supplemental Section A.1 (Supplemental Tables A.1,A.2, Supplemental Figures A.2,A.1,A.3). For a

typical computational environment, the current implementation of the biclustering formulation may

not be practical for the scale of the single-cell CpG methylation datasets analyzed in this study (see

Supplemental Section A.1). However, since for given α and β values the ILP formulation produces

a submatrix no sparser than that produced by the heuristic filters, it should be the preferred choice

whenever it is feasible. In Supplemental Section A.1, we show that memory consumption is likely to be

the bottleneck, and provide a way to estimate memory consumption of our biclustering implementation

given the size of the input so that the users may determine whether performing biclustering may be

appropriate for their own datasets of interest. It is intuitive that, the single-cell tumor lineage tree

constructed from input data resulting from biclustering is as reliable, if not more reliable, than the tree

constructed from heuristically filtered data, since the former will be constructed from at least as much

information from the unfiltered data as the latter. Improving the run time and memory efficiency of our

ILP implementation and devising alternative strategies to perform biclustering are among our future

objectives.

2.2.2 Likelihood-based sequencing error correction accounting for copy number es-

timates

Errors in sequencing may provide false evidence for an underlying allele methylation status

different from the truth. A common strategy employed in prior works to mitigate the effect of such

sequencing errors in downstream tasks is to employ the 90% rule, which assigns a CpG site in a cell

the methylation status with support from 90% of the reads available for the site in the cell, and discards

the site if no status can be assigned [42–44]. This approach has two drawbacks. First, the binarization
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of methylation status disallows heterozygosity. Second, while there are high levels of copy number

gains in some cancer types, this approach does not distinguish between having reads sampled from

two underlying alleles and having reads sampled from many. For a CpG site in a cell, we would like

a copy number-aware way to determine, if we observe both reads with the site methylated and reads

with it unmethylated, whether they are truly sampled from heterozygous alleles, or they are sampled

from homozygous alleles and the methylation statuses on the disagreeing reads need to be corrected.

To this end, we present a maximum log-likelihood-based approach to correct likely errors in

methylation reads, incorporating site copy number estimates in each cell (Algorithm 1). For a CpG

site in a cell, given n ≥ 0 reads with a methylated status, m ≥ 0 reads with an unmethylated status, its

copy number c, and sequencing error probability 0 ≤ ϵ < 1 (which we set to .01 in our experiments

to proxy the per-base sequencing error rate in Illumina sequencing instruments), we can enumerate

the likelihood of having drawn the observed reads from all possible underlying allele statuses, letting

0 ≤ γ ≤ c be the number of alleles with the CpG site methylated. Note that in Algorithm 1, 1c and 0c

respectively denote the events that all c alleles are methylated and unmethylated; 1γ0c−γ denotes the

event where γ alleles are methylated and c− γ are not.

Sequencing error correction takes place when we have n > 0 and m > 0, but the allele status

with the highest log-likelihood is homozygous. In that case, we correct the reads with the minority

methylation status to the majority one. When c = 1 the site will implicitly be identified as homozygous

and the methylation status of any read that does not conform to the majority allele will be corrected.

In the case where sequencing error is needed, yet n = m, which will likely happen for c = 1, the CpG

site is discarded. In case copy number information is not available, one can assume an appropriate

(uninformative) copy number for all sites in all cells (e.g. c = 2 for diploid). Sex chromosomes are

always excluded from our analysis. We use the sequence error-corrected reads for pairwise distance
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Algorithm 1 Sequencing error correction accounting for copy number
n,m← number of methylated and unmethylated reads for a CpG site in a cell, respectively
c← copy number for the CpG site in the cell
ϵ← sequencing error probability

function SEQUENCINGERRORCORRECTION(n,m, c, ϵ)
if c = 0 then return None ▷ site is discarded in case of deletion event
L[1c],L[0c]← ln[(1− ϵ)nϵm], ln[ϵn(1− ϵ)m]
for 0 < γ < c do
L[1γ0c−γ]← ln[γ

c
n(1− γ

c
)m]

end for
status← argmaxL
if [status = 1c OR status = 0c] AND [n ̸= 0 AND m ̸= 0] then

if n > m then n,m← n+m, 0
else if n < m then m,n← n+m, 0
else return None ▷ site is discarded if correction is impossible

end if
return n,m

end function

estimation between cells, as described in the following section.

2.2.3 Expected distance calculation between cell pairs for tree construction

In this section, we present a formulation for computing the expected distance between two cells

given their respective copy number and (sequencing error-corrected) reads. We consider such a for-

mulation with the goal of correcting for the potential bias contributed by low coverage CpG sites.

Intuitively, this distance measure serves as an estimate for the expected proportion of methylation

statuses altered across all CpG sites between a cell pair.

Given a cell, let the copy number at a CpG site be c, and we have 0 ≤ γ ≤ c alleles with the

CpG site methylated, and c−γ alleles with the CpG site unmethylated. To allow modeling preferential

allele sampling based on site methylation status as previously observed [74], we additionally introduce

parameter p, probability of drawing a read from the allele with the CpG site methylated given a pair of
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alleles heterozygous for the site. We set p to the uninformative .5 in our experiments (see Supplemental

Section A.8 for when to choose alternative values). Then, we can compute the probability of drawing

from an allele with the CpG site methylated by normalizing over all alleles (Equation 2.1):

pc,γ =
γp

γp+ (c− γ)(1− p)
(2.1)

It follows that the probability of drawing from an allele with the CpG site unmethylated is 1− pc,γ .

Consider the case where we observe n reads at a CpG site for a cell, and all n reads are methy-

lated for the site. Let the copy number at the site for the cell be c, the probability of sampling all n

methylated reads from c alleles with the CpG site methylated (i.e. γ = c) is: P(reads | 1c) = 1; here

1c is the event that in all c copies the CpG site is methylated, and reads is the event that all n sampled

reads are methylated. The probability of drawing all n methylated reads from c alleles with the CpG

site unmethylated (i.e. γ = 0) is: P(reads | 0c) = 0. To compute the probability of drawing n methy-

lated reads from c alleles with mixed methylation status for the site, we need to sum the probabilities

over all other possible values of γ, the number of alleles with the site methylated, assuming that all

other possible values of γ are equally likely; and when there is a copy number loss (i.e. c = 1), the

formulation assigns only non-zero probability to a homozygous combined allele status:

P(reads | mixed) =


1

c−1

∑c−1
γ=1 p

n
c,γ , c ≥ 2

0 , c = 1

Given user-defined prior probabilities P(1c), P(0c), and P(mixed), which we all set to the uninfor-

mative .33 in our experiments (see Supplemental Section A.8 for when to choose alternative values),

22



let a = P(reads | 1c)P(1c)+P(reads | mixed)P(mixed)+P(reads | 0c)P(0c), then we apply Bayes’ The-

orem to get the likelihood of any allele status given the observed reads (Equations 2.2):

P(1c | reads) =
P(reads |1c)P(1c)

a
=

P(1c)
P(1c)+P(mixed)

c−1

∑c−1
γ=1 p

n
c,γ

P(mixed | reads) =
P(reads | mixed)P(mixed)

a
=

P(mixed)
c−1

∑c−1
γ=1 p

n
c,γ

P(1c)+P(mixed)
c−1

∑c−1
γ=1 p

n
c,γ

(2.2)

P(0c | reads) =
P(reads | 0c)P(0c)

a
= 0

In the case where the n reads all have the CpG site unmethylated, the three values can be com-

puted similarly with P(reads | 1c) = 0 and P(reads | 0c) = 1. In the case we observe among the n

reads both ones with the CpG site methylated and ones with the site unmethylated, we have P(mixed |

reads)=1, and P(1c| reads) = P(0c| reads) = 0. Then, for a given CpG site s in Cell A and Cell B, the

respective copy numbers cA,s, cB,s, and respective reads, we can compute the expected distance over

the possible combinations of allele status between the two cells at s (Equation 2.3):

dist(readsA,s, cA,s, readsB,s, cB,s) =
∑

statusA,s

∈{1cA ,
mixed,
0cA}

∑
statusB,s
∈{1cB ,
mixed,
0cB}

P(statusA,s|readsA,s)P(statusB,s|readsB,s)dist(statusA,s, statusB,s)

(2.3)

where dist(11,11)=dist(10,10)=dist(00,00)=0, dist(11,10)=dist(10,11)=dist(00,10)=dist(10,00)=0.5, and

dist(11,00)=dist(00,11)=1.

The total expected distance between cells A and B can now be computed with some distance

function over the vector of expected distances over all shared sites. The L1 norm normalized by the
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number of shared sites is computed via Equation 2.4. The use of shared CpG sites between pairs of

single cells to estimate their distances was established by pdclust:

dist(A,B) =

∑
s∈sitesA∩sitesB

dist(readsA,s, cA,s, readsB,s, cB,s)

|sitesA ∩ sitesB|
(2.4)

A comparison of our distance formulation against a baseline distance measure commonly used

in prior studies! [42,44] on simulated data can be found in Supplemental Section A.2.1 (Supplemental

Figures A.4,A.5,A.6). After computing the distance between each pair of cells, one can incorporate

any distance-based tree reconstruction method into Sgootr to obtain the lineage tree and arbitrarily

choose a single cell from the normal tissue as the root. We use the scikit-bio implementation of

the NJ algorithm [75] for our main analysis. It is possible to replace NJ with an alternative distance-

based tree construction method in Sgootr. We compare Sgootr’s performance while using FastME

2.0 [76], a popular alternative, against that using NJ in Supplemental Section A.5 and show that they

lead to similar results (Supplemental Figures A.15,A.16, A.17).

2.2.4 Pruning of CpG sites according to a tree-based methylation status persistence

measure

The main body of Sgootr consists of an iterative procedure: at each iteration, it (i) computes

the pairwise distances among single cells to form the tumor lineage tree using a distance-based algo-

rithm, then (ii) measures the methylation persistence score of each CpG site along the tumor lineage

tree and prunes away a fraction of CpG sites that have the least scores before continuing onto the next

iteration, and (iii) outputs the tumor lineage tree of the particular iteration where distance from the

tumor lineage trees obtained in consecutive iterations are minimum possible.
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We have described how to compute pairwise distance among single cells in the previous section,

and we leverage the widely used RF distance [77, 78] to measure the differences among the tumor

lineage trees constructed on the same set of cells in consecutive iterations. In this section, we focus

on how we measure the methylation persistence of CpG sites at each iteration given the tumor lineage

tree obtained for these CpG sites. In particular, we define the methylation persistence score for a CpG

site given a tumor lineage tree (Equation 2.6): the higher the methylation persistence score for a CpG

site, the more stably maintained its methylation status change along a tumor lineage tree.

To facilitate the analysis, we assign to each CpG site covered in each cell its most likely methy-

lation status: given sequencing error-corrected reads from component (ii) of Sgootr, we call a site

homozygously methylated if all of its reads have the site methylated, homozygously unmethylated if

all unmethylated, and heterozygous if the read status for the site is mixed. The status remains unknown

if there are no reads covering the CpG site. After this step, we measure the persistence of each CpG

site independently: first at each branch of the tree, then for the overall tree.

2.2.4.1 Methylation persistence score for a CpG site at a particular branch in the

lineage tree

Each branch in the methylation tumor lineage tree induces a bipartition of the tree and subse-

quently of the leaf nodes, which represent single cells. In other words, let TN denote the full set of leaf

nodes in a methylation tumor lineage tree t, cutting a branch b in the tree creates disjoint subsets of leaf

nodes TNb and TNb. Let Qs,tn denote the probability distribution across three possible methylation

statuses - homozygously methylated, heterozygously methylated, and homozygously unmethylated - at

CpG site s across a subset of cells tn, and let Is represent the set of cells with status information at site
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s. Then, we defineMPs,b, the methylation persistence score of CpG site s at branch b (Equation 2.5):

MPs,b =
√

JSD
(
Qs,TNb∩Is , Qs,TNb∩Is

)
. (2.5)

Here JSD(X,Y ) denotes the Jensen-Shannon divergence [79, 80] for a pair of distributions

X, Y , and is defined as JSD(X, Y ) = 1
2
D(X∥Z) + 1

2
D(Y ∥Z) with Z = 1

2
(X + Y ) and D(K∥L)

denoting the Kullback-Leibler divergence measure for any arbitrary distributions K and L [81]. It is

worth noting that the square root of the Jensen-Shannon divergence measure, which computesMPs,b

(Equation 2.5), is metric [82, 83] and is commonly referred to as Jensen-Shannon distance in popular

implementations.

The intuition is that, if the change in methylation status of CpG site s has an observed persistent

effect in tumor progression - namely, s is lineage-informative - there exists a branch b∗ in the methyla-

tion tumor lineage tree such that the leaf nodes in the two subtrees induced by b∗ show very different

distributions of methylation statuses. In other words, MPs,b∗ will be large for such b∗. In contrast,

suppose the bipartitions contain the same distributions for methylation statuses for s - either that most

cells share the same status, or that both bipartitions are similarly heterogeneous - the score will be low.

2.2.4.2 Overall methylation persistence score for a CpG site in the lineage tree

We define the overall methylation persistence score of CpG site s in methylation tumor lineage

tree t as the maximum methylation persistence score the site s has across all valid bipartitions (Equa-

tion 2.6). We recognize that (i) an extreme difference in the number of cells between the bipartitions,

or (ii) a severe lack of cells with status information could both lead to meaningless divergence mea-

surements. Therefore, we only consider bipartitions induced by branch b such that (i) both partitions
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contain no fewer than a user-defined fraction δ of total number of leaves, and (ii) there is read infor-

mation in no fewer than a user-defined fraction ω of cells in both partitions. In our experiments, we

set δ = .05 and ω = .5.

MPs,T = max
b∈{b||TNb|≥δ|TN |∧|TNb|≥δ|TN |

∧|TNb∩Is|≥ω|TNb|∧|TNb∩Is|≥ω|TNb|}

MPs,b (2.6)

2.2.4.3 Iterative joint tumor lineage tree reconstruction and lineage-informative site

identification

In a given iteration i, Sgootr first computes the tumor lineage tree ti with the distances between

pairs of cells based on the persistent sites identified in iteration i− 1 (for iteration i = 0 the entire set

of sites remaining after component (i) and (ii) of Sgootr are used). Then, for each CpG site s used in

computing ti, Sgootr calculates its overall methylation persistence scoreMPs,ti . Among the CpG

sites with overall methylation persistence scores, Sgootr prunes away a user-defined fraction κ of

the CpG sites with the lowest scores, along with those with tying scores at the threshold. It outputs the

remaining CpG sites to be used in iteration i + 1. The process continues for a user-defined maximum

number of iterations, and Sgootr outputs t∗ = ti where i is the last iteration with RF (ti, ti−1) equals

the global minimum across iterations.

Intuitively, we would like to detect an approximate point in the iterative procedure where most

non-lineage-informative CpG sites have been pruned out (leading to the initial roughly decreasing

trend of RF distance) but most lineage-informative CpG sites still remain (whose further elimination

will lead to increasingly inaccurate distance measurements between cell pairs and therefore increas-

ingly unstable tree topologies, which is reflected in a once-again increasing trend of RF distance). We
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demonstrate empirical observations corroborate with such intuition (Figure 2.2C., Supplemental Fig-

ures A.11,A.17) and provide practical recommendations for choosing κ and the maximum number of

iterations in Supplemental Section A.9.

2.2.5 Inference of migration history from lesion-labeled tumor lineage tree leverag-

ing prior knowledge on migration patterns

Given a rooted tumor lineage tree t∗ produced by Sgootr through the procedures described

above, provided that the single cells in the tree are labeled by their lesion of origin, we can infer the

underlying tumor migration history, which we represent as a directed multigraph (without self loops)

where each vertex represents a distinct lesion and each edge represents a distinct migration event

from the source lesion to the target lesion. This intuitive representation of metastatic migration events

was introduced as a “migration graph” by El-Kebir and colleagues [29]. We accomplish this by first

adapting the well-known Fitch-Hartigan algorithm [84,85] with slight modification to obtain a unique,

maximally parsimonious labeling of the internal nodes of t∗, then identifying the migration events.

The Fitch-Hartigan algorithm was originally intended to solve the Small Parsimony Problem,

namely, labeling the internal nodes of a character-based evolutionary tree in which every leaf is labeled

with a single character and the objective is to minimize the total number of changes (i.e., mutations

from parent node to child node) [84, 85]. In our reuse, the bottom-up phase of the Fitch-Hatigan

algorithm computes in a tree the number of migration events - in other words, the change of lesion of

origin labels from a parent node to a child - in the most parsimonious labeling of its internal nodes.

This phase also produces a set of possible labels for each internal node in the tree. The top-down

phase, then, assigns each internal node a label from its set, as described in Algorithm 2, starting with
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Algorithm 2 Partial order-guided modification to the Fitch-Hartigan top-down node label assignment

label set(node) ← maps a node to the set of labels it is given by the bottom-up phase of Fitch-
Hartigan algorithm fitch,Hartigan1973
parent(node), children(node)← returns the parent and the two children of node, respectively
poset minimal(labels) ← returns the minimal element in subset labels of a poset L, breaking
ties arbitrarily
assignment[node]← records the final label assignments of all nodes
node← a node in the tree

function LABELASSIGNMENT(node)
candidate labels← label set(node)
if node is not root AND assignment[parent(node)] is in candidate labels then

assignment[node]← assignment[parent(node)]
else

assignment[node]← poset minimal(candidate labels)
end if
if node is not a leaf then

child1, child2← children(node)
LABELASSIGNMENT(child1)
LABELASSIGNMENT(child2)

end if
end function

root node of t∗.

A general formulation of Fitch-Hartigan algorithm may produce multiple optimal labelings of

the internal nodes, and there are existing tools to capture the space of all optimal labelings: for exam-

ple, MACHINA by El-Kebir and colleagues enumerates optimal solutions allowing restrictions on the

types of transition events [29], and FitchCount by [30] generates a stochastic matrix summarizing all

transition events in the optimal solution space. However, some of these optimal labelings may adhere

to our prior understanding of the sequential-progression (a.k.a. metastatic-cascade) model of tumor

evolution [86] better than others. One can encode such prior understanding as a partial order over the

lesion of origin labels of single cells. For example, in this work, we leverage the following partial

order:
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Normal Tissue ≺ Primary Tumor ≺ Lymph Nodes ≺ Distant Metastases.

In our modification to the Fitch-Hartigan algorithm, during the top-down phase, when a node

cannot inherit the label of its parent, we assign it the minimal element in its candidate label set accord-

ing to the partial order, breaking ties arbitrarily when the elements in the label set cannot be compared

(Algorithm 2). This returns a maximally parsimonious labeling of the internal nodes in the tree that

also acknowledges the sequential-progression model.

With a fully labeled tree, we produce a directed multigraph that corresponds to the tumor mi-

gration history as follows. First, we generate a vertex for each distinct lesion represented in the tree.

Then, as we traverse down the tree from the root, for each label change from a parent to a child in the

tree, we add one directed edge to the multigraph, from the lesion vertex corresponding to the parent

label to that corresponding to the child label. Parallel edges between a pair of vertices correspond to a

polyclonal seeding event, and any back edge indicates a reseeding event.

Note that our proposed method resolves equally optimal labelings of the internal nodes with prior

knowledge on the likely migration patterns among sampled sites. We have that prior knowledge for the

primary dataset we analyze in this work, and the method provides a basis on which we compare single-

cell lineage trees with lesion labeled leaves constructed with Sgootr or alternative methods. In the

case where no prior knowledge is available and the goal is to survey the whole space of parsimonious

migration histories possibly suggested by a lesion-labeled lineage tree, users may instead use tools

like MACHINA [29] or FitchCount [30]. It may also be intuitive to more directly encode such prior

knowledge by assigning different weights to migration events between distinct lesions, and solve the

weighted version of the Small Parsimony Problem with Sankoff’s algorithm [87]; however, the output

of Sankoff’s algorithm is highly sensitive to the input weights, and it is not immediately clear which
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set of weights would be most appropriate for our purpose.

2.3 Results

The performances of Sgootr’s distinct components on simulated data are described in the Sup-

plemental Sections A.1 (biclustering), A.2.1 (distance calculation), and A.2.2 (iterative pruning; Sup-

plemental Figure A.7). Each of these components improves upon the respective baseline approach on

a wide range of settings, and the results of the iterative pruning component demonstrate that Sgootr

can capture the migration history of a tumor accurately. Furthermore, we applied Sgootr to scRRBS

data of single cells from an U87MG glioblastoma cell line ex vivo clone tree experimentally generated

by [88]. We show in Supplemental Section A.3 that, even though the original study fails to construct an

accurate lineage tree from microsatellite allelotype data (see Supplemental Figure S10 of the RETrace

study), Sgootr is able to reconstruct a CpG methylation-based lineage tree that accurately captures

the ground truth clonal relationships (Supplemental Figure A.9).

In the remainder of the chapter we focus on the application of Sgootr to the scBS-seq dataset

generated by Bian and colleagues [43] on 9 metastatic CRC patients1, among whom 2 (CRC01 and

CRC04) have matching scRNA-seq data (via the scTrio-seq2 protocol) from both normal and tumor

cells with which copy number calling can be performed. We highlight results from patient CRC01

since in addition to having copy number calls available, they have the largest number of distinct tissue

types, sampling locations, and treatment conditions. Full details and results for the other 8 patients

can be found in Supplemental Section A.4 (Supplemental Table A.3, Supplemental Figure A.10). We

additionally present in Supplemental Section A.7 Sgootr’s results on a GBM patient by Chaligne and

1Out of 12 total patients in the Bian cohort, we excluded those without scBS-seq data (CRC03 and CRC06), and those
without metastasis information (CRC09).
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colleagues [44], which demonstrate the applicability of our approach to MscRRBS data (Supplemental

Figure A.19). To the best of our knowledge, this is the only other single-cell bisulfite sequencing

dataset with multi-regional tumor sampling that is publicly available.

2.3.1 Sgootr obtains a simple tumor migration history with scBS-seq and scRNA-

seq data from patient CRC01.

The single cells of CRC01 are sampled from 4 distinct lesions - PT, LN, ML, and MP - as well

as NC adjacent to the primary lesion; furthermore, there are multiple sampling locations within each

lesion (Figure 2.2A.). We only include cells with both scBS-seq and scRNA-seq data, and employ

inferCNV2 to call copy number from scRNA-seq data. We apply Sgootr with κ = .1, terminating

the iterative procedure after 40 rounds. A unique global minimum among the RF distances is identi-

fied at iteration 8 (Figure 2.2C.), hence t∗ = t8 (Figure 2.2B.) is output as the lineage tree. The tumor

migration history inferred by Sgootr (Figure 2.2D.) is simpler than the CNA-based results previ-

ously reported (see Supplemental Figure S7 of the work by Bian and colleagues): NC grows into PT,

followed by a polyclonal migration to LN, which appears to proceed to seed both ML and MP. While

the migration history also suggests a polyclonal reseeding from ML to LN, both edges in the graph

have low support: they are both due to a subtree of a particular cellular origin harboring a (potentially

mislabeled) singular cell of a different origin.

For comparison, we also present in Supplemental Section A.6 the tumor lineage tree we con-

structed on mutations called from the matching scRNA-seq data from patient CRC01 using the Trisicell

toolkit [91]. Due to the high level of sparsity in the mutation calls, we clustered single cells prior to

constructing the mutation tree. We observed a high level of heterogeneity in terms of lesion of origin
2from the Trinity CTAT Project https://github.com/broadinstitute/inferCNV
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Figure 2.2: Application of Sgootr to patient CRC01 scTrio-seq data by Bian and col-
leagues. A. The multi-regional patient data consists of single cells sampled from 4 distinct
lesions (in addition to normal tissue) and multiple sampling locations within each lesion.
B. Tumor lineage tree constructed by Sgootr with κ = .1. Each single cell is represented
as a leaf, colored by its sampling location. C. RF distances between the trees of consecu-
tive iterations of the pruning procedure, with the global minimum occurring at t∗ = t8. D.
Tumor migration history inferred by Sgootr for patient CRC01. E. Fraction of CpG sites
located in CGI (regions with over-representation of CpG sites) [89], CpG shore (2kb-long
regions flanking both sides of CGIs) [90], CpG shelf (2kb-long regions adjacent to CpG
shores on the side away from CGIs) [90], and inter-CGI regions in the CRC01 trees at
each iteration of the pruning procedure of Sgootr, from t0 to t∗. F. Top 10 GO terms
with significant (< .05) q-values in enrichment analysis of non-pseudo, protein-coding
genes spanning lineage-informative sites in intra-CGI and inter-CGI regions respectively
in CRC01. See Supplemental Figure A.12A. for a full list of enriched terms.
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and sampling locations in the cell clusters (Supplemental Figure A.18), which makes inferring sim-

ple tumor migration history from trees constructed on them unlikely. Together with the CNA-based

results(see Supplemental Figure S7 of the work by Bian and colleagues), this mutation-based result

further highlights the usefulness of CpG methylation in reconstructing single cell lineage trees when

sparse SNV and CNA data fail to provide sufficient signal for lineage reconstruction.

2.3.2 Sgootr infers migration histories simpler than alternative methods for the

Bian CRC cohort.

We benchmark Sgootr against (i) a naı̈ve baseline distance-based tree construction method

(column “baseline” in Figure 2.3A.), (ii) IQ-TREE [92] with the two-state general time reversible

model (GTR2), an instance of the popular maximum-likelihood-based tool used for inferring lineage

trees from single-cell bisulfite sequencing data in prior studies [42, 44] (column “IQ-TREE” in Fig-

ure 2.3A.), and (iii) IQ-TREE (with GTR2model) preceded by FG, a lineage-informative site-selection

method previously described by Gaiti and colleagues [42], which returns a subset of input CpG sites

with lower than expected epimutation rate (column “FG+IQ-TREE” in Figure 2.3A.). Note that it

is IQ-TREE preceded by FG that was employed exactly in previous studies [42, 44]. However, as

discussed in more detail below, the FG step is not only very slow, it also leads to highly complex mi-

gration histories. These observations lead us to additionally benchmark against IQ-TREE without the

FG step, even though it had not been directly applied to single-cell bisulfite sequencing data in prior

studies. See Supplemental Section A.10 for further experiment details.
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For each benchmarking experiment, we take as input the cell-by-site read count matrices result-

ing from first-pass heuristic filtering step of Sgootr, namely, removing low-quality cells, CpG sites

with coverage in less than 2
3

of remaining cells, sites on sex chromosomes, and sites within Chromo-

some 21 peri-centromeric regions. Then, for each CpG site covered in each cell, call whether it is

methylated or not by the 90% rule [42–44]. This binarization step is necessary in generating input

for the GTR2 model. For the FG+IQ-TREE experiments, we further perform FG (Supplemental Sec-

tion A.10, Supplemental Figures A.20, A.21) to select CpG sites to input to IQ-TREE. Additionally,

we further filter the input to the benchmarking experiments so that all experiments (Figure 2.3A.) on

a particular patient act on the same set of input cells. This calibration is to ensure fair comparisons

among results from different methods using the two performance measures we will introduce below.

To facilitate fair runtime comparison between IQ-TREE and Sgootr, we also filter to ensure the input

to IQ-TREE for each patient is the same set as those to Sgootr, so that the runtime measurements in

Figure 2.3B. are taken on the same set of cells and CpG sites for each patient.

For each patient in the Bian cohort, we generate a baseline lineage tree by first computing the

Hamming distance between every pair of cells over their binarized CpG site methylation status vectors,

averaging across the sites covered in both cells, then applying NJ to the distance matrix. As IQ-

TREE is a stochastic method, we perform 10 separate runs of each IQ-TREE experiment with different

random seeds, and for each instance report the intermediate tree at convergence or after 24 hours if

convergence has yet to be achieved by then. If none of the 10 runs of IQ-TREE for a particular

experiment have finished model optimization, started tree search, and produced some intermediate

result, we do not report IQ-TREE result for that experiment. Similarly, if FG does not terminate in

100 hours, we do not report FG+IQ-TREE result for that experiment. We root the baseline and IQ-

TREE trees with the same normal cells we used to root the trees by Sgootr, and we infer the tumor
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migration histories from them via Sgootr’s modified Fitch-Hartigan algorithm.

We compare the migration histories inferred via Sgootr and the three alternative approaches by

two measures: (i) the total number of migration events, namely the number of edges in our multigraph

representation, and (ii) one we name BAMDPO, which is the Hamming distance between the binary

adjacency matrix of the simple directed acyclic graph induced by the lesion partial order and that

obtained by collapsing all parallel edges in the migration history multigraph. Intuitively, the first

measure (output from Fitch-Hartigan algorithm) captures the conventional definition of parsimony,

and the latter measures the degree the inferred history deviates from the sequential-progression model

of tumor evolution. Together, they offer complementary perspectives on the complexity of the inferred

histories. For both measures, a lower value would correspond to a simpler history.

Figure 2.3A. compares the tree t∗ obtained by Sgootr against the alternatives with respect to

the two measures. The figure also includes results of t0 for each patient, the tree obtained by Sgootr

prior to its iterative site pruning procedure. Comparisons of the measures for t0 against those for t∗

show Sgootr’s iterative procedure almost always reduces the complexity of the inferred migration

history, provided such a reduction is at all possible. In the case of patient CRC15, even though the

total number of migration events increases from t0 to t∗, BAMDPO decreases; this suggests what first

appeared to be deviations from the simple sequential-progression model could potentially be resolved

as polyclonal seeding events more in concordance with the model, once the tree structure becomes

more refined through the iterative procedure. Compared to naı̈ve baseline and the two IQ-TREE-based

methods, Sgootr typically infers as simple, if not simpler, migration histories; the only exception is

patient CRC10, where IQ-TREE (without FG site-selection) infers a migration history with the lowest

BAMDPO.

Note that all patients except CRC01 and CRC15 have single cells sampled from only 2 lesions
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in addition to the normal tissue (Supplemental Table A.3); among them, patients CRC02, CRC04,

CRC12, and CRC14 have low number of input cells. For that reason, one may expect a lower number

of migration events detected from the constructed lineage trees. Furthermore, Sgootr has achieved

the minimal possible values in terms of BAMDPO prior to the iterative procedure in CRC02, CRC04,

CRC11, CRC12; for CRC02, CRC04, and CRC12, Sgootr has also achieved the minimal possible

value for the number of events prior to the iterative procedure. In those cases, there are no changes in

terms of those two measures between the initialized tree (t0) and the optimal tree (t∗).

2.3.3 Sgootr-identified lineage-informative CpG sites construct lineages suggest-

ing simpler migration histories than those identified via FG.

Specifically, comparisons between the measures from running IQ-TREE on FG-selected sites

and those from Sgootr show that Sgootr consistently outperforms the former in terms of the num-

ber of events and BAMDPO where further improvements were possible. This suggests the sites se-

lected by Sgootr may be more meaningful for the purpose of lineage reconstruction than those by

FG. FG is also time-consuming: for patient CRC11 and CRC12, FG failed to complete after 100 hours,

and no experimental result was reported (Figure 2.3A.).

2.3.4 Sgootr is orders-of-magnitude faster than IQ-TREE.

While Sgootr produces as simple, if not simpler migration history than IQ-TREE (without

FG site-selection) in terms of the two measures in all but one case, Sgootr obtains the results in a

fraction of time IQ-TREE took given the same input dimensions. Each IQ-TREE run was allotted 24

hours. If the program converged within 24 hours, we report the wall clock time elapsed; if the program
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did not converge within 24 hours but produced some intermediate output from tree search, we report

the program run time as 24 hours; and if IQ-TREE failed to produce any intermediate result from tree

search within 24 hours, we do not include the elapsed time from that run. Within the allotted time,

IQ-TREE produces converged results in 6 out of 9 patients, some (intermediate) results for 8 out of

9 patients. IQ-TREE is not able to finish model optimization and start tree search within 24 hours

for any of the 10 runs for CRC11 (Figure 2.3B.). Sgootr is deterministic and obtains lineage trees

suggesting simpler histories in a mere fraction of the time when given the same number of cores and

memory as IQ-TREE, positioning itself as the better option in more time-frugal settings.

2.3.5 Sgootr-identified lineage-informative CpG sites are enriched in inter-CGI

regions.

In all 9 CRC patients in the Bian cohort, as well as the multi-regional GBM patient MGH105 in

the [44] cohort, the set of lineage-informative sites identified by Sgootr show enrichment in inter-

CGI regions (Figures 2.2E., Supplemental Figures 2.3C., A.19F.). The median distances between CpG

sites and their closest CGIs also increase as the iterations approach t∗ across all patients (Supplemental

Figure A.14).

2.3.6 Genes associated with Sgootr-identified lineage-informative CpG sites are

enriched for pan-cancer and CRC-related terms.

To examine whether the lineage-informative sites discovered by Sgootr in the Bian cohort

have potential functional implications, we stratified lineage-informative sites by their genomic anno-

tations with respect to CGIs, for each group finding a set of non-pseudo, protein-coding genes whose
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gene bodies and 1000 bp upstream promoter regions contain the sites, and carried out GO [93, 94]

enrichment analyses respectively using GOrilla [95, 96]. All annotated non-pseudo, protein-coding

genes in the genome were used as the background set. A hypergeometric test was used to measure the

over-representation of the genes in associated GO terms, and the Benjamini-Hochberg false discovery

rate-adjusted p-values (q-values) are presented. In 5 out of 9 CRC patients, genes mapped to lineage-

informative sites within CGI are strongly associated with transcription regulation and DNA binding

(Figure 2.2F., Supplemental Figure A.12), processes known to be linked to cancer onset [97]. Among

informative sites mapped to inter-CGI regions, prominent enrichment in neural activities including

ion transport and gated channel activities were observed across all 9 CRC patients (Figure 2.2F.,

Supplemental Figure A.12), concurring with recent studies which support the striking cross-talk be-

tween the neural system and CRC development [98, 99]. Enrichment results using an alternative tool,

DAVID [100,101], are also included for comparison (Supplemental Figure A.13). While the GO terms

discovered are not identical between the tools, the results highly concur as indicated by the overlap

coefficients of the terms (Supplemental Table A.4).

2.4 Discussion

In this chapter, we present Sgootr, the first distance-based tool to jointly infer tumor lineage

using single-cell CpG methylation data and select for lineage-informative CpG sites. Sgootr con-

comitantly tackles two key challenges in lineage reconstruction from single-cell methylation data:

sparsity and diverse inheritance dynamics of CpG methylation. We show Sgootr is able to construct

lineage trees that suggest simpler tumor migration histories, perform CpG site selection, and obtain

results orders-of-magnitude faster than alternative methods in applications to real multi-regionally-
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sampled single-cell methylation data in CRC and GBM.

In addition to tumor lineage inference, Sgootr captures meaningful biological insights of iden-

tified lineage-informative CpG sites. In both CRC and GBM, the two cancer types included in our

study, we discovered the enrichment of lineage-informative sites in inter-CGI regions across patients.

We also observed that the variability of the methylation status of a CpG site among sequenced cells

seems to increase with its distance from the closet CGI (Supplemental Table A.5). While the under-

lying mechanisms of these phenomena are yet to be elucidated and beyond the scope of this study, a

plausible explanation is that CpG sites in islands are protected by the reduced chromatin accessibility

in the region marked by histone modifications [102], whereas inter-CGI sites harbors more stochastic

changes due to malfunctioning of DNA methyltransferases and TET enzymes [103]. While CGIs have

attracted much attention in the studies of tumor epigenetic changes and more frequently covered in

methylation arrays, our findings suggest that inter-CGI regions should not be overlooked especially

in the context of tumor lineage tracing. We are looking to further study the relations between the

methylation status of lineage-informative inter-CGI CpG sites and gene expression and explore their

prognostic potentials in our subsequent studies.
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Chapter 3: Studying melanoma evolution with Nanopore long-read sequencing data

3.1 Motivation

Short-read genome sequencing (e.g., Illumina) has been a workhorse of cancer genomics and

has advanced our understanding of cancer heterogeneity and evolution [104]. However, these methods

struggle to accurately detect structural rearrangements due to limitations in read mappability [105] or

genomic coverage [106], and they require error-prone bisulfite conversion to detect epigenetic alter-

ations [107]. As a result, short-read methods provide an incomplete view of the underlying mecha-

nisms of tumor evolution.

Emerging long-read sequencing technologies, such as ONT and PacBio, overcome the limi-

tations of short-read sequencing by offering improved read mappability, direct variant phasing, and

simultaneous capture of DNA methylation [108]. Several recent studies have used long-read sequenc-

ing to study complex patterns of somatic variation and methylation in various cancers [105, 109, 110],

but so far mostly at bulk resolution.

To study tumor evolution on sub-clonal level, single-cell genome sequencing has recently been

used to profile variants in individual tumor cells, however the technology is limited by sampling spar-

sity [106, 111]. Alternatively, whole genome sequencing of single-cell derived subclones have been

used to precisely trace subclonal differentiation with high sequencing depth [112–114]. So far all such

studies were based on short-read results, thus providing only partial view of genomic and epigenomic

evolutionary landscape.

To address this issue, in this chapter, we introduce an approach based on long-read sequenc-

ing of single-cell derived subclones; and apply it to analyze 23 melanoma subclones, each derived
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from a single cell of the B2905 cell line [115]—a murine model of UV-induced, RAS-mutant, and

differentiation-transitory subtype of human melanoma. These subclones were previously characterized

by differential therapeutic responses [116]; however, the contributions of SV and methylation changes

to the genomic and phenotypic heterogeneity of these subclones remained unclear. We therefore gen-

erated high-quality SNV, SV, CNA, and DMR calls in each subclone and developed new algorithms to

infer their relative timing in distinct lineages through phylogenetic analysis.

Our long-read approach revealed the complex and multifaceted evolution of this heterogeneous

tumor. We profiled the dynamic involvement of distinct mutational processes, including UV-induced

damage, oxidative stress, and impaired DNA repair, offering deeper insight into their roles across the

evolutionary stages of melanoma progression. We also observed recurrent amplifications of onco-

genes occurring independently across multiple lineages and driven by distinct rearrangements, sug-

gesting parallel adaptation under evolutionary pressures. Furthermore, we identified lineage-specific

methylation trajectories associated with increased aggressiveness in distinct lineages, linking epige-

netic changes with gradual phenotypic differentiation.

3.2 Results

3.2.1 Long-read sequencing of single-cell derived subclones of B2905 mouse melanoma

model

To showcase our long-read approach to profile tumor evolution at subclonal level, we used B2905

cell line, derived from M4 cutaneous melanoma model, previously characterized with high intratu-

moral heterogeneity and in preclinical studies showed a diverse response to ICB therapy [115]. Here

we performed long-read sequencing of 23 single-cell derived subclones of the B2905 cell line, previ-
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ously isolated for expansion to become individual clonal sublines, and implanted into C57BL/6 mice

to observe distinct survival times [116]. While previous studies also analyzed bWES, whole transcrip-

tome, and scRNA-seq for each of the B2905 sublines [117–119], the contributions of SVs, CNAs and

methylation to the evolution of this model remained unexplored.

We sequenced each subline using a single ONT R10.4 PromethION flow cell. On average, this

yielded 69.77Gbp of data per subline with a mean read N50 of 29.1Kbp and an average of 82.95% of

base pairs with a quality score of 20+. As a matching normal sample, we sequenced the splenocytes

of a HGF-transgenic C57BL/6N mouse, the genetic background that was used to derive the B2905

model.

Following basecallling, we aligned the reads from each subline against the GRCm38 reference

genome and to generate somatic SNVs, we used DeepVariant [120], and subtracted germline vari-

ants from the normal sample. For SV calls, we used Severus [105] in multi-sample mode. Addition-

ally, since the mouse strain that derived B2905 cell line was generated by out-crossing HGF-transgenic

FVB mice with C57BL/6 mice for over 10 generations, for SNV and SV variants, we subtracted known

germline variants of the FVB mouse strain. Finally, we used Wakhan [121] for CNA calling, which

uses SV breakpoint as the boundaries of CNA segments and fits a model integer copy number profile.

Additionally, 5mC base modifications were profiled directly from the sequencing data, enabling the

detection of DMRs using BSmooth [122], which we will discuss in further detail in a subsequent sec-

tion. Together, these identified variants serve as the basis of the multifaceted analyses we will describe

in the following sections (Figure 3.1).

44



Figure 3.1: An overview of the long-read approach and analysis of 23 subclones of
a mouse melanoma tumor. A tumor subline was cultured from each of the 23 single
cells extracted from the B2905 cell line derived from the M4 mouse model of UV-induced
melanoma, and the bulk samples were subjected to Nanopore long read sequencing. We
studied melanoma tumor evolution integrating insights from mutation, structural variation,
copy number variation, and differential methylation profiled from the sequencing data of
the 23 sublines. Specifically, a tumor phylogeny of the sublines was constructed using
SNVs, and then other types genomic and epigenomic events detected by various tools were
placed onto the phylogeny. This provides an unprecedented look into melanoma evolution
across time and various types of (epi-)genomic alteration events.
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3.2.2 Constructed phylogeny reveals phenotypically-distinct major clades

To infer the evolutionary relationship between subclones, we constructed a phylogenetic tree

with ScisTree [117, 123] using a subset of high-confidence SNVs (Supplementary Section B.1.1).

From the initial set of 277,818 phylogenetically informative SNVs (61.75% of all SNVs used; excludes

SNVs present in one or all sublines), we removed SNVs with low coverage (7.09% of informative

SNVs) and SNVs that overlapped with deletions in any subline (89.00% of informative SNVs). This

resulted in a final set of 10,862 high-confidence, informative SNVs. The constructed tree consisted of

4 clades that we will refer as “major clades” - colored in green, orange, blue, and red - representing 4

distinct subclonal populations in the B2905 cell line (Figure 3.2a.).

In a parallel study, we characterized the contrasting phenotypes of selected sublines from each

clades according to their in vivo growth rates, expression of cell cycle genes, and response rates to

anti-CTLA4 ICB treatment [116,118]. Sublines with zero or low tumor take rate in immunocompetant

C57BL/6 mice could grow tumors in immunocompromised nude mice, suggesting that immunogenic-

ity impacts in vivo growth of these sublines. Red clade had an aggressive phenotype with rapid in

vivo growth and lower response to ICB, resembling invasive melanoma subtype [124]; while orange

sublines had slower in vivo growth and higher ICB response, resembling proliferative subtype. Green

sublines showed mixed phenotypes of red and orange clades. Blue sublines had low tumor growth in

immunocompetent C57BL/6 mice are referred as immunogenic [125]. (Supplementary Section B.1.2,

Supplementary Table B.1) Overall, phylogenetic reconstruction reflected the observed phenotypic dif-

ferences between sublines and enabled the analysis of variant timing and lineage phenotypes associa-

tions that we describe below.
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Figure 3.2: Phylogenetic tree and mutational landscape of 23 single-cell derived sub-
lines. a. Phylogenetic tree with each node labeled with (i) counts of SNV, SV, CNA, and
DMR assigned to the incoming branch of the node, (ii) exposure proportion of mutational
signatures active along the incoming branch of the node, and (iii) key variants and events
of note placed along the incoming branch of the node, if any. SNV and SV counts reflect
those originating at that node. CNA numbers represent rounded percentages of genome
collectively amplified and lost, respectively, among the subline below the branch, exclud-
ing those already accounted for in ancestral branches. DMR counts reflect the number of
regions detected between the two groups of sublines defined by the bipartition of the tree
at the node: the parenthesized numbers at the two immediate children of the root node
reflect the same set of regions, and the numbers marked with an asterisk * denote those
that are statistically significant per permutation tests (see Methods). The sublines are or-
ganized into 4 major clades, denoted by the distinct colors of the leaf labels. Sublines
with previously determined phenotypes [118] also marked. b. Growth kinetic of tumors
derived from individual sublines [116]. c. Per subline total SNV count per autosome. d.
Per subline total SV count per SV type. e. Per subline copy number profiles.
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3.2.3 Phylogeny-guided harmonization with TreeHarmonizer provides evolu-

tionary timing of genomic variants

While the tumor phylogeny described above accurately reflects evolutionary relationship be-

tween the sublines, it excludes a large portion of SNVs that potentially overlap with deletions or have

low coverage, and it does not include SVs or CNAs. This is typical for popular tumor phylogeny re-

construction methods that rely on SNVs [126]. Inclusion of different variant types is complicated by

possible overlaps (e.g. SNVs within subclonal deletions) or erronous variant calls. We thus developed

a tool called TreeHarmonizer that (i) places variants on the branches of a phylogenetic tree and

(ii) identifies variants in disagreement with tree.

Briefly, TreeHarmonizer takes as input (i) a phylogenetic tree and (ii) individual SNV, SV,

and CNA calls for every subline. For each unique variant, it evaluates whether the variant is con-

sistent with the input phylogeny based on (i) the MRCA of all sublines carrying the variant, (ii) the

variant status in all sublines, and (iii) the presence of nearby deletions. We denote a variant as clonal,

subclonal, or private, if they were placed at the trunk, internal branch, or terminal branch of the tree,

respectively (Figure 3.2).

The variant allele frequency (VAF) of placed clonal and subclonal variants was distributed

around 50%, as expected for heterozygous somatic variants fixed in a given lineage (Supplemen-

tary Figure B.6c.,d.). Overall, high proportion of placed variants confirms the agreement between

the phylogenetic tree and genomic landscape of the sublines. It also suggests that sublines were free

of contamination, as it would result in an increase in unplaced variants.

To further evaluate the correctness of variant placement, we examined the set of SNVs that

were placed by TreeHarmonizer differently, compared to the initial phylogenetic assignment by
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ScisTree, which typically relies on more stringent filters for input variant calls in searching for the

correct tree structure (Supplementary Section B.1.3). We compared the partition function values [119]

that estimates the probability that, given a set of calls in individual sublines, a mutation is placed at the

MRCA branch of a clade. Indeed, TreeHarmonizer variant placement led to a significant increase

(one-tailed paired-sample t-test t(26) = 11.99, p = 2.133e − 12) in their partition function values,

confirming accurate variant placement (Supplementary Figure B.5g.).

3.2.4 Evolutionary dynamics of somatic SNVs and mutational processes

Overall, the cumulative number of variants (all variants acquired along the course of evolution

at a given tree node) was variable between sublines and major clades; in particular, sublines in the

blue clade tend to have below-median number of both SNVs and SVs (Figure 3.2c.,d., Supplementary

Figure B.6a.). The number of SNVs and SVs within individual branches in the tree were strongly

correlated (r(43) = .798, p = 5.158e − 11 < .001; Supplementary Figure B.6b.), suggesting that the

rate of SNV acquisition relative to that of SV is roughly constant over time.

Given the number of variants placed by TreeHarmonizer, we sought to explore the timing

of mutational processes, commonly explained through the patterns of somatic SNVs. We estimated

activities of COSMIC [127] mutational signatures at each branch of the tumor phylogeny (Figure 3.2a.;

Supplementary Section B.1.4). Notably, SBS7 (a UV damage signature) was prevalent at the trunk

(Figure 3.2a., Supplementary Figure B.2), consistent with the fact that the tumor model was induced

by UV radiation.

Some signatures were present throughout the phylogeny, such as clock-like signatures (SBS1

and SBS5), and SBS85 (attributed to AID) (Figure 3.2a., Supplementary Figure B.2). While clock-
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like signatures presence is expected, SBS85 has been typically described in the context of lymphoid

cancers [128]. However, it has also been shown that inflammation-induced AID expression in non-

lymphoid cells promotes skin cancer development independently of UV damage [129].

Other signatures were more specific with timing or lineages. For example, SBS26 (defective

DNA mismatch repair), had increased activity solely at the terminal branch attached to subline C1,

which had the highest cumulative number of SNVs among all sublines (Figure 3.2a.,c., Supplemen-

tary Figure B.2). SBS17, a signature potentially associated with damages inflicted by ROS, shows

significant difference in activity both between internal and terminal branches (adjusted p = 9.08e-05;

Supplementary Section B.1.4), and between branches in the orange and red clade (adjusted p = 9.68e-

03; Supplementary Section B.1.4). While the differences between internal and terminal branches could

be explained by the additional oxidative stress caused by cell culture [130], the difference between the

orange and red clade may reflect the difference in the metabolism between them, as we have shown

previously that the expression of mitochondrial genes was selected in the former [118](Figure 3.2a.,

Supplementary Figure B.2).

To identify putative initiating events and variants that contributed to lineage differentiation, we

performed functional annotation and enrichment analysis of SNVs (Supplementary Section B.1.6, Sup-

plementary Figure B.3). Interestingly, dN/dS values at internal branches were significantly lower than

terminal branches (p=5.9e-07, Supplementary Figure B.3a., Supplementary Section B.1.5), suggest-

ing an increasing positive selection pressure over the evolutionary timeline (Figure 3.2a.). Among the

clonal SNVs, we observe hotspot coding mutations, such as Kras (G12D) and Gnaq (Q209L) that are

well-known cancer drivers, and variants in Sf3b1 and Tfap2a, which are frequently mutated genes in

melanoma [131, 132]. (Figure 3.2a.). Overall, impacted genes were enriched in pathways related to

neural system development and differentiation as well as differentiation of neural crest to melanocytes
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(Supplementary Figure B.3b.).

At the same time, individual clades exhibited enrichment in functionally distinct and phenotyp-

ically relevant pathways, such as DNA damage checkpoint signaling in the green clade (Supplemen-

tary Figures B.3c.), cell cycle and metabolism in the orange clade (Supplementary Figures B.3d.) and

cell migration and methylation in the red clade (Supplementary Figures B.3f.). Overall, this analy-

sis revealed the dynamics of mutational processes and putative functional effects of lineage-specific

mutations, that we associate with other genomic, epigenomic or phenotypic changes below.

3.2.5 Somatic SVs dynamics suggest early drivers and late genomic instability

Long-read sequencing enables accurate detection of somatic SVs, which may be driven by or-

thogonal mutational processes and have substantial impact on lineage phenotypes, as we illustrate

below.

Overall, small deletions (<1kb) were the most common SV; insertions were also common at the

clonal level, but less common as private; and (interchromosomal) breakend junctions were more com-

mon at the private level (Figure 3.3a.-d.). Severus further groups breakend junctions into clusters

if they are likely to result from a single mutational event. We identified 65 such clusters involving a

total of 298 SVs: of which four were composed of clonal SVs 3.3e.), one of subclonal SVs (e.g. Fig-

ure 3.3f.), and 60 of private SVs (e.g. Figure 3.3g.). Private SV clusters were the most complex: while

clonal clusters consisted only of two SVs each, 14 private clusters had at least five SVs, and largest

cluster had 28 SVs (in C13). The green clade was overall enriched with clustered SVs, compared to

the other clades (150/298 clutered SVs were in the green clade; Fisher’s exact test, p = 3.055e-07),

primarily driven by C19 that had the highest number of clustered SVs (n = 68) in nine clusters (Sup-
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Figure 3.3: Patterns and dynamics of somatic SVs. a. Chromosomal distribution of
clonal, subclonal, and private SNV and SV events. b-d. Distribution of clonal (b.), sub-
clonal (c.), and private (d.) SVs across categories defined by SV type and size. e-g. Exam-
ples of notable clonal (e.), complex subclonal (f., shared by sublines C15 and C18), and
complex private (g., private to C10) interchromosomal SVs. Genes near breakpoints are
annotated.

plementary Figure B.7). In general, the vast majority of clustered SVs were private, suggesting that

in this tumor complex rearrangements were late events, potentially driven by an increased genomic

instability.

Using Padfoot (https://github.com/KolmogorovLab/Padfoot), we identified 564 SVs with break-

points occurring within gene boundaries (Supplementary Section B.1.7). Of these, 330 affected cod-

ing regions through exon deletions or disruptions involving exonic sequences. Notably, we observed

clonal deletions affecting exon 4-9 of Nav3 (Supplementary Figure B.10a.), which included the first

coiled-coil domain, the mutations in which have been shown to result in a loss of function [133]. In

52



accordance, deletion of NAV3 gene has been linked to poor prognosis in cancer [134].

Additionally, in sublines C3 and C14, we identified a subclonal deletion in Met resulting in

the loss of exon 4-11 (Supplementary Figure B.10b.), which included extracellular and regulatory

domains. Such truncated MET has been shown to be self-activated and promoting immortalization of

normal cells [135].

We also detected 24 candidate gene fusions, of which 23 were private. Among them, a subclonal

fusion between Map4 and Smarcc1 was identified in C3 and C14 and validated using scRNA-seq

(Supplementary Figure B.10c.).

Beyond disrupting genes and generating oncogenic fusions, SVs also cause CNAs that alter gene

expressions, which will be the focus of the following subsection.

3.2.6 Recurrent CNAs in independent lineages suggest parallel adaptation process

SVs often cause CNAs potentially affecting large contigous regions of the genome. Overall, a

high proportion of the genome was impacted by amplifications (26.37% on average per subline), and

smaller fraction impacted by losses (1.24%) (Figure 3.2a.,e.). To understand functional implications

of these alterations, we focused on genes with one-to-one human homologs curated in the COSMIC

Gene Census [127] and labeled them as ONC, TSG), or ND; Supplementary Section B.1.8, Figure 3.4,

Supplementary Figures B.11-B.16).
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Figure 3.4: Genomic regions recurrently affected by CNAs suggest parallel evolu-
tion. Examples of regions on chr1, chr6, chr11, and chr15, recurrently harboring CNAs,
possibly due to independent genomic events that impact the same region. Within each
chromosome, sublines harboring CNAs are grouped by the similarity of their copy number
profiles, and the respective copy number profiles are annotated by the chromosome bands
they span. Select genes are annotated along the chromosomes and colored by whether their
human homologs are designated as oncogene (ONC) or tumor suppressor (TSG) according
to COSMIC Gene Census [127].

We first focused on clonal CNAs, such as whole-chromosome amplification of chr6 in all sub-

lines, although some sublines acquired additional copies in later events (Figure 3.4). These CNAs

affected key ONCs, such as Met, Braf, Mitf, and clonally mutated Kras (Figure 3.4, Supplementary

Figure B.12). We also observed a focal loss of of Cdkn2a in both copies of chr4 with the same
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breakpoint boundaries. This was likely a result of focal deletion, followed by copy-neutral loss of het-

erozygosity (LOH) in a larger region, happened approximately half way through the phylogeny trunk

based on variant timing analysis (Supplementary Section B.1.9). These overall suggests a substantial

number of early CNA events could have contributed to tumor initiation.

Next, we analyzed the patterns of subclonal and private CNAs. While many of them were

attributed to internal tree branches by TreeHarmonizer, others remained unplaced. In unplaced

CNAs, similar regions were amplified by different SV breakpoints in independent parts of the tree

(Supplementary Section B.1.8). This suggests that these amplifications were independent recurrent

events in different lineages, representing examples of parallel evolution. In one case, five distinct

genomic rearrangement events resulted in independent amplifications of a large portion of chr1 in

seven sublines (Figure 3.4): two SVs were subclonal, three were private; most of them were products

of intra-chromosomal fusions, with one exception of whole-chromosome amplification in C1.

In another example of parallel CNA, a chr11 gain in C4, C1, and C22 is associated with the

same subclonal interchromosomal SV involving chr15, the one in C9 involves chr18 and results in

the amplification of TSG Nf1, which also carries a private, non-synonymous SNV in C9 (Figure 3.4,

Supplementary Figure B.14).

This analysis suggests that subclonal CNAs substantially contributed to differentiation of tumor

clades, and indicates convergent evolution in independent lineages.

Indeed, among COSMIC genes impacted by CNAs, ONCs were preferentially gained (p =

3.832e-02, Supplementary Section B.1.8) and TSGs were preferentially lost (p = 7.294e-03, Supple-

mentary Section B.1.8) in this tumor, as expected. This suggests that those changes may be indepen-

dently selected for in a highly heterogeneous tumor [136]. For example, parallel amplification of Myc

was recurrently present in a majority of sublines (Figure 3.4, Supplementary Figure B.15); likewise,
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Myc homolog is commonly amplified in human melanoma [137]. In C13, Myc is duplicated via a focal

SV spanning merely 1.6kb, likely reflecting targeted selection.

Furthermore, a closer examination of ONC/TSG COSMIC gene homolog pairs adjacent to copy

number change boundaries shows that, more often than expected by chance, ONC falls on the side of

the boundary with the higher copy number state while TSG on the lower side (p=3.74e-02, Supple-

mentary Section B.1.8). This provides evidence that relative positioning of ONC and TSG genes on

chromosome may influence the selection of CNA boundaries.

3.2.7 Methylation changes contribute to differentiation of an aggressive clonal lin-

eage

In addition to genomic variants, epigenomic changes may shape the observed distinct lineage

phenotypes. Long-read sequencing, combined with phylogenetic approach, enabled us to identify

genomic regions that are differentially methylated at subclonal resolution (Figure 3.2a).

For each internal branch in the phylogeny, a set of DMRs between the bipartitions of the sublines

induced by the corresponding tree split was identified using BSmooth [122,138](Supplementary Sec-

tion B.1.10). We then evaluated significance of the number of DMRs obtained via a permutation test

for branches ancestral to a particular number of leaves (Supplementary Section B.1.11, Supplementary

Figure B.17).

We found a strong positive correlation between the number of cumulative SNVs and the number

of DMRs at the branch (r(5) = .842, p = 1.758e-2, Supplementary Section B.1.12; Figure 3.5a.),

suggesting that the rate of differential methylation to some extent mirrors that of SNVs in the evolution

of this tumor.
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Figure 3.5: DMRs detected at subclonal resolution. a. The number of SNVs cumulative
from trunk to the branch and the number of DMRs detected at the branch, for each branch
parental to 2 leaves. b. The number of DMRs detected at the branch rooting the red
clade and the corresponding null distribution of the number of DMRs generated during
the permutation test for case groups of size 8. c. The distribution of the widths of the
300 DMRs detected at the branch rooting the red clade. d. Mean methylation difference
within DMRs between sublines in the red clade and others and the corresponding log2
fold change in gene expression in genes whose (putative) promoter or enhancer the DMRs
overlap as measured by scRNA-seq. e. DMR overlapping the promoter of Sema3e where
sublines in the red clade are hypomethylated. f. DMR overlapping the promoter of Dnah6
where sublines in the red clade are hypermethylated. g. Genomic region overlapping a
putative enhancer of Serpine2 where it is monotonically becoming hypermethylated in the
red clade while the gene expression of Serpine2 follows a monotonicly decreasing trend.
h. Genomic region overlapping a putative promoter of Lhfpl2 where it is monotonically
becoming hypermethylated in the red clade while the gene expression of Lhfpl2 follows a
monotonicly decreasing trend. In e. and f., the methylation level in each subline is plotted
with the color corresponding to the clade of the subline in the tumor phylogeny. In g. and
h., the methylation level and TPM values as profiled by scRNA-seq in each subline are
plotted with the color hue corresponding to its phylogenetic order in the red clade.
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We then focused on epigenomic analysis of the red clade since it was characterized with signifi-

cantly worse survival, compared to other clades (Kaplan-Meier, p < .0005; Figure 3.2a.). For the root

branch of the red clade, BSmooth [122] obtained 300 DMRs, which is significantly more than what

is expected for any group of eight sublines (p = .002, Supplementary Section B.1.11, Figure 3.5b.).

The median length of the DMR regions was 1,081bp (Figure 3.5c.). Among all 300 DMRs, 17 overlap

with the putative promoter regions in GENCODE transcription start sites [139, 140], and nine were

annotated in the EPDnew (v.003) database of experimentally validated promoters [141, 142]. Another

nine DMRs displayed enhancer-like signature and were within 2kb of an annotated transcription start

site [143–146]. (Table B.2).

Notably, the EPDnew-validated promoter of Sema3e was found to be hypomethylated (Fig-

ure 3.5e.), and its human homolog has been shown to drive cancer cell invasiveness [147]. Addi-

tionally, the EPDnew-validated promoter of Dnah6, previously implicated in ICB response in human

melanoma [148], was found to be hypermethylated in the red clade (Figure 3.5f.). Coincidentally,

Dnah6 also harbors a clonal truncating mutation p.W1807* (Figure 3.2a.). Upon closer examination,

we found evidence for haplotype-specific methylation of Dnah6 promoter on the mutated copy in

green, orange and blue clades, and the hypermethylation in the red clade was likely associated with

the loss of the wild-type copy (Supplementary Figure B.18).

While the red clade was distinct from the rest of the phylogeny in terms of survival, there are

also gradual changes of genotype and phenotype within the clade. The 8 red sublines followed a linear

differentiation pattern, instead of a branching pattern in other clades. Further, survival monotonically

improved along the evolutionary trajectory, τ (5)=1, p < .001 (Supplementary Section B.1.14, Fig-

ure 3.2a.). To evaluate if methylation was driving gradual change in phenotype, we analyzed DMRs

within the red clade along the trajectory and focused on (putative) promoter or enhancers of known
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genes.

We found 146 genes whose (putative) promoter or enhancer overlap with regions displaying

monotonic change in methylation rate along the evolutionary trajectory, which is found to be signifi-

cantly more than what is expected by chance via a permutation test on the order of the sublines within

the red clade (p = .021, Supplementary Section B.1.14). Some of these methylation changes were

correlated with changes in scRNA-seq expression. In particular, a putative enhancer of Serpine2 and

the putative promoter and enhancer of Lhfpl2 are gradually hypermethylated in the red clade, and their

expression correspondingly decreases (Figure 3.5g.,h.). In human melanoma, SerpinE2 expression

has previously been associated with high invasive potential of slow-cycling cells [149], and LHFPL2

expression was associated with mTORC1 signaling [150], which promotes mesenchymal-epithelial

transition in cancer [151].

3.2.8 Systematic analysis of multiple variation types provides insights into B2905

lineages differentiation

Overall, our long-read approach offers us a unique lens to observe the complete spectrum of

genomic and epigenomic events at the subclonal level and provided insights into the evolution of the

B2905 melanoma (Figure 3.6).

We detected clonal mutations of all types that affected genes known to contribute to melanoma

initiation, including hotspot SNVs in Kras and Gnaq, SNVs in frequently mutated sites of Sf3b1 and

Tfap2a, homozygous deletion of Cdkn2a, and amplifications of Met, Braf, Mitf, Kras, Cdk4, and

Erbb3. We observed a substantial proportion of UV damage signature on the clonal level, but not

on sublonal levels; confirming UV damage as a key initiation event [152], but unlikely the driver of
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Figure 3.6: A model of B2905 melanoma evolution informed by analyses of long-read
sequencing data on the 23 sublines. Key clonal, subclonal, and clade-specific obser-
vations from analyses of the SNVs, SVs, CNAs, and DMRs are labeled along the tumor
evolutionary trajectories.
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lineage differentiation.

On the subclonal level, accurate and precise SV breakpoints detection, enabled by long-read

sequencing, allowed us to resolve parallel CNAs events that affected overlapping genomic regions.

For example, Myc was independently amplified across different lineages via distinct genomic rear-

rangements, ranging from whole-chromosome duplications and a small, focal amplification. Overall,

the positioning of CNA breakpoints relative to neighboring ONC and TSG genes suggested that these

events occurred randomly, and then were independently selected.

Furthermore, our phylogenetic approach enabled the comparisons among different evolutionary

trajectories of major clades that resulted in observed phenotypic heterogeneity. In the green clade,

which had a significantly higher number of clustered SVs, we observed a disproportional disruption

of pathways related to DNA damage signaling and response (Supplementary Figure B.3c.), possibly

causing an increase in genomic instability. In orange clade, the disrupted pathways related to cell

cycle and metabolism and lower ROS activity cohered with its proliferative phenotype (Supplementary

Figure B.3c.,B.2). Blue clade sublines had significantly fewer number of clade specific SNVs (one-

tailed t-test, p = 3.31e − 02) and SVs (one-tailed t-test, p = 1.65e − 02); which may reflect lower

selection pressure on the blue sublines, but requires further investigation.

The red clade trajectory – showing faster growth in immunocompetent hosts and higher ICB

resistance – stood out in terms of increased number of characteristic DMRs, including promoters of

Sema3e and Dnah6 that could drive the aggressive phenotype. Interestingly, methylation-related path-

ways in the red clade were disproportionally impacted by non-synonymous SNVs, which may explain

the increase in observed methylation changes, compared to other clades (Supplementary Figure B.3f.).

Moreover, we observed that a significant number of genes in the red clade, such as Serpine2 and

Lhfpl2, displayed a monotonic change in methylation at (putative) promoters or enhancers, often cor-
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related with aggressiveness and scRNA-seq expression changes. This suggests that DMRs may drive

a gradual phenotypic trajectory change.

Overall, this showcases how joint analysis of SNVs, SVs, CNAs and DMRs provides explanation

of lineage-specific phenotypes and genotypes.

3.2.9 Curated set of subclonal variant calls enables benchmarking of long-read tools

In addition to enabling a highly detailed view of melanoma evolution, our approach provides

a unique resource for development of new cancer genomics methods. Variant placement using our

tool TreeHarmonizer resulted in a highly accurate set of SNV, SV and CNA calls with established

phylogenetic relationship. This enables modeling a heterogeneous tumor sample by mixing subsets

of sublines sequencing data, as for each such subset a benchmarking set of variants could be easily

derived. As a proof of concept, we generated 5 pseudobulk samples by merging reads from different

clade combinations (Figure 3.7a.), and then compared several recently developed state-of-the-art tools

for long-read variant calling in terms of their precision and recall on somatic variants (Figure 3.7b.).

While precision was generally high for all callers, recall varied highly between callers and across

different pseudobulk samples (Figure 3.7b.). Specifically, as compared to clonal SNVs, recall for

subclonal and especially private SNVs was substantially lower, likely due to the decreased allelic

fraction of such variants (Figure 3.7a.,c.). Overall, we found that recent tools that were developed

for somatic analysis (ClairS and DeepSomatic) performed better than general-purpose variant

callers, with DeepSomatic performing the best, maintaining the high precision as other callers while

notably outperforming in recall (Figure 3.7b.).

This analysis underscores the difficulty of detecting rare variants from heterogeneous cancer
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Figure 3.7: Subline-derived pseudobulk samples enables benchmarking the perfor-
mances of long-read variant callers at various clonality. a. Five pseudobulk samples
generated by merging reads from (i) all 23 sublines, and sublines in (ii) green clade, (iii)
orange clade, (iv) blue clade, and (v) red clade. For each pseudobulk sample, the makeup
in terms of clonal, subclonal, and private variants is shown via the Sankey diagram, and
the VAF distribution of the corresponding ground truth set of variants is shown respec-
tively. b. Precision and recall performance of Clair3, ClairS, DeepVariant, and
DeepSomatic on the five pseudobulk samples. c. Recall performance of variant callers
on the five pseudobulk samples, stratified by the clonality of the target variants in the
ground truth set.
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samples – one of the key challenges in precision oncology. Even though somatic variant callers demon-

strated an improvement over germline callers, even the best performers left many variants undetected

in the most complex pseudobulk dataset. We publicly release the data and variant calls to encourage

the development and continuous improvement of new cancer genomics methods.

3.3 Discussion

In this study, we present an approach to comprehensively map genomic and epigenomic alter-

ations that drive the initiation, progression and clonal differentiation of a mouse melanoma tumor

model. We used Nanopore sequencing of clonal sublines – each derived from a single cell of the

parental tumor – to systematically catalog somatic SNVs, SVs, CNAs, and DMRs. We developed an

algorithmic framework to place all variant types in the context of the sublines phylogeny, representing

dynamics of various mutational processes along the evolutionary timescale. This approach provided

an highly detailed and comprehensive view of melanoma evolution, illuminating the complex inter-

play between mutational processes that drive phenotypic differentiation of clonal lineages. We also

demonstrated that our data can serve as a useful resource for new cancer genomics developments.

Long-read sequencing of individual sublines enabled precise resolution of parallel evolution

events [153], which has been challenging to resolve using conventional approaches. Prior studies have

reported examples of parallel CNAs and SVs using bulk sequencing of multiple matching samples,

for example, in ovarian [154], breast [155], and osteosarcoma [136] cancers. However, these analy-

ses were typically constrained by heterogeneity of individual samples and limited spatial or temporal

resolution, making it difficult to confidently identify independent events affecting the same genomic

regions. More recent efforts using single-cell DNA sequencing reported large parallel CNAs in cell
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line models [156] and in acute myeloid leukemia with complex karyotype [157]. Yet, due to data spar-

sity, these approaches often rely on pseudo-bulk inference of structural breakpoints, which prevents

assignment of CNAs and SVs to individual cells. In contrast, our approach provides a highly resolved

view of parallel clonal evolution thanks to the high purity of sublines, higher number of samples and

the advantages of long-read sequencing.

In addition to genetic variation, Nanopore sequencing enabled the detection of lineage-specific

DMRs, offering insights into the epigenetic landscape of tumor evolution. DNA methylation has in-

creasingly been recognized as both a marker of clonal lineage [158–161] and a regulatory mechanism

driving phenotypic diversity [162–165]. Our work focuses on the latter, extending epigenetic resolu-

tion to the subclonal level—beyond traditional comparisons of tumor versus normal tissue or across

tumor subtypes.

Recent long-read studies have explored ASM, for example in brain tissue [166] or medulloblas-

toma [167]. While genome-wide ASM analysis was difficult due to the low heterozygosity of the

B2905 mouse model, we illustrated that local analysis was possible in the presence of nearby somatic

SNVs; furthermore, the analytical framework presented here could be readily adapted to genome-wide

allele-specific analyses, for example in human.

Overall, our study highlights the advantage of long-read sequencing in resolving the the com-

plete variational landscape of tumors, potentially benefiting precision oncology studies, as for various

cancers it has been shown that variants other than SNVs, including SVs and DMRs, are important

biomarkers for prognosis or therapeutic response [168, 169]. Our analytical framework, including

the TreeHarmonizer tool, could be adopted to multi-site or longitudinal human tumor datasets.

Finally, by publicly releasing all sequencing data and curated variant call sets, we provide a unique

benchmarking resource to accelerate the development and validation of new cancer genomics tools.
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Chapter 4: Studying melanoma subclones at spatial resolution

4.1 Spatial transcriptomics profiling of the control and anti-CTLA-4 treated tumors.

To obtain the data we use in this study, heterogeneous mixtures of cells from the B2905 cell line

of the M4 mouse melanoma model (representative of the RAS-mutant TCGA melanoma, as previously

discussed in Chapter 3) were injected into pure bread male mice [116]. Among them, 6 were assigned

to the control group, and 11 to the treated group. Mice in the treated group were administered anti-

CTLA-4 ICB treatment on Day 13, 16, 20, and 23 after tumor implantation. The tumors were resected

at different time points: starting from Day 16 post-implantation for the control group, and starting

from Day 27 (after the last ICB treatment in the course) for the treated group. The volume of each

tumor was assessed across different time points up until resection, and the treated tumors were further

classified into non-responder and responder based on whether its volume has exceeded 250 mm3 at the

time of resection (Figure 4.1). A tissue slice from the fresh frozen sample of each of the 17 tumors

was subjected to Visium spatial transcriptomics sequencing.

4.2 Identifying tumor subclones from Smart-seq2 full-length scRNA-seq data of the

control and anti-CTLA-4 treated tumors.

In addition to the 17 tumors subjected to ST profiling, 6 similarly derived tumors - 2 from

additional mice in the control group, and 4 from additional mice in the treated group - were subjected

to Smart-seq2 full-length scRNA-seq [170].

Mutations were profiled from the single cells in either group by a previous study [91], and 6 tu-
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Figure 4.1: Growth dynamics of the 17 tumors from which the ST slides were derived.
Mice in the treated group received anti-CTLA-4 treatment on Day 13, 16, 20, and 23. The
treated tumors were further classified as non-responder and responder by tumor volume at
the time of resection.

mor subclones were identified using SBMClone [171] (Figure 4.2a.), a stochastic block model that ob-

tains cell-mutation joint clusters that characterize subclonal structures in sparse single-cell data [172].

The presence and absence of mutations in the inferred clusters suggest a clonal relationship shown in

Figure 4.2b.

It is worth noting that, the SBMClone joint clustering was performed on the set of mutations

with coverage in cells from both the control and treated tumors to avoid control-treated batch effect be-

ing falsely identified as a meaningful block structure. That said, when identifying the set of mutations

specific to each clone, we retain mutations covered among either the control or treated cells but not

both, as long as they satisfy the criterion that it is only present among cells in one particular subclone

but not others.
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Figure 4.2: Mutations profiled from Smart-seq2 full-length scRNA-seq data of control
and treated tumors reveal 6 major tumor subclones. a. cell-mutation joint clusters
identified by SBMClone. b. Clonal relationship suggested by the clustering.

4.3 Estimating tumor subclone proportions on the ST slides via deconvolution using

SpaCET

Now that we have obtained (i) 17 Visium ST slides from control or ICB-treated tumors and (ii)

6 tumor subclones identified using mutations profiled from Smart-seq2 full-length scRNA-seq data of

similarly derived control and treated tumors, we set out to identify the presence of the tumor subclones

across spatial coordinates.

Over 50 computational tools have been developed for determining cell identities profiled by

scRNA-seq among spatial transcriptomics data, and as Gaspard-Boulinc and colleagues summarized in

their review article, the deconvolution tools adopt various types of frameworks: Bayesian, regression,

optimal transport, dimensionality reduction, deep-learning, and or ensemble approach [173]. While

many such tools can serve as an alternative, for our purpose, we choose a non-negative least squares

regression-based tool, SpaCET [174], which accommodates the use of a hierarchical reference panel
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in deconvolution and produces an accurate estimation of the abundance of cell types in both the major

and minor lineages across spatial spots. Our analysis can particularly benefit from such a framework

because (i) the tumor clonal structure is intrinsically hierarchical and can fully exploit the unique

approach, and (ii) the accurate distinction of immune sublineages offers finer resolution in studying

subclone-immune interactions.

Including (i) scRNA-seq data of non-malignant stromal and immune cell types in the mouse skin

profiled in previous works by Davidson and colleagues [175] and Hunter and colleagues [176], as well

as (ii) scRNA-seq data of our 6 identified tumor subclones in the reference panel, we deconvolved the

17 ST slides using SpaCET [174]. For the full deconvolution result for each of the 17 ST slides, see

Supplementary Section C.1.

4.4 Validation of SpaCET-deconvolved tumor subclone proportions

Prior to proceeding with analysis of the SpaCET deconvolution results, we first validated the

tumor subclone proportions. While the number of mutations one is able to profile directly from Visium

data is limited, as the probablility of detection is inversely related to the mutation’s distance to the

3’ end of the transcript (measured as expected distance given gene isoform abundance estimated by

RSEM [177] from the SmartSeq2 data; Figure 4.3a.), a limited number of them are detectable given

sufficient expression of the associated gene at each spatial coordinate. We ask the question: are the

ST spots with mutations detected for a particular subclone consistent with where the subclones are

according to SpaCET?
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As Cancer Clone 6 mainly harbor truncal mutations (Figure 4.2), there are no subclone-specific

mutations to distinguish it from the others, and it is hence not considered in this analysis. The chance

of detecting a subclone-specific mutation also varies across the 5 remaining subclones, depending on

(i) the distance each of such mutation is from 3’ end, and (ii) the overall expression levels of the

associated genes. Indeed, the clone-specific mutations detected in any ST spot are typically closer

to 3’ end and have overall sufficient expression across ST slides (Figure 4.3b.). In particular, the

few mutations specific to Cancer Clone 4 that are close to the 3’ end have lower levels of overall

expression compared to the other subclones, consistent with the observation that detecting a Cancer

Clone 4-specific mutation is more rare (Figure 4.3b.,c.).

For each of the subclone-specific mutations at all detected across the ST slides, the number

of detection across ST slides vary (Figure 4.3c.). A vast majority of the mutations was detected in

very few total spots across very few slides; however, with the exception of Cancer Clone 4, each

of the cancer clones has a couple of mutations that are both more frequently (≥ 10 total spots) and

consistently (> 5 ST slides) detected across ST slides (labeled mutations on the right, Figure 4.3).

Leveraging those marker mutations, we derive an index measuring the expectation of detecting any

marker mutation mc with an expected distance dmc bp from 3’ end) specific to subclone c at an ST spot

ps in ST slide s given (i) the SpaCET-estimated subclone proportion fs,c at the spot, (ii) the expression

(TPM) level of the associated gene egmat the spot, and (iii) the discrete read length distribution Ls(l)

of the ST slide, as follows:

Indexps,c = Σmc

[
fs,c · egm · Σl≥dmc

Ls(l)
]

This model follows the simple intuition that a clone-specific mutation is more likely to be de-
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tected in a spot that is (i) high in the clone proportion, (ii) with the associated gene highly expressed,

(iii) and the read lengths distribution covers the distance of the mutation from 3’ end.

For each of the 4 tumor subclones with subclone-specific mutation markers c in an ST slide s,

we compute Indexps,c across all spots ps. Then, we examined whether the index values at spots with a

subclone-specific mutation marker detected are significantly higher than those without by performing

a one-tailed Wilcoxon rank-sum test. An example of results from Cancer Clone 3 in ST 1 is shown

in Figure 4.3e., where the spots with Cancer Clone 3-specific mutation markers exhibit significantly

higher index values. See Supplementary Section C.2 for the full result across all 17 ST slides.

Examining the p values from the Wilcoxon rank-sum tests, we see that, the differences are largely

significant for clones with sufficiently high number of spots with clone-specific mutations detected

(Figure 4.3d.). When the number of spots with detected subclone-specific mutation is low, the low

sampling size unfortunately lends little statistical power. That said, the results from clones in ST

slides with high number of subclone-specific mutations detected suggest confidence in the subclonal

proportions obtained by SpaCET.

We would like to acknowledge that the validation of deconvolution results from empirical ST

data is difficult with the lack of ground truth. In deriving the model above, we have found various

aspects to present challenges. First, we make the assumption that the isoform abundance estimated

from the Smart-seq2 data is accurate, and the expected distance measure captures some information

about how likely a mutation is at all detectable from the ST data. While the overall trend is roughly

as expected (Figure 4.3a.), we make the inherent assumption that the isoform relative abundance is

similar among the ST slides, which is more difficult to verify. Furthermore, the data used in this study

were derived from pure bred mice, and therefore we cannot achieve allele-specific resolution. Ideally,

we would derive an explicit model for the observed read counts mapped to mutation loci across ST
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spots; however, as we lack allele-specific information, reference and altered read counts cannot be fully

modeled. Further validation using subclone-specific copy number information profiled from Smart-

seq2 scRNA-seq and ST data may be attempted, with the understanding that expression-based copy

number calls are noisy, and is only largely related to and not a complete reflection of the underlying

genomic copy number.

4.5 Analysis of SpaCET-deconvolved tumor subclone proportions

Having validated the tumor subclone proportions estimated by SpaCET [174], we examine how

such results may provide insight on the difference in the responses to anti-CTLA-4 treatment from the

17 tumors.

4.5.1 SpaCET-deconvolved proportions reveal differences in subclone growth dy-

namics between treatment responders and non-responders

Immediately, summing over the spatial axis of the deconvolution results, the aggregate propor-

tions of each major cell type, as well as that for each of the 6 tumor subclones, already provide ample

information regarding the growth dynamics of the tumors at subclone resolution. While tumor volume

measured on the day of resection is one important feature of the tumor, as the various ST samples were

collected on different days, we calibrate the growth phenotypes of various slides by measuring their

tumor growth rates.

While we do not have information about the initial cell type compositions for every tumor, as

ST 1 and ST 5 were control tumors collected early on at 16 days post-implantation (Figure 4.1) with

similar cell type and tumor subclone composition (Figure 4.4a.), assuming the initial cell type compo-
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sitions in all 17 tumors were similar, we use the average of the ST 1 and ST 5 cell type composition

as an estimate for that of each of the 15 other ST tumors at Day 16. Then, the total cancer growth

rate for an ST tumor can be computed by first computing the difference in cancer volume (i.e. tumor

volume × cancer cell proportion) from Day 16 until tumor resection, then divide by the number of

days that have elapsed. Subclone-specific growth rates can be similarly obtained via subclone volume

(i.e. tumor volume × subclone proportion relative to whole tumor). For the purpose of this analysis,

ST 1 and ST 5 are excluded.

In terms of overall cancer cell volume growth rate, responder tumors exhibit significantly lower

growth rates than both control and non-responder tumors (one-tailed Wilcoxon rank-sum test, p=.0022),

while there is no statistically significant difference between control and non-responder tumor groups

(Figure 4.4b.). This trend holds true when we compared the growth rates of individual tumor subclones

among the 3 treatment conditions (Figure 4.4b.).

Then, we asked whether, within each treatment condition, whether there are meaningful differ-

ences in the growth rates of the 6 cancer subclones. To that end, for each treatment condition, the

significance of the difference in mean growth rates of any pair of tumor subclones was assessed via

an independent samples t test. While Cancer Clone 3 has significantly higher growth rates than oth-

ers among the responder tumors, its growth rates are not significantly different from those of Cancer

Clone 4 and Cancer Clone 5, whose mean growth rates reach a similarly high level among control and

non-responding tumors (Figure 4.4c.).
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Chapter 5: Concluding remarks

Our understanding of how heterogeneous subpopulations arise in a tumor has come a long way

since Nowell first formalized the foundation of theory of tumor evolution in 1976 [4], largely owing

to the advances in sequencing technologies, which have allowed us to study somatic alterations at the

base pair level. Novel sequencing technologies afford us with more, and new types of information

about tumor samples, all the while with decreasing sequencing cost. This thesis has focused on how

we leveraged the unique advantages of 3 sequencing technologies developed in the last decade, scBS-

seq, ONT long-read sequencing, and 10x Visium spatial transcriptomics sequencing, respectively, to

obtain novel insights into tumor evolution.

Conventionally, phylogenetic analyses are performed to elucidate key somatic alteration events

that have given rise to tumor subclones. Phylogenetic reconstruction methods have been designed for

genomic alterations profiled from multi-sampled bulk tumors [12–22,178–180], single-cell sequencing-

profiled tumor samples [31–36], or a combination of both [181, 182]. While single-cell data can re-

solve some ambiguities in possible phylogenies inferred from bulk samples, shallow coverage and

allele drop-out make inferring single-cell phylogenied using SNVs challenging. As there is increasing

evidence that epigenomic changes, such as CpG methylation, are also partially heritable and may be

used in phylogenetic reconstruction [45, 158, 159], and its higher mutation frequency helps overcome

some challenges sparsity presents in single-cell data [40, 41], we introduced Sgootr, a computa-

tional tool that leverages scBS-seq data to jointly construct a tumor phylogeny and select a set of

lineage-informative CpG sites. While prior works have constructed single-cell methylation phylo-

genies using maximum-likelihood-based methods such as IQ-TREE, Sgootr as a distance-based

tool offers an alternative that obtains results as accurate orders-of-magnitude faster. This work was
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accepted at 27th Annual International Conference on Research in Computational Molecular Biology

(RECOMB 2023), and appeared in the July issue of Genome Research the same year [160]. Since

the publication of our tool, Chen and colleagues have introduced MethylTree, a computational tool

to perform high-resolution lineage-tracing using epimutations in mice and humans [161], demonstrat-

ing continued interests in the community in leveraging (partially) heritable non-genetic as signals in

phylogenetic reconstruction. As multi-omic sequencing technologies that can simultaneously profile

genetic and non-genetic somatic alterations at increasingly finer resolution continue to mature, novel

methods that involve both genetic and non-genetic somatic alterations simultaneously in phylogeny

reconstruction will need to be developed to properly leverage both types of signals in refining our

understanding of their roles in tumor evolution.

While it is not yet feasible to jointly leverage genetic and non-genetic signals in phylogeny

reconstruction, one may already overlay information from one omic on a phylogenetic tree constructed

on the signal from a different omic on the same set of samples. For example, Gaiti and colleagues

performed joint RNA (Smart-seq2) and DNA methylation (MscRRBS) profiling on CLL and normal

B cells, and the expression information available for the cells in the methylation-based phylogeny

allows one to examine transcriptomic dynamics before and 1 month after ibrutinib treatment [158].

Using a similar technique, Chaligne and colleagues jointly performed methylation and expression

profiling of GBM and IDH-MUT glioma samples, and quantified the heritability of transcriptomic cell

states along the methylation-based phylogenies, which reveal differences in rates of cell differentiation

and self-renewal between GBM and IDH-MUT samples [159]. Being able to resolve the timing of

genetic and non-genetic somatic changes allows one to examine the evolution of a tumor from a more

holistic standpoint, as both types of heritable changes result in changes in clonal fitness [38]. Taking

a further proof-of-concept step towards this goal, we profiled 23 single-cell derived sublines of a

77



mouse melanoma model using ONT long-read sequencing and simultaneously resolved detected SVs,

CNAs, as well as methylation changes along an SNV-based phylogeny [183]. The experimental design

allowed us to profile genomic and epigenomic information from cell populations from the mouse

model, at single-cell resolution and bulk coverage. Through analyses uniquely enabled by this data set,

we were able to elucidate the interplay between genomic and epigenomic somatic alterations in shaping

phenotypically distinct subclones during the evolution of this melanoma. This work was presented at

Nanopore Community Meeting 2023, and the manuscript is in revision during the writing of this thesis.

New collaborations are currently underway, aiming to extend the analyses in this work to human data.

One unfortunate limitation of the current study is the infeasibility of high-quality haplotype phasing

due to the use of pure-bred mice. With human data, one may now detect the variants at an allele-

specific resolution, which will be instrumental in determining the associations between different types

of variants.

As we make strides towards a holistic characterization of the heterogeneous populations within a

tumor, it is important to be reminded that tumors do not grow in a vacuum, and how the subpopulations

interact with the immune microenvironment may have critical implications in the phenotype of the tu-

mor and how well it may respond to ICB therapies. As spatial transcriptomics sequencing technologies

continue to mature, there have been efforts identifying tumor subclones on the spatial slides. One ap-

proach is to identify copy number clones directly on the spatial slides [184, 185], and others have

attempted to model the read counts at somatic mutation loci identified from matched multi-sampled

bulk data on the spatial slide while incorporating allele-specific copy number information [186]. While

the former is only able to identify large events in aneuploid cancers, the latter heavily relies on the cor-

rect subclone identification from multi-sampled bulk data, which oftentimes can be difficult. As such,

we derive a different strategy. Using Smart-seq2 full length scRNA-seq data, one can detect major
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subclones using detected mutations, and one can identify the subclones on matched spatial slides via

deconvolution using subclone-specific expression profiles. Along with the deconvolved immune cell

proportions across spatial spots, one can examine the spatial correlations between phenotypically dis-

tinct subclones and, for example, T cell activities, revealing their differential response to the immune

microenvironment. The association of tumor subclones with their distinct differentiation phenotypes

and their response to their immune microenvironment provide pieces of evidence that, the differences

in the spatial distribution of differentiation phenotypes within a tumor is not necessarily the result of

adaptation as previously suggested [187], but may be due to the selection pressure from the immune

microenvironment. The manuscript for this work is currently being prepared for journal submission. In

future work, it would be important to validate our observations in human melanoma spatial transcrip-

tomics data sets; moreover, understanding the underlying mechanisms for the subclonal differential

response to immunity will be key to better treatments for such heterogeneous tumors.

In summary, new sequencing technologies have brought us new capabilities and have allowed

us to ask new and interesting questions about tumor evolution. A combination of appropriately adapt-

ing existing methods and developing new methods will be needed to maximize the information we

can learn from new types of data. The development of new sequencing technologies, new computa-

tional tools, creative data analyses, as well as rigorous biological validations will go hand-in-hand in

advancing our holistic understanding of tumor evolution.
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Appendix A: Supplemental Material for Chapter 2

A.1 Biclustering: benchmarking on simulated data and a case study on CRC01

As can be seen in Supplemental Figure A.1 (left plot) on the CRC patient CRC01 [43], the

distribution of the number of sites covered by at least one read across cells is bimodal and a relatively

small fraction of cells have very few sites covered. In contrast, the distribution of the number of cells

with at least one read covering a site (right plot) is unimodal across the sites and only a relatively small

fraction of sites are covered in a large number of cells. Provided the presence of those well-covered

sites are distributed over the cells independently and identically (i.e. in i.i.d. fashion), the heuristic

filtering described in the Methods section would work well. However, if the distribution is not i.i.d.,

fixing the output size, the submatrix obtained by ILP-based biclustering formulation would have higher

density, improving the overall reliability of the tree constructed by Sgootr. Below we explore how

the running time and memory usage of the ILP formulation vary with key problem parameters, and

identify under what parameter settings of the problem instance it remains feasible.

Figure A.1: Patient CRC01 cell (left) and site (right) coverage level distribution.
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A.1.1 Running time and memory benchmark on simulated data

We first demonstrate how the expected running time (in other words, time the Gurobi solver

takes to obtain an optimal solution) and memory behaviors of the Gurobi solver on our formulation

vary as a function of the input size.

For the problem at hand, the input size is parameterized by v, the number of cells, and u, the

number of CpG sites in the input matrix M . The number of variables (Nvar), the number of constraints

(Nconstr), and the number of non-zero entries in the constraint matrix (Nnz) are some features of

the Gurobi representation of the linear program that may influence its memory usage and running

time; note that all three features are O(vu) (Supplemental Table A.1). Also note that Gurobi uses the

sparse representation for the constraint matrix; as a result, even though the naive representation of the

constraint matrix requires O(v2u2) space, the size of its representation by Gurobi is proportional to

Nnz, which is O(vu).

Below we proceed to simulate datasets with varying sizes and study their running time and

memory usage.

Feature f(v, u) Asymptotics
# Variables (Nvar) v × u+ v + u O(vu)

# Constraints (Nconstr) 3× v × u+ 2 O(vu)
Size of constraint matrix Nvar ×Nconstr O(v2u2)

# Non-zeros (Nnz) 7× v × u+ v + u O(vu)
Density of constraint matrix Nnz/(Nvar ×Nconstr) O((vu)−1)

Table A.1: Feature sizes of the biclustering formulation model as a function of the
number of cells, v, and the number of CpG sites, u in the input.
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A.1.1.1 Simulation details

For simplicity, we set v = u in our simulations. For each (square) input binary matrix Msim, we

set a “dense” submatrix of size .7v× .7u such that each entry in the submatrix is set to 1 independently

with probability q, while each entry outside of the submatrix is set to 1 with probability 1−q. An entry

set to 1 indicates that the corresponding cell has at least one read covering the corresponding site. We

vary the simulation parameters as follows:

v = u = {10, 20, 30, 40, 50, 60, 70, 80, 90, 100}

q = {1, .9, .8, .7}

For q = 1, we have a .7v × .7u submatrix with all 1’s and 0’s everywhere else. As q > .5 decreases,

while we still have a dense .7v× .7u submatrix, its density difference with the rest of the matrix is not

as pronounced, making it more difficult to achieve our objective. With each set of parameters (v, u, q),

5 matrices are simulated (for investigating the stochasticity introduced by q < 1), resulting in a total

of 10× 4× 5 = 200 simulated matrices.

A.1.1.2 Results

We perform biclustering on each of the 200 simulated binary matrices with α = β ={.6, .7, .8},

resulting in 600 trials total. Recall that α and β are respectively the proportion of the rows and columns

of the densest submatrix we aim to identify. The trials are performed serially on the same machine with

a single thread. As the dense submatrix in each simulated matrix has dimensions .7v× .7u, performing

biclustering with α = β = .6 and α = β = .8 will respectively correspond to an underestimation and

overestimation of the two parameters. We profile (i) running time and (ii) peak memory usage for all
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trials.

As a general pattern, both wall-clock running time (Supplemental Figure A.2A., where the y-

axis is log2-transformed to better visualize the differences) and peak memory usage (Supplemental

Figure A.2B.) grow linearly with v × u. For any given input size, the running time increases with

decreasing value of q, as the objective becomes more difficult to achieve (as demonstrated within each

column in Supplemental Figure A.2A.). Notably, the running time also seems to be impacted by the

choice of α and β: while both underestimation and overestimation lead to an increase of running time

possibly due to the existence of several equally good solutions, underestimation seems to lead to a

more substantial penalty (as can be observed across columns corresponding to the same input size in

Supplemental Figure A.2A.). The peak memory usage seems to be similar for a given size input across

choices of α and β, though an underestimation seems to occasionally lead to considerably higher usage

and hence higher variance across trials (as can be observed across columns corresponding to the same

input size in Supplemental Figure A.2B.).

To allow extrapolation of peak memory usage for any given input size, we perform linear re-

gression using the ordinary least squares method on the data from the 600 trials, with v × u as the

independent variable and peak memory usage in Mb as the dependent variable, obtaining a y-intercept

of 65.59 and slope of .0089.

We do not extrapolate running time in the same manner, as it varies drastically with problem

difficulty, which we proxy with q in our simulation study, but is hard to estimate in real data. Running

time will also depend on the specific optimization strategies employed by Gurobi, a proprietary soft-

ware, that may depend on other features of the problem instance, such as the density of the constraint

matrix. Furthermore, one can always specify a time limit for a Gurobi run and obtain an intermediate

output and its associated optimality gap, meanwhile Gurobi fails without output if memory limit is
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C.

Figure A.2: Running time and memory behavior on 200 simulated square binary
matrices. A. Wall-clock time in log2 of seconds. Measures were log2-transformed to
better visualize the difference. B. Peak Memory consumption in Mb. C. Linear regression
on peak memory usage across all 600 trials. Dashed line describes y = .0089x+ 65.69.

reached; therefore, memory is more likely to present a bottleneck for large-scale problems than time

in practice.

Results from simulated data lead us to two key conclusions: (i) memory usage may be a critical

limiting factor to the feasibility on large input, and (ii) well-chosen α and β values will not only yield

a more informative submatrix for the remainder of the Sgootr workflow, they will also (typically)

lead to faster converge than ill-chosen parameters.
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A.1.2 Biclustering case study on CRC01 from the Bian cohort

Next, we investigate the performance of our biclustering formulation on the CRC01 dataset from

the Bian cohort as we vary α and β values.

A.1.2.1 Data descriptions

The dataset has in total 409 single cells with scBS-seq data from patient CRC01, among which

241 also has matching scRNA-seq data. As we will call copy number from scRNA-seq data to input to

Sgootr, we only include those 241 cells with both scRNA-seq and scBS-seq data for the biclustering

procedure. Collectively, the 241 cells cover 52,343,774 unique autosomal CpG sites. Supplemental

Figure A.1 shows per-cell CpG site coverage distribution and per-site cell coverage distribution. The

induced 241× 52, 343, 774 binary coverage matrix has a density of 13.21%.

We aim for the resulting submatrix to have a density of at least 66%. The intuition here is that

Sgootr estimates the distance between any pair of cells using the set of CpG sites which are covered

by at least one read in each cell; provided 2/3 of the picked sites are covered by a read in each cell,

the distance between any pair of cells will be based on at least 1/3 of the picked sites, i.e. at least

half of the sites covered by a read in each cell. This ensures that the number of CpG sites employed

in distance estimations involving one particular cell do not vary by more than a factor of 2. While

we do not ensure that each row (or for that matter each column) has a density of at least 2/3, an

overall density of 2/3 (or ∼ 66%) in the submatrix identified by our ILP formulation should provide a

reasonable distance estimate between cell pairs.
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A.1.2.2 Estimating α and β values

To estimate α and β, we generate 10 disjoint subsamples of the dataset, each containing 10% of

the 241 cells and 0.1% of the 52,343,774 CpG sites. For each subsample, we generate the correspond-

ing 24 × 52, 343 binary matrix (Supplemental Table A.2), on which we perform biclustering with all

possible combinations of α = {.4, .5, .6, .7, .8, .9} and β = {.001, .005, .01, .05, .1, .15} in parallel,

resulting in 10 × 6 × 6 = 360 runs of biclustering in total. The choices for the ranges of α and β

values are informed by the density of the original matrix, the desired density of roughly 66%, and the

cell and site coverage distributions (Supplemental Figure A.1). We will determine α and β based on

i) time-to-convergence, ii) optimality gap at time limit, and iii) density of resulting submatrix in the

subsampled trials.

A.1.2.3 Results

A total of 360 runs of biclustering were performed across the 10 subsamples over a range of

α and β values. Each run was given 4 threads and 20 hours. Runs with α = {.8, .9} were able

to achieve negligible optimality gap in a matter of several hours, and smaller values of α leads to

substantially higher time-to-convergence and optimality gap within the allotted time (Supplemental

Figures A.3A.,B.). Fixing α = {.8, .9}, looking at the other parameter, runs with β = {.001, .005}

all solved to convergence with no optimality gap (Supplemental Figures A.3A.,B.). With α = {.8, .9}

and β = {.001, .005}, the resulting submatrices have all achieved a density within a neighborhood of

66%. We choose α = .8 and β = .005 to i) avoid over-pruning, and ii) considering variance in the

different subsamples, have some confidence that results from the full original binary matrix will be at

least 66% dense. (Supplemental Figure A.3C.).
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A. B.

C.

Figure A.3: Mean and standard deviation of A. wall clock time-to-convergence in
hours, B. optimality gap at 20 hours, and C. resulting submatrix density across the
10 subsamples, over a range of (α, β) value pairs. Note that we set the time limit for the
biclustering program to 20 hours, and therefore wall clock time-to-convergence is at most
20 hours.

The next step would be running biclustering on the original 241 × 52, 343, 774 binary matrix

with the chosen parameters α = .8 and β = .005. However, for input of this scale, the peak memory

usage is predicted to be 112 Tb according to our linear regression result from simulated data, and

is not feasible on the resources available to us and likely most researchers. Therefore, we opted for

performing heuristic filtering in generating the results in the main text. Note that the submatrix we

obtained with heuristic filtering on CRC01 is of a similar scale as that from performing biclustering

on a 241× 52, 343, 774 matrix with α = .8 and β = .005.
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For future iterations of the tool, we aim to optimize the implementation of the biclustering pro-

cedure to improve memory efficiency, and a combination of heuristic filtering and biclustering may be

needed for best solving the problem at hand. In particular we aim to utilize the ILP formulation on the

entire set of cells but only a subset of sites so as to stay within the limits of Gurobi’s ability to solve the

problem. Given the subset of cells identified by the ILP formulation, we will then be able to employ

the heuristic filtering to identify the subset of sites with high coverage on these cells.

A.2 Benchmarking Sgootr on simulated data

In this section we evaluate the performance of distinct components of Sgootr on simulated

data, in comparison to baseline approaches. All Sgootr-related parameter settings will be the default

configuration. Furthermore, for simplicity, we will assume copy number = 2 in our simulations.

A.2.1 Expected distance calculation on simulated data

First we focus on our formulation for the expected distances between cell pairs and evaluate

its performance against a simple baseline approach that was utilized in earlier studies [42, 44] which

ignores sites that are potentially heterozygously methylated.

A.2.1.1 Simulation details

Our simulations generate pairs of diploid cells with length-normalized ground truth distance of

π = {.1, .2, .3, .4, .5, .6, .7, .8, .9}. For each value of π we simulate 50 cell pairs, producing in total

9 × 50 = 450 simulated cell pairs. Each cell starts with 2 (CpG) alleles of 1000 unmethylated CpG

sites. For any simulated pair, given π, we uniformly sample the number of sites where one cell is
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homozygously methylated but the other is homozygously unmethylated (each contributing 1 to the

total distance) and the number of sites where one cell is homozygous but the other is heterozygously

methylated (contributing .5 to the total distance) from all possible combinations. For example, with

π = .6, by pigeonhole principle we have at least 200 and at most 600 CpG sites each of which

contributing 1 to the total distance. After sampling those sites, the remainder of the ground truth

distance need to be contributed by sites where one cell is heterozygous but the other is homozygous.

After sampling this second set of sites, the ground truth distance is already achieved and the remaining

sites will be of the same methylation status across the two cells.

Next, for each of the 450 cell pairs with known normalized ground truth distances, we simu-

late methylated and unmethylated read count vectors for either cell (i) for a range of possible depth

of coverage to study how that may impact the measurements, and (ii) using the empirical per-site

read coverage distributions from patient CRC01, the key patient we analyze in the main text. For (i),

specifically, we model the number of reads covering a CpG site by a zero-truncated Poisson distribu-

tion (ZTPois) parameterized by λ = {1, 2, 3, 4, 5, 6} (Supplemental Figure A.4A.). For (ii), we obtain

the empirical per-site read coverage from patient CRC01 after first-pass filtering (Supplemental Fig-

ure A.4B.). The empirical distribution is truncated at 20, as probability substantially diminishes for

larger values. For each simulated cell pair, we simulate 5 sets of methylated and unmethylated read

count vectors for every depth of coverage distribution, obtaining 450 × 7 × 5 = 15, 750 sets of read

count vectors.

We compare the distances between the read count vectors of a cell pair obtained by (i) a baseline

distance measure, which we will describe in detail in the following section, and (ii) our expected

distance formulation with default parameters. This comparison will help us better understand (a) how

the depth of coverage affects the two distance measures, and (b) given the empirical read coverage
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Figure A.4: Probability mass functions of A. ZTPois(λ), where λ = {1, 2, 3, 4, 5, 6}
and B. the empirical per-site read coverage distribution from patient CRC01.

distribution, which measure better models the ground truth distance.

A.2.1.2 Results

The baseline distance measure we leverage in the comparison combines elements commonly

used in prior studies [42, 44, 188]. For each CpG site in a single cell, this approach first calls its status

as methylated or unmethylated based on the 90% rule. As a result, each cell will have a binary vector

(likely with some missing entries due to failed binarization) indicating whether each site is methylated.

Then, for each pair of cells, this approach computes the Hamming distance between the respective

binary vectors over all sites at which both have a binarized status, then normalizes the distance by the

number of such sites. This distance measure essentially excludes heterozygosity from consideration.

We first examine how the depth of coverage (the distribution of which is shown in Supplemental

Figure A.4A.) affects the baseline in comparison to our expected distance measure. For each of the

450 × 6 × 5 = 13, 500 sets of read count vectors sampled according to ZTPois(λ), we measure

both distances. The baseline distance measure tend to underestimate the ground truth distance when

π < .5 and overestimate it when π > .5 (Supplemental Figure A.5A., left). This is because π =
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B.
λ 1 2 3 4 5 6

R2(π, Baseline Distance Measure) .998 .994 .987 .978 .970 .962
R2(π, Expected Distance Measure) .997 .997 .997 .998 .999 .999

Figure A.5: Baseline distance measure and expected distance measure on 13, 500 sets
of read count vectors, simulated from cell pairs with known normalized ground truth
distance π = {.1, .2, .3, .4, .5, .6, .7, .8, .9}, with level of read coverage depth modeled
by ZTPois(λ), where λ = {1, 2, 3, 4, 5, 6}. A. Measured distances across increasing value
of π for various λ. The dashed lines describe y = x, and are drawn to highlight the
direction of deviation in the measured distances. B. For a given level of read coverage
depth parameterized by λ, the R2 values of linear regressions with the base line vs. our
expected distance measures as the independent variable and the true distance π as the
dependent variable.

measured difference
# shared sites and the exclusion of each unbinarized (i.e. observed to be heterozygous) site subtracts

.5 from the numerator, and subtracts 1 from the denominator. This directional deviation from true

π becomes more substantial as read depth increases, witnessed by the decreasing R2 values resulting

from performing linear regression of π on the measured baseline distance (Supplemental Figure A.5B.,

top row). Intuitively, for small λ, likely only one allele at the heterozygous site will be sampled, and

(assuming there is no preferential sampling of alleles of a particular status) its status will with 50%

chance be called methylated and 50% unmethylated, and on expectation, a heterozygous status and a

homozygous status will still contribute an expected distance of .5; however, for larger λ, heterozygosity

is more likely to be reflected in the observed reads, therefore a larger portion of true heterozygous sites

will be excluded, leading to a larger deviation of measured distance from π.

In contrast, for any given λ, our expected distance measurement has persistently high R2 values
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in a linear regression of π (Supplemental Figure A.5A., right; Supplemental Figure A.5B., bottom

row). In fact, the R2 values slightly improve with increasing level of coverage. We acknowledge that

the expected distance measure, too, deviates from the ground truth π, especially at low coverage. As

described by the intuition previously provided in the manuscript, with few reads at a CpG site, it is

unlikely (quantified by the user-defined parameters) that they have sampled from all alleles present;

therefore, if a CpG site in a cell only has reads of one methylation status, and the number of reads is

low, our expected distance measure will assign some probability to it being heterozygous. This will

lead to overestimation of the distance at a CpG site if two cells have the same homozygous status

but are low-coverage for the site; similarly, this will lead to underestimation of the distance at a CpG

site if two cells have the opposite homozygous statuses but are low-coverage for the site. There are

proportionally more of the former type of sites for lower values of π and more of the latter type of sites

for higher values of π, explaining the direction of deviation from y = x (Supplemental Figure A.5A.,

right). That said, as the coverage level increases, the expected distance measure converges to the

ground truth distance π.

Since it is reasonable to assume that the per-site read count distribution across all single cells

sequenced with the same technology is close to being identical, our expected distance formulation

is preferable to the baseline measure, as it tracks the true distance well for any given read coverage

level. This is the case especially for higher coverage levels increases, which should be desirable if not

destined as sequencing technology improves.

Next, we examine the performance of the two distance measures on data simulated using the em-

pirical read coverage distribution (Supplemental Figure A.4B.). For each of the 450× 1× 5 = 2, 250

sets of read count vectors, we again measure distance using (i) the baseline measure and (ii) our ex-

pected distance measure. The trends previously observed with read counts sampled from ZTPois(λ)
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still stand (Supplemental Figure A.6A.), and our expected distance measure again tracks the ground

truth distance π better at this level of coverage, resulting a higher R2 value (Supplemental Fig-

ure A.6B.).

A.
B. R2(π, Baseline Distance Measure) .987

R2(π, Expected Distance Measure) .997

Figure A.6: Baseline distance measure and expected distance measure on 2, 250 sets
of read count vectors, simulated from cell pairs with known normalized ground truth
distance π = {.1, .2, .3, .4, .5, .6, .7, .8, .9}, with level of read coverage depth modeled
by the empirical read coverage distribution gathered from the CRC01 sample. A.
Measured distances across increasing value of π. The dashed lines describe y = x, and
are drawn to highlight the direction of deviation in the measured distances. Note that the
expected distance measure is based on the default configuration with the probability of a
site being heterozygous set to 1/3. B. R2 values of linear regressions with the measured
distances being independent variable and the true distance π being the dependent variable.

A.2.2 Iterative pruning on simulated data

Next, we evaluate our iterative pruning approach on simulated data against a baseline approach

as described in the Results section.

A.2.2.1 Simulation details

We simulate 10 clone trees with different topologies, various degrees of branching, and vari-

ous depths (Supplemental Figure A.7). Each clone tree has 1 normal clone (grey “ROOT” nodes in

Supplemental Figure A.7) and 20 tumor clones (numbered nodes in Supplemental Figure A.7).
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0. 1. 2.

3. 4. 5.

6. 7. 8.

9.

Figure A.7: Topologies of the simulated clone trees. A total of 3,000 CpG sites abiding
by the infinite-sites assumption - and therefore may be lineage-informative - were simu-
lated for each tree.

In a clone tree, each distinct clone is denoted by a distinct color and a distinct label, and it is

represented by a pair of ground truth lineage-informative CpG-alleles with 9,000 CpG sites. 3000 of

these are infinite-sites-abiding, another 3,000 “invariant”, and the final 3,000 those of the “mixture”

model [45]. For each clone tree, we first focus on the 3,000 infinite-sites-abiding CpG sites. At

“ROOT”, all of these sites are set to be homozygously unmethylated, and at each branch in the clone

tree, a subset of these CpG sites that have not been previously selected are selected to have their
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statuses change from homozygously unmethylated to (i) homozygously methylated with 50% chance

and (ii) heterozygously methylated with 50% chance. The subsets are roughly equal in size. The

remaining 6,000 CpG sites are simulated at the single cell level, as described below.

Given the clone tree with known (sub)clonal methylation status changes for the “infinite-sites-

abiding” CpG sites, we simulate single-cell datasets with added noise and sparsity. To simulate one

single-cell dataset from a clone tree, we simulate 10 diploid cells from each clone (21 × 10 = 210

cells for each dataset), each with 6,000 additional CpG sites - the methylation status of the 3,000

“infinite-sites-abiding” sites are copied from their clone of origin. Among the additional CpG sites,

the first 3,000 are “invariant” whose methylation status in each cell is with 80% chance homozygous

(half of these homozygous sites are methylated by default and the other half are unmethylated), 10%

chance heterozygous, and 10% chance the alternative homozygous. The remaining 3,000 sites are of

the mixture model of methylation dynamics [45]: each is with 50% chance heterozygous, 25% chance

homozygously methylated and 25% homozygously unmethylated.

Given such a set of 210 pairs of CpG-alleles, we sample the corresponding 210× 9, 000 methy-

lated and unmethylated read count matrices according to the empirical read coverage distribution

(Supplemental Figure A.4B.) as previously described in Supplemental Section A.2.1. Furthermore,

we randomly mask out the same 33% of the coordinates in either 210 × 9, 000 matrix, introducing

sparsity observed in real datasets while mirroring the desired input matrix density (previously justified

in Supplemental Section A.1.2).

We simulate 5 such single-cell datasets for each clone tree, resulting in 10×5 = 50 total pairs of

(un)methylated read count matrices that are 66% dense. We leverage those as input to our simulation

experiments.
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A.2.2.2 Results

We compare the performance of Sgootr (no biclustering or error correction, κ = .1, for a

maximum of 20 iterations) on simulated datasets against a baseline approach as described in the Re-

sults section with respect to the trees constructed. Briefly, given the read count matrices, the baseline

approach computes the Hamming distance between the binarized methylation status vectors of each

cell pair, normalizes by the number of sites covered in both cells, and applies NJ on the pairwise dis-

tance matrix to obtain a tree. We root the Sgootr- and baseline-generated trees with the same set

of arbitrarily picked single-cell from the normal clone, and infer clonal evolution histories from the

constructed trees using the Fitch-Hartigan-algorithm-based approach with the ground truth topologies

(Supplemental Figure A.7) as the guiding partial orders. We use the same two evaluation metrics

as in the Results section: (i) number of methylation events, and (ii) BAMDPO, which measures the

difference between the inferred and the ground truth topologies.

In terms of the two performance measures, Sgootr outperforms the baseline approach in

datasets generated from 9 out of 10 simulated clone trees, and performs comparably in datasets gen-

erated from simulated clone tree 4 (Supplemental Figure A.8, comparing between “baseline” columns

and “t∗” columns). Furthermore, despite that Sgootr many times already has superior performance

compared to baseline prior to its iterative procedure, highlighting the benefits of using the expected

distance formulation as opposed to the baseline distance measure (Supplemental Figure A.8, com-

paring between “baseline” columns and “t0” columns), the iterative procedure of Sgootr seems to

lead to additional boosts in performance by refining the signal (Supplemental Figure A.8, comparing

between “t0” columns and “t∗” columns).
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We also ran the maximum-likelihood-based IQ-TREE with the GTR2 model (see Supplemental

Section A.10 for details) on the simulated single-cell methylation datasets. For each simulated dataset,

we performed 10 separate runs of IQ-TREE with different random seeds, terminating the program

after 2 hours. Despite only 13 out of 50 × 10 = 500 IQ-TREE experiments converged after 2 hours,

for these small simulated datasets, the intermediate outputs of IQ-TREE already exhibits high level of

parsimony and accuracy in their clonal evolution history inferred (Supplemental Figure A.8). In fact, it

has achieved the minimum number of events in all experiments (Supplemental Figure A.8, “# events”

for “IQ-TREE” columns) and outperforms the baseline approach in terms of average BAMDPO in 9

out of 10 simulated clone trees (Supplemental Figure A.8, comparing “BAMDPO” between “base-

line” columns and “IQ-TREE” columns). However, in terms of average BAMDPO, Sgootr slightly

outperforms IQ-TREE in 8 out of 10 simulated clone trees (Supplemental Figure A.8, comparing

“BAMDPO” between “IQ-TREE” columns and “t∗” columns). It is also worth noting that, given the

same computing resources, Sgootr produces results in a matter of minutes, as opposed to hours,

which seems to be required for IQ-TREE convergence. This demonstrates that Sgootr is capable of

achieving accuracy on average comparable to maximum-likelihood-based IQ-TREE on sparse single-

cell methylation data in a fraction of the time required by the latter, suggesting Sgootr may be the

more practical choice on large real datasets.

A.3 Application of Sgootr on single cells from U87MG ex vivo tree from the

RETrace study

In the RETrace study, Wei and colleagues [88] presents a method to accurately capture mi-

crosatellites and simultaneously cytosine methylation (via scRRBS) from single cells. For validation,
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Wei and colleagues experimentally cultured single cells from a cancer cell line for three generations,

used the microsatellite allelotypes derived from the single cells from the resulting ex vivo clones to

construct a lineage tree, and assessed the accuracy of the constructed tree with the experimentally-

derived clonal relationships. While their lineage trees show high accuracy for microsatellite-unstable

cells (See Figure 3 of the RETrace study), they demonstrate that for microsatellite-stable U87MG

glioblastoma cell line, the accuracy of the microsatellite allelotype-based tree is only akin to that of a

baseline random tree (See Supplemental Figure S10 of the RETrace study) [88].

We show that Sgootr can accurately reconstruct a single cell lineage tree using CpG methyla-

tion information from the microsatellite-stable U87MG ex vivo tree even though reconstruction using

microsatellite allelotypes led to an inaccurate tree. We apply Sgootr to the scRRBS data of the 74

U87MG single cells from 7 distinct clones, whose clonal relationship is shown in Supplemental Fig-

ure S10a. of the work by Wei and colleagues [88]. While the quality control step in the original work

ensures each of the 74 single cells has at least one read covering at least 30,000 unique CpG sites, both

per cell and total CpG coverage in scRRBS datasets are lower compared to scBS-seq (Supplemental

Figure A.9A.,B.). To accommodate such level of sparsity, we modify the parameters of Sgootr such

that it: selects CpG sites covered in no less than 5% of the remaining cells, bypasses the post-filtering

step, and relaxes the pruning parameters so that δ = .02, ω = .05. We root the tree with a single cell

from clone 2-1-1D 3-1-10E, which is an out-group in the ex vivo tree.
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Sgootr obtains the optimal lineage tree t∗ = t4 (Supplemental Figure A.9C.,E.). The final out-

put t∗ visibly improves from t0, the intermediate tree Sgootr produces prior to the iterative pruning

procedure (Supplemental Figure A.9D.), in terms of the clustering of single cells from the same clone.

Furthermore, t∗ captures the clonal relationships in the ground truth ex vivo tree: clone 2-1-1D 3-1-

10E is the out-group, clones 2-1-10F 3-1-11F and 2-1-10F 3-1-8G are derived from the same parent

clone, and clones 2-1-3C 3-1-10G, 2-1-3C 3-1-12C, 2-1-3C 3-1-6B, 2-1-3C 3-1-8E are derived from

the same parent clone (See Supplemental Figure S10 of the RETrace study). This is in contrast to

the microsatellite allelotype-based lineage tree constructed in the RETrace study, which shows little

association with the clonal relationships exhibited in the ex vivo tree(See Supplemental Figure S10 of

the RETrace study).

A.4 Application of Sgootr on the complete set of 9 metastatic CRC patients made

available by Bian and colleagues

Patient Primary site Sampled lesions Number of cells Number of sites CNA calls
CRC01 Left Colon NC, PT, LN, ML, MP 160 140,801 ✓
CRC02 Right Colon NC, PT, ML 39 49,633
CRC04 Right Colon NC, PT, LN 65 303,849 ✓
CRC10 Left Colon NC, PT, LN 114 275,111
CRC11 Left Colon NC, PT, LN 228 579,272
CRC12 Rectum NC, PT, LN 22 650,140
CRC13 Left Colon NC, PT, LN 185 204,153
CRC14 Rectum NC, PT, LN 29 511,588
CRC15 Right Colon NC, PT, LN, ML, MO 50 42,824

Table A.3: Data summary of the Bian metastatic CRC cohort. The number of cells
and number of sites are those obtained after component (i) and (ii) of Sgootr before
entering the iterative procedure.
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Figure A.10: Sgootr-constructed (κ = .1) tumor lineage trees (t∗s) and Sgootr-
inferred tumor migration histories for the 9 patients in the Bian cohort
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Figure A.11: RF distances across iterations for each patient in the metastatic CRC
cohort applying Sgootr with different κ values. Each row represents each of the 9
patients, and each column represents κ=.025, .05, .075, .1, .125, and .15. For κ=.025, .05,
the iterative procedure was run for a maximum of 80 rounds; for κ = .075, .1, maximum 40
rounds; and for κ=.125,.15, maximum 20 rounds. Each red vertical line marks the iteration
Sgootr identifies as optimal. If the blue line ends before the maximum iteration, it means
at the last iteration of pruning, the distance between some cells pairs can no longer be
computed as all their shared CpG sites have been pruned out. Note that the maximum
iteration is arbitrarily chosen, and Sgootr does not need to finish running the maximum
iteration in order to detect whether the optimal condition has been met.
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F. G.

H. I.

Figure A.12: GOrilla [95] -identified GO terms with significant (<.05) q-values in en-
richment analysis of non-pseudo, protein coding genes whose gene bodies and 1000bp
upstream promoter regions contain the Sgootr-identified lineage-informative CpG
sites, stratified by whether they locate in CpG island or inter-CGI regions for A.
CRC01, B. CRC02, C. CRC04, D. CRC10, E. CRC13, F. CRC11, G. CRC12, H.
CRC14, and I. CRC15. 107
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Figure A.13: DAVID [100, 101] -identified GO terms with significant (<.05) q-
values in enrichment analysis of non-pseudo, protein coding genes whose gene bod-
ies and 1000bp upstream promoter regions contain the Sgootr-identified lineage-
informative CpG sites, stratified by whether they locate in CpG island or inter-CGI
regions for A. CRC01, B. CRC02, C. CRC04, D. CRC10, E. CRC13, F. CRC11, G.
CRC12, H. CRC14, and I. CRC15.
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Patient CpG Island Inter-CGI
CRC01 0.8182 0.9412
CRC02 NA 0.7620
CRC04 0.7500 0.8689
CRC10 1.0000 0.8571
CRC11 0.9730 0.9200
CRC12 0.95 0.9160
CRC13 NA 0.6
CRC14 0.8824 0.8333
CRC15 NA NA

Table A.4: Overlap coefficients of GO terms associated with different genomic loca-
tions (CpG island and inter-CGI) discovered by GOrilla [95] and DAVID [100, 101]
. CRC02, CRC13, and CRC15 do not have any terms discovered by either GOrilla or
DAVID in CpG island. The GO terms associated with inter-CGI regions in CRC15 discov-
ered by GOrilla and DAVID belong to different sub-ontologies (molecular function and
biological process, respectively), and are thus not comparable, despite having common
themes in neural activities (Supplemental Figures A.12I.,A.13I.).
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Figure A.14: Median number of bp to the closest CGI from CpG sites used to con-
struct the methylation lineage tree at each iteration for all CRC patients and GBM
patient MGH105. If a CpG site is within a CGI, it is 0 bp away from the closest CGI.
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Patient Spearman’s Rho p-value
CRC01 -0.5977 0.0
CRC02 -0.3006 0.0
CRC04 -0.6224 0.0
CRC10 -0.5827 0.0
CRC11 -0.6369 0.0
CRC12 -0.4700 0.0
CRC13 -0.5354 0.0
CRC14 -0.5922 0.0
CRC15 -0.4431 0.0
MGH105 -0.3907 0.0

Table A.5: Spearman correlation of CpG site distance from closest CpG island and
homogeneity.

A.5 Application of Sgootr on the cohort, replacing NJ with FastME 2.0
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Figure A.15: Sgootr-constructed (κ = .1) tumor lineage trees (t∗s) and Sgootr-
inferred tumor migration histories for the 9 patients in the Bian cohort, replacing NJ
with FastME 2.0.
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Figure A.16: Number of migration events and BAMDPO of migration histories ob-
tained via applying Sgootr with FastME 2.0 in comparison to NJ.
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Figure A.17: RF distances across iterations for each patient in the Bian metastatic
CRC cohort applying Sgootr - substituting NJ with FastME 2.0 - with different κ
values. Each row represents each of the 9 patients, and each column represents κ=.025,
.05, .075, .1, .125, and .15. For κ=.025, .05, the iterative procedure was run for a maximum
of 80 rounds; for κ = .075, .1, maximum 40 rounds; and for κ=.125,.15, maximum 20
rounds. Red vertical lines marks the iteration Sgootr identifies as optimal.
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A.6 Patient CRC01 tumor lineage tree constructed using mutation

Tumor lineage tree reconstruction is typically based on mutation calls in single cells, either

through the use of genomic data or whole transcriptome data. However, calling mutations from single-

cell transcriptomic data without whole exome data has many false negatives/positives, rendering the

results less than reliable. Here, we construct a tumor lineage tree with SNV and insertion-deletion

(indel) mutations derived from matching scRNA-seq data on patient CRC01 from the Bian cohort.

We show the mutation-based tree suffers from sparsity and renders subsequent interpretation of tumor

progression difficult, which motivates construction of tumor lineage trees based on richer signals from

single-cell methylation data using tools such as Sgootr proposed in this work.

Constructing mutation-based lineage trees calls for an approach different from the methylation

lineage tree reconstruction framework proposed in this work, because there are typically notably fewer

observed mutation events than methylation events. The mutation lineage tree we construct is based on

SNV and INDEL mutations derived from matching scRNA-seq data [43] through the use of GATK

HaplotypeCaller [189] pipeline with default parameters followed by filtering germline variants (from

matched bulk whole genome sequencing data), and SNPs from dbSNP (build 138, the reason we used

this verison is first it was recommended by GATK best practices and second it mostly contains benign

SNPs with high allele frequency to avoid including pathogenic SNPs with low allele frequency), and

the 1000 Genomes database. We used ANNOVAR [190] to annotate genetic variants, and filtered those

variants whose status was unknown (i.e. only synonymous and nonsynonymous variants were kept). In

addition, all private mutations (i.e. mutations reported to be present in only one cell) were excluded as

they are not informative for lineage tree reconstruction. Next, to reduce the artifacts and false positive

errors of RNA sequencing, the mutations that were present in the bulk WGS of the same lesion were
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Figure A.18: Tumor lineage tree based on SNVs/INDELs obtained from scRNA-seq
data from patient CRC01. Leaves are labeled by clusters of cells and numbers shown in
rounded rectangular nodes represent number of de novo mutations shared only by the set
of cells that are descendants of these nodes. The middle and bottom panels are stacked
plots of the proportion of cells in leaves with respect to the tissue and sampling location,
respectively. Note that the normal adjacent colon cells contain no mutations and therefore
are part of the root in this lineage tree.

kept for downstream analysis resulting in 290 mutations in total. Finally, a local clustering of cells was

performed for reducing the sparsity of the data - as a result each leaf depicted in the tree represents a

combination of multiple cells with similar mutational profiles (Supplemental Figure A.18). The final

lineage tree on these cell clusters was obtained by applying Trisicell [91].

A.7 Application of Sgootr to multi-regional GBM patient MGH105 MscRRBS

data by Chaligne and collegues.

We apply Sgootr to the MscRRBS data from MGH105, the only multi-regionally-sampled

GBM patient from the Chaligne cohort [44]. Single tumor cells are obtained from 4 sampling lo-
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Figure A.19: Application of Sgootr to patient MGH105 MscRRBS data by Chaligne
and colleagues. A. The multi-regional patient data include single cells from 4 distinct
sampling locations (in addition to immune cells from sampling location MGH105C) B.
Cell coverage distribution among autosomal CpG sites in patient MGH105. Note that the
x-axis is in log scale. C. Autosomal CpG site coverage distribution in patient MGH105.
Note that the y-axis is in log scale. D. Tumor lineage tree constructed by Sgootr with
κ = .1 and each single cell at the leaves colored by its sampling location. E. RF distances
across 14 iterations, with global minimum occurring at i = 3, the tree at which is shown
above. F. Fraction of CpG sites located in CpG island, CpG shore, CpG shelf, and inter-
CGI regions in the MGH105 trees at each iteration of the pruning procedure of Sgootr,
from t0 to t∗.

cations within the same lesion: MGH105A, MGH105B, MGH105C, and MGH105D; additionally,

non-tumor immune cells are sampled from MGH105C (Supplemental Figure A.19). Since both per

cell and total CpG coverage in MscRRBS dataset are lower in comparison to scBS-seq (Supplemental

Figure A.19B.,C.), we modify the parameters of Sgootr such that it: selects cells covering no fewer

than 200,000 CpG sites, selects autosomal sites covered in no less than 5% of the remaining cells,

bypasses the post-filtering step, and relaxes the pruning parameters so that δ = .02, ω = .05. We root

the trees with an immune cell from sampling location MGH105C.

Sgootr obtains the optimal lineage tree t∗ = t3 (Supplemental Figure A.19D.,E.), and the

clustering implied by the tree topology seems to highly correspond to the sampling locations of the
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single cells. We attempted to construct a lineage tree on the same set of cells and sites as we use here,

with the set of methods Chaligne and colleagues leveraged in the original work, namely FG+IQ-TREE;

however, FG fail to terminate within 100 hours hence no result is reported.

A.8 How to choose p, P(1c), P(0c), and P(mixed) for Sgootr

While in our experiments, we default to p = .5, P(1c)=P(0c)=P(mixed)=.33, it is possible for

users to choose other values with additional pieces of prior knowledge. Here we offer examples of

when the users may choose other values for those parameters.

The user may set p > .5 if there is reasonable belief that, given a pair of alleles truly heterozy-

gous for a CpG site, the sequencing technology will sample from the methylated allele with higher

probability than from the unmethylated one. This may manifest in a given dataset as a consistent

observation of a higher number of methylated reads than unmethylated reads at diploid heterozygous

sites. Similarly, the user may set p < .5 if there is reasonable belief that the unmethylated allele is

more likely sampled given a heterozygous pair. If strong evidence for such sequencing bias is present,

the user should adjust the value of p accordingly.

The user may have P(1c)=P(0c)>>P(mixed), if there is reasonable belief that true heterozygous

CpG sites are rare. In this case, at low-coverage CpG sites, the observation of reads of a single

status will give diminished probability that the site is truly heterozygous in the expected distance

computation. In another potentially extreme example, the user may set P(1c)>>P(0c)=P(mixed), if

there is reasonable belief that the homozygously methylated status is prevalent, and homozygously

unmethylated and heterozygous statuses are equally rare. In this case, at a particular low-coverage CpG

site, heterozygous status will only be given diminished probability if all observed reads are methylated;
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however, if all observed reads are unmethylated, some larger-than-diminished probability will still be

given to the heterozygous status.

A.9 How to choose κ for Sgootr

In the main text, we present Sgootr results with κ = .1. Having also experimented with a

range of κ values, namely κ = {.025, .05, .075, .1, .125, .15} (Supplemental Figures A.11,A.17), we

provide some guidance on how to choose κ for future applications.

Recall that our goal is to detect a point in the iterative procedure where most non-lineage-

informative sites have been pruned out but most lineage-informative sites still remain. Translating

the objective into measurable terms, we return the last iteration where the global minimum RF dis-

tance occurs, after the initial decrease and before the ultimate increase.

When the RF distances across iterations appear flat, or have a region where RF distances have

small fluctuations, and iterations where global minimum occur are far from unique - as one can observe

across many patients for κ = .025, .05, .075 columns in Supplemental Figures A.11,A.17 - κ is likely

too small. With small κ, Sgootr prunes out fewer sites at each iteration. Intuitively, RF distances

between trees constructed from more similar sets of sites will be lower, possibly explaining the over

all low RF distances in many instances. In those cases, the turning point in the RF distances becomes

difficult, if not impossible, to observe, and a higher κ is called for.

While higher κ often lead to clear identification of a unique global minimum in RF distances

across iterations - as one can observe across many patients for κ = .125, .15 columns in Supplemental

Figures A.11,A.17 - it bares the risk of over-pruning. One may consider attempting lower values of κ

while the V-shaped RF distance trend can still be observed.
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Of course, determining the maximum number of iterations to run goes hand-in-hand with deter-

mining κ. If resource availability allows, we recommend choosing a number of iterations such that a

consistent increase in RF distance towards the later iterations can be observed.

A.10 Experiment details

In this section, we provide details and parameters used to generate the results presented in this

work.

A.10.1 Sgootr

While we specifically mention in main text the parameters used to generate the Sgootr results

presented in this work, see config.yaml at the GitHub repository https://github.com/

algo-cancer/Sgootr for the full set of default Sgootr configurations in one place.

A.10.2 FastME 2.0

In constructing a tumor lineage tree from a distance matrix using FastME 2.0 instead of NJ, we

ran FastME 2.0 with the following command: fastme -i {.mat distance matrix file}

-o {.nwk output} -n -s
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A.10.3 IQ-TREE

We ran IQ-TREE with the following command, referencing what was done in prior work by Gaiti

and colleagues [42] and Chaligne and colleagues [44] : iqtree2 -s {.phy file} -st BIN

-m TESTNEW -mset GTR2 -nt AUTO -bb 1000 -wbtl -abayes -alrt 1000 -nstop

500 -wsr -nm 2000 -v -alninfo -seed {1, 2, 3, 4, 5, 6, 7, 8, 9, 10}

A.10.4 FG

For FG, we follow the method descriptions by Gaiti and colleagues [42]. Given the cell-by-site

matrices for methylated and unmethylated reads, we first obtain the binarized methylation status for

each covered site in a cell via the procedure described in the Results section. We further prune out

sites with coverage in less than 5 cells. For each remaining site s, we randomly downsample the other

sites by 100x, and count the number of times s forms four gametes with sites in the downsampled set,

disregarding the pair if they are within a read length of each other (150bp for Bian cohort, and 50bp

for Chaligne cohort) or do not have at least 4 cells with coverage for both sites. For each site, we

divide the number of occurrences of four gametes by the total number of pairings, obtaining the FG

frequency.

The sites are binned into intervals of width 0.05 with regard to its methylation rate (number of

cells with methylated status over total number of cells with read coverage for that site), disregarding

bins with rates <0.1 or >0.9, and for each bin compute the median FG ratio. Within each bin, sites

whose FG frequency is 1.5x median absolute deviation away from the bin median frequency were

selected. The aggregate set of sites across all bins form the output of FG.

While random downsampling is necessary for problems of the scale in this work, it also intro-
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A. B. C.

D. E. F.

G.

Fig. S17: FG frequencies (averaged across 5 runs) for a. CRC01, b. CRC02, c. CRC04, d. CRC10, e. CRC13,
f. CRC14, g. CRC15. Selected sites are colored with orange. The red line denote the smoothed line connecting the median
FG frequency within each bin.

Figure A.20: FG frequencies (averaged across 5 runs) for A. CRC01, B. CRC02, C.
CRC04, D. CRC10, E. CRC13, F. CRC14, G. CRC15. The red line denote the smoothed
line connecting the median FG frequency within each bin.

duces stochasticity. Like Chaligne and colleagues [44] , we perform 5 separate runs of FG for each

experiment, and found high concordance of the per site FG frequencies across the runs (Supplemental

Figure A.21). For each site, we compute the mean FG frequency across 5 runs to use for the selection

process described above (Supplemental Figure A.20).
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Figure A.21: Pearson product-moment correlation coefficients between FG frequen-
cies across sites between downsampled runs for A. CRC01, B. CRC02, C. CRC04, D.
CRC10, E. CRC13, F. CRC14, G. CRC15. Results from each pair of runs from a single
experiment exhibit high concordance.
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Appendix B: Supplemental Material for Chapter 3

B.1 Methods

B.1.1 Constructing tumor phylogeny using long read sequencing data from 23 sub-

lines

To infer binary cell-linage tree of 23 sublines using ScisTree [123], we obtained a subset of

highly reliable SNVs. For that, we first filtered out (i) SNVs in regions that were impacted by copy

number losses in at least 1 subline, as such mutations are subject to the violations of the infinite-sites

assumption and (ii) private (present in only one subline) or clonal (present in all sublines) SNVs, as

these are not informative for phylogenetic analysis. We note that although some recently developed

methods allow mutational losses [191–193], our filtered SNV set was large enough for reliable tree

construciton using traditional methods. After that, for each mutation in each subline, we set the muta-

tion status to “missing” if the coverage at the site is ≤ 10, deferring to the tree building algorithm to

determine the presence-absence status of the mutation in the subline due to insufficient coverage. To

avoid sites with consistently low coverage, as their mutation calls are unreliable across many sublines,

we also filtered out sites with mean or median coverage across all sublines < 20. In addition, we

also removed mutations with mean or median VAF across all sublines in which they were called as

present below 1/3, a value lower than the expected VAF for most non-private heterozygous SNVs in

our dataset (which is typically 0.50 for mutations from diploid regions). Lastly, we observed that some

SNVs had some, but low, read support for the alternate allele in a significant fraction of sublines for
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which they were called as absent. Such SNVs are typically unreliable and require the tree building

algorithm to make many false positive/negative corrections. We suspect that such ambiguous SNV

calls are the result of various sequencing or mapping artifacts. To reduce the impact of such calls,

we ignored sites for which there was read support for the alternate allele in at least half of the sub-

lines in which the SNV was called absent. After the above filtering steps, we were left with 10,862

high-quality, phylogenetically informative somatic SNVs that were used for tree inference.

To construct the phylogenetic cell lineage tree from the filtered set of SNVs, we used ScisTree [123],

a neighbor-joining based method that performs search in the space of cell-lineage trees. It is suitable

for our dataset which has significantly lower number of cells compared to the number of SNVs. We

performed a grid search over a range of false positive (10−2, 5 · 10−2, 10−3, 10−4, 10−5, 10−6, 10−7,

10−8) and a range of false negative (.05, .075, .1, .125, .15, .175, .2) priors. In addition, as ScisTree

performs a heuristic search, its output can depend on the order of the rows (cells) in the input. There-

fore, we also repeated the tree building process for 100 different permutations of the input rows. As the

final output, we selected the tree with the maximum likelihood among all the 8 (false positive priors)

× 7 (false negative priors) × 100 (permutations of rows) = 5600 trees inferred by ScisTree.

B.1.2 Determining the phenotypes of the 4 major clades

Here we provide a brief summary of the previous work that characterized the phenotypes of the

B2905 subclones [116]. After generation from parental B2905 melanoma cell line, the work performed

the following characterization studies: (1) each subline was subjected to exome sequencing and scRNA

analysis; (2) each subline was tested for in vivo growth in C57BL/6 mice; (3) selected sublines were

tested for response to ICB in C57BL/6 mice.
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Feature \ Clade Green Orange Blue Red
Growth rate in C57BL/6 mice ++ + +/- +++
Response to host immunity High Medium Very high Low
(Delay of growth initiation
in C57BL/6)
ICB response Medium High (growing too slow Low
(anti-CTLA4 vs. IgG) for study)
Cell cycle gene expression Medium High Medium Low
Wnt signaling gene expression Mixed Canonical Non-canonical

Mixed, Proliferative, Immunogenic, Invasive,
Phenotype Less Sensitive Sensitive to ICB Susceptible to ICB Resistant

to ICB Host Immunity

Table B.1: Phenotypes of the 4 major clades. The phenotype for each of the major clades
was determined by features defined by the behavior or characteristics of (select) sublines
from the clade previously characterized [116].

As defined by the criteria by Hirsch et al. [118], invasive phenotype exhibits faster tumor growth

when implanted in immunocompetent host, lower expression of cell cycle genes, and expression of

non-canonical Wnt signaling genes; meanwhile, proliferative phenotype exhibits slower tumor growth

when implanted in immunocompetent host, higher expression of cell cycle genes, and expression of

canonical Wnt signaling signature. Given the relevant results from the characterization study [116],

accordingly, the orange clade was determined to be proliferative, the red clade invasive, and the green

clade exhibiting intermediate levels of these features was defined as having a mixed phenotype (Sup-

plementary Table B.1).

The response to host immunity (immunogenicity) of each subline was estimated by DGI (the

time from implantation of cancer cells to starting continuous growth without regression) in immuno-

competent C57BL/6 mice implanted with each subline [116]. The longer period of DGI indicates

stronger response to host immunity. DGI diminished when cancer cells were implanted to immuno-

compromised host, as compared to that in immunocompetent host, confirming the association of DGI

with tumor response to host immunity (Supplementary Figure B.1).
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Figure B.1: DGI of sublines in C57BL/6 and nude mice. DGI is defined as the number
of days between cell implantation in a mouse and the tumor started continuous growing
without regression. a. One million cells of each subline were implanted into each of the
five C57BL/6 mice (Day 1). The tumor size was measured twice a week. The mean DGI
of the sublines in each clade, as well as the median across sublines means within a clade,
was shown. No tumor was grown from any mice implanted with cells of C19, C6, or C13.
Note that two mice implanted with C5 cells did not grow tumor, and they were not included
in the calculation of mean DGI. These results suggested that, on average, sublines in blue
clade induced the stronger host immunity than those in other clades. b. To investigate the
association of the DGI with host immunity, the subline from each clade with the highest
DGI following C57BL/6 implantation was tested in immunocompromised host. For each
of C19 (green clade), C5 (orange clade), C6 (blue clade), and C13 (red clade), one million
cells were implanted into each of the five immunocompromised nude mice (Day 1), and
the DGI values measured from each mouse, as well as the median across mouse DGI
values for a subline are shown. As expected, we observed the tumor grew in all mice
with diminishing DGI as compared to the implantation in C57BL/6 mice. These results
indicated that DGI is associated with subline response to host immunity.
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To test the response to ICB, one or two sublines were selected from green, orange, and red

clade [116]. The blue clade was not tested because of low tumor take rate (the odds that implanted

cancer cells can grow tumor in the hosts). For each selected subline, its cells were implanted into

ten C57BL/6, which were randomized to received anti-CTLA4 or isotype control antibody treatment.

Taken together, these results of the characterization studies label each major clade with a distinct

phenotype (Supplementary Table B.1).

B.1.3 Assessing the effectiveness of TreeHarmonizer in determining the place-

ment of variants impacted by filtering during tree construction

The partition function algorithm [119] uses a tree sampling strategy to estimate the probability

that, given a set of mutation calls, a mutation should be placed at the most recent common ancestor of

a clade. To measure whether TreeHarmonizer effectively re-determines the placement of variants

impacted by stringent filtering criteria during tree construction, we compute for those variants the

respective partition function values (i) at their placement determined by ScisTree [123], and (ii) at

their placement by TreeHarmonizer, with the trees sample from the space defined by the original

set of variant calls prior to filtering.

We focused on the set of variants whose placement differed after applying TreeHarmonizer.

By definition, if two variants are called in an identical set of sublines in the unfiltered data, their

partition function values at a given placement in the tree will be the same if the values are estimated on

the same set of sampled trees. Therefore, instead of computing partition function values per variant,

we compute per group of variants that (i) were called in an identical set of sublines in the unfiltered

data, (ii) shared the same placement by ScisTree, and (iii) shared the same altered placement by
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TreeHarmonizer. We computed the partition function values with 1000 sampled trees, 0.001 false

positive rate and 0.15 false negative rate, and the results on the 27 groups are reported in (Figure B.5g.).

One-tailed paired-sample t-test was applied to the partition function values of the 27 groups.

B.1.4 Mutational signature analysis along the tumor phylogeny

The cumulative placed SNV profiles of the 23 sublines were used as input samples to the signa-

ture refitting tool SigProfileAssignment (v0.1.9) [194], a mutational signature fitting tool

chosen for its superior overall performance and specifically for the number of mutations per sample at

hand [195]. The 23 SNV profiles were translated into mutational spectra over 96 categories for joint

refitting, and COSMICv3.4 [127] mm10 signatures were used as the reference catalog, as it has been

shown that excluding sets of signatures from refitting often leads to poorer performance [195].

SigProfilerAssignment outputted signature activity estimates per subline, as well as sig-

nature probability per individual mutation per subline. Each mutation placed at a particular branch was

assigned the most probable signature given the aggregated signature probabilities for that mutation in

sublines in the subtree below the branch. The activity of a mutational signature at a branch was then

estimated by the proportion of mutations placed at the branch assigned to the signature. For conci-

sion of presentation, activities for signatures SBS7a, SBS7b, SBS7c, and SBS7c were aggregated and

referred to as signature “SBS7”, and those for signatures SBS17a and SBS17b were aggregated and

referred to as signature “SBS17”.

For each active signature, to assess whether signature activities have significant differences ac-

cording to their evolutionary timing or between clades, each branch in the tumor phylogeny is labelled

by (i) truncal, internal, terminal, and (ii) the color of the clade it is in (the trunk and two branches
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Figure B.2: Mutational signature activities along the tumor phylogeny. In each panel, a
point represents a branch in the phylogeny. A branch can either be categorized into truncal,
internal or terminal, or by the color of the clade it is in. ANOVA with post-hoc Tukey HSD
Test was performed, and the adjusted p-values of statistically significant pairs are reported.

closest to the trunk have NA as clade assignment), and ANOVA with post-hoc Tukey HSD test was

performed to see if there were significant differences between pairs along either independent variable.

Since there is only 1 truncal branch, and the 3 branches closest to the root are only grouped together

due to lack of clade labels, numerically significant results (adjusted p-value < .05) involving those

as a group in the pair are not reported. In other words, only significant results between internal and

terminal branches, or between pairs of clades are reported (Supplementary Figure B.2).

B.1.5 Computing dN/dS values along the tumor phylogeny

Placed SNVs were annotated using Ensembl Variant Effect Predictor (v102) [196].

For any given branch, we computed the dN/dS value as the ratio of cumulative non-synonymous SNVs

placed along the path from the trunk and including the current branch to that of cumulative synony-

mous SNVs, normalized by the ratio of synonymous sites to non-synonymous sites [118]. dN/dS
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values at internal branches were found to be significantly less than those at terminal branches via a

one-tailed t-test (Supplementary Figure B.3a., p < α = .05).

B.1.6 Pathway enrichment analysis

Given a set of genes of interest - either that they are impacted by a certain type of variant at a

particular time during the tumor evolution (e.g. placed at the trunk of the phylogeny) or in a particular

clade - we performed Gene Ontology over-representation analysis to examine their potential functional

impact [197, 198]. Genes without a canonical name (“Gm-” and “-Rik” genes) were excluded from

analysis. Using clusterProfiler (v3.21) [199], we tested whether the candidate gene set

significantly over-represents a Gene Ontology Biological Process gene set between sizes of 3 and 500.

The resulting p-values were adjusted using the Benjamini-Hochberg procedure, and terms with q-value

< .05 were determined to be statistically significant.

B.1.7 Determining genes impacted by SVs

We used Padfoot (https://github.com/KolmogorovLab/Padfoot, commit ID:2d5237b) to anno-

tate SV calls generated by Severus using the --specie mouse option and GRCm38.p4 GFF3

files with basic gene annotations. The possible fusion and exon altering events were manually vali-

dated using IGV and scRNA-seq alignments.
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Figure B.3: SNVs along the tumor phylogeny. a. dN/dS value distributions among
truncal, internal, and terminal branches. dN/dS values at internal branches are significantly
lower than that at terminal branches by one-tailed t-test. b. Select enrichment of genes
harboring non-synonymous clonal mutations among GO Biological Process term. c.-f.
Select enrichment of genes uniquely harboring non-synonymous mutations in the green
(c.), orange (d.), blue (e.), and red (f.) clade among GO Biological Process terms.
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B.1.8 Determining the set of cancer-relevant mouse genes-of-interest according to

the COSMIC Gene Census

To obtain a set of mouse genes that likely have functional impact in cancer, we selected those

with one-to-one homology as genes curated in the COSMIC CGC (v101) [127]. Genes whose COS-

MIC homologs are uniquely labeled as ONC in CGC are labeled as ONC, and those whose COS-

MIC homologs are uniquely labeled as TSG are labeled as TSG. Those whose COSMIC homologs

have no unique ONC/TSG labelings in CGC are labeled as ND. Among those without unique COS-

MIC ONC/TSG labelings, 4 genes (Ezh2: ONC [200]; Rad21: TSG [201]; Tert: ONC [202]; Trp53:

TSG [203]) were given unique labels according to literature on melanoma or other cancer types. A

gene is said to be impacted by CNA in a subline if it is entirely contained in a copy number gain or

loss segment.

To determine if the gain or loss of a gene may be associated with its designation as ONC or

TSG, we performed two χ2 tests on the set of COSMIC ONC/TSG genes impacted by CNA in any

subline. One χ2 test evaluated enrichment of ONC that were gained in some subline but not lost in

any sublines. The other performed the corresponding test of TSG lost in some subline but not gained

in any subline.T he result was considered significant if p < α = .05.

To see whether selection may be at play, we further examined the distribution of ONC/TSG

around CNA boundaries. To that end, we specifically focused on COSMIC homolog pairs that are

adjacent to each other along the genomic coordinate, where one is labelled ONC and the other TSG

and have different absolute copy numbers in any subline, as they correspond to the nearest ONC/TSG

COSMIC homologs upstream/downstream to a copy number change boundary. We counted in total 14

instances where ONC homolog is on the side of the boundary with higher copy number state, and TSG
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homolog is on the other. To assess the statistical significance of the observation, a null distribution

was generated by counting instances of such observation in 5,000 permutations of the ONC/TSG/ND

labels of the COSMIC homologs. The p-value is the fraction of times the permutated labelings yield a

greater or equal number of such observations than the actual labeling. We reject the null hypothesis if

p < α=.05.

B.1.9 Timing analysis of chr4 copy-neutral LOH

The copy number calls from Wakhan [121] suggest whole-chromosome copy-neutral LOH on

chr4. Compared to other autosomes, there is a large proportion of clonal SNVs on chr4 that are ho-

mozygous, or in other words, have a median VAF of 1 across sublines evenly distributed across the

chromosome (Supplementary Figure B.4a.,b.). The number of such chr4 clonal SNVs provide evi-

dence for the approximate timing of the underlying chromosomal events. Copy-neutral LOH is likely

the result of one of the following two scenarios: (i) LOH followed by whole-chromosome duplication

of the remaining haplotype, and (ii) mitotic nondisjunction followed by LOH in the trisomic cell; nev-

ertheless, the scenarios are indistinguishable given current data because neither a subline with one nor

a subline with three copies of chr4 was observed.

In the first scenario, we assume the copy-neutral LOH is a result of LOH followed by duplication

(Supplementary Figure B.4c.). Without additional information, we cannot distinguish SNVs obtained

before the LOH event and those obtained after LOH and before duplication, as in either case they would

appear homozygous; that said, the number of observed homozygous SNVs upperbounds the number

of SNVs obtained prior to LOH. Assuming the rate of SNV acquisition per genomic length is constant,

the total number of SNVs acquired prior to whole-chromosome duplication is at most two times the
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Figure B.4: SNV evidence for the timing clonal CNA events. a. Median (across sub-
lines) VAF distribution for clonal SNVs on chr4 and other autosomes. b. Genomic distri-
butions of homozygous (median VAF = 1) and heterozygous (median VAF < 1) chr4 clonal
SNVs. c. Two indistinguishable scenarios that may have resulted in the copy-neutral LOH.
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number of observed homozygous SNVs. Accounting for the unobserved SNVs in the lost copy in

the total number of clonal SNVs, we also add the number of observed homozygous SNVs to the total

number of observed chr4 clonal SNVs. The fraction of SNVs acquired prior to whole-chromosome

duplication out of total clonal SNVs gives an overestimation of the timing of the duplication, which

turns out to be .53, or around half way through the trunk of the tumor phylogeny.

In the second scenario, we assume the copy-neutral LOH is a result of LOH in the trisomic cell

formed following mitotic nondisjunction (Supplementary Figure B.4c.). In this case, without addi-

tional information, we cannot resolve the timing of the LOH event from VAF distributions of observed

clonal SNVs; however, the timing of mitotic nondijunction can be similarly estimated. The number

of observed homozygous SNVs corresponds to the number of SNVs on the chr4 copy with Cdkn2a

deletion in a diploid cell prior to mitotic nondisjunction. Again, assuming the rate of SNV acquisition

per genomic length is constant, the total number of SNVs acquired prior to mitotic nondisjunction is

roughly twice the number of observed homozygous SNVs. In the trisomic cell, the three copies of chr4

acquired SNVs independently. The number of observed number of chr4 clonal heterozygous SNVs, or

in other words, those with median VAF < 1, corresponds to that acquired after mitotic nondisjunction,

normalized such that the amount of genomic content is equivalent to two copies of chr4. The fraction

of SNVs acquired prior to mitotic nondisjunction out of total SNVs acquired gives an overestimation

of the timing of mitotic nondisjunction, which is again, .53.

The above analyses lead to the conclusion that, assuming the rate of SNV acquisition per ge-

nomic length is constant, the tumor cell first acquired two of the chr4 copy carrying Cdkn2a deletion

half way through the trunk of the tumor phylogeny, at the latest.
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B.1.10 Subclone-specific differential methylation analysis

Given modified base calls, modified base counts for each sample are aggregated using the

tool modbam2bed [204] (--aggregate --mod base=5mC --cpg --mask). The number

of methylated reads (Nmod) and total read count (Nmod + Ncanon) at each CpG site with methylation

calls for the 23 subline samples are compiled for smoothing using BSmooth [122].

At a given branch in the phylogeny, the 23 sublines are bipartitioned into a case group, consisting

of sublines in the subtree below the branch, and a control group, consisting of the others. With the

case-control group assignment of sublines, we obtain a list of regions that are differentially methylated

using BSmooth [122]. To reduce noise due to low coverage, only CpG sites covered by at least 3

reads in all sublines are considered. Signal-to-noise t-statistics were computed per CpG site using the

smoothed methylation values, and a DMR is defined to be one that spans at least 10 consecutive CpG

sites, with corrected t-statistics < .025 or > .975, and with absolute mean differences between groups

at least .2. As replicates are required for DMR testing using BSmooth, DMRs were computed at

branches where the bipartition of the sublines they induce both have a size of at least 2.

B.1.11 Permutation test on the number of DMRs obtained

Given a case group of a certain size, we used a permutation test to assess whether significantly

more DMRs were identified in the case group than in the control group. A null distribution was

generated by 1,000 (or, when the size of the case group is 2, all possible 253) random permutation of

the case and control group labels over the sublines. We recorded the number of DMRs identified in

each permutation using the permuted labels to implement the criteria described in the section above.

The value of p is the fraction of permutations that yield a greater or equal number of DMRs than the
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actual case-control groups of interest. We reject the null hypothesis if p < α = .05.

B.1.12 Correlation between the number of DMRs and cumulative SNVs at a branch

in the phylogeny

As the numbers of DMRs are not immediately comparable between tests involving case groups

of different sizes, we focused on tests involving case groups of size 2 performed at branches parental

to exactly 2 leaves, since there is a sufficient number (7) of such branches to assess correlation. The

Pearson correlation was assessed between the cumulative numbers of SNVs from the trunk to the

branch, and the number of DMRs detected between the 2 sublines below the branch and the rest of the

21 sublines. We reject the null hypothesis if p < α=.05.

B.1.13 Differential gene expression analysis of subline scRNA-seq data

scRNA-seq data was obtained as previously described [118], and gene-level expected count val-

ues for the subline scRNA-seq data were obtained using RSEM [177]. As multiple cells were sequenced

from each subline, the analysis treated them as biological replicates of the same subline. Genes with

total count less than 210 were removed, and the decimal expected count values were rounded to the

closest digit. DESeq2 [205] was used to assess differential gene expression, and the shrinkage es-

timator uses a normal prior (coef=2). The log2 fold change values for the genes of interest were

obtained. Note that not all genes of interest have their expression values available in the scRNA-seq

data set, and hence they are left out of the test for correlation.
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B.1.14 Discovering key regions where changes in methylation is monotonic along

the evolutionary trajectory

To obtain candidate DMRs to test for monotonicity, we collected regions that exhibited differ-

ential methylation among the sublines within the red clade that potentially exhibit such monotonic

trend. As replicates are required for DMR testing with BSmooth, 4 DMR tests were performed with

increasingly small subtrees as the case group (and the rest of the sublines in the red clade as the control

group): first C11, C16, C8, C7, and C20; then C16, C8, C7, and C20; followed by C8, C7, and C20;

and lastly C7 and C20. These groupings were chosen as they reflect cuts along the linear evolutionary

trajectory in the red clade. The union of the 4 sets of DMRs were then taken, merging overlapping

intervals. As this analysis is motivated by phenotypic observations, we focused our analysis on the re-

gions overlapping (putative) promoters and enhancers of known genes, which we refer to as candidate

DMRs.

For each of the candidate DMRs, the Mann-Kendall test was performed on four orderings of the

sublines – the order in which the sublines were placed (C13, C18, C15, C11, C16, C8, C7, C20), as

well as the three variations that may be formed by swapping immediate siblings (C18 and C15, C7,

and C20).

Kendall’s τ value with the greatest absolute value was recorded. We set a minimum threshold

of .7 for the absolute value of Kendall’s τ , as under assumptions it roughly corresponds to a Pearson

correlation coefficient of .9 [206], which is commonly accepted to signify a strong magnitude of effect.

Genes whose (putative) promoters or enhancers overlapped regions with an absolute value of Kendall’s

τ over the threshold .7 were kept. How the statistical significance of the discovery was assessed is

discussed in the following section.
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B.1.15 Permutation test on the number of genes associated with monotonic methy-

lation changes along the evolutionary trajectory

We assessed the statistical significance of the number of genes we discover to be associated with

monotonic methylation changes along the evolutionary trajectory in the red clade via a permutation

test. Fixing the structure of the red subtree, we permuted the position of the 8 sublines in the structure.

While there are 8! total permutations of 8 sublines, given the two sets of immediate siblings that are

interchangeable in terms of order, and that there is symmetry in terms of the magnitude of correlation

for the exact reverse of a particular order, for every permutation, there are 7 others that are equiva-

lent for the purpose of our analysis. We obtain 1,000 permutations from the 7! equivalence classes,

sampling no more than one permutation from each equivalence class.

For each permuted positioning of 8 sublines in the structure of the red subtree, we obtained the

number of genes whose (putative) promoters or enhancers overlapped regions that show monotonicity

in terms of methylation following the given order using the algorithm described in the previous section.

The p-value is the fraction of times the permuted orderings yield a greater or equal number of

such genes than the actual ordering of the red clade suggested by Figure 3.2a. We reject the null

hypothesis if p < α = .05.

B.1.16 Calling copy number from bWES and Smart-Seq2 full-length scRNA-seq

data on the 23 sublines

CNVkit [207] was used to obtain the CNA calls from bWES data. CNVkit was run with

external bWES data from a normal spleen sample [152] as reference. The per-bin copy numbers were
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shown in Supplementary Figure B.19, and the per-segment copy number calls were used to determine

the copy number status (i.e. loss, neutral, gain) of available genes in a subline.

Full-length scRNA-seq data were obtained using the Smart-seq2 protocol [170] for several sin-

gle cells per subline [118], and inferCNV [208] was used to obtain the CNA calls from the data. As

Smart-seq2 data for normal melanocytes were not generated for the same study, inferCNV was run

with external Smart-seq2 data from mature melanocytes [209] as reference (cutoff=1,sd amplifier=2,

noise logistic=TRUE median filtering applied). The inferCNV i6 Hidden Markov Model was

used to determine the copy number state, a posterior probability of .5 was used for filtering out likely

normal observations, and a per-gene copy number status for each subline was derived.

B.2 Technology comparison: long-read, bWES, and scRNA-seq

Given the complex variational landscape of the B2905 evolution presented in Chapter 3, we

sought to quantify the improvement in resolution enabled by long-read sequencing, as compared to the

short-read bWES and scRNA-seq of B2905 subclones [118, 119].

Overall, long-read data had substantially better mappability and covered more variants (Fig-

ure B.5a.), consistent with other benchmarks [108]. For our purpose of studying tumor evolution, the

advantage is two-fold. First, long-read sequencing offers signals across the whole genome instead

of focusing on exonic, expressed regions. This leads to (i) a substantially higher number of profiled

somatic SNVs (Figure B.5a.), (ii) identification of non-exonic SV breakpoints, and (iii) more con-

tiguous estimation of copy number including non-exonic regions. Secondly, the reduction in mapping

ambiguity avoids noisy signals due to mapping artifacts, amplifying real signals.

Using the available bWES and scRNA-seq data, we also validated the accuracies of the long-read
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Figure B.5: Comparison among long-read, bWES, and scRNA-seq data of the 23 sub-
lines. a. Per-subline autosomal genomic coverage (%), uniquely mapped reads (%), and
count of unique somatic SNVs profiled. b. Counts of unique, non-private somatic SNVs
called within bWES target regions across the 23 sublines for each technology. The counts
are stratified by whether the variants’ presence were corroborated by at least one other
technology. c. Count of Severus-profiled SVs whose breakpoints have sufficient read
coverage (200x after aggregating all reads from all sublines/cells) in bWES and scRNA-
seq data. d. Example of genomic coverage at a near-exonic breakpoint associated with
a subclonal SV across the 3 technologies. e. Example of genomic coverage at an inter-
genic breakpoint associated with a subclonal SV across the 3 technologies. f. Agreement
on gene copy-number status (neutral, gain, loss) called from data from the 3 technologies
across all sublines. For any subline, only genes with copy number calls available in all
3 technologies are included. g. Improvement in terms of partition function values [119]
among variants impacted by filtering during tree construction, following variant placement
by TreeHarmonizer.
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profiled variants, quantifying the improvement in resolution when possible. Within bWES target re-

gions, non-private somatic SNVs are > 93% consistent between long-read and bWES (Supplementary

Figure B.5b.). Among those, > 15% are also corroborated by the scRNA-seq data. For each of the 639

Severus-profiled somatic SVs in long-read, we examined whether at least one of the breakends it is

associated with has sufficient read coverage (200x after aggregating all reads from all sublines/cells)

in bWES and scRNA-seq, as an overestimation of whether it can possibly be profiled in those tech-

nologies. Respectively, > 86% and > 92% of Severus-profiled somatic SVs have no breakends of

sufficient coverage in bWES and scRNA-seq data (Supplementary Figure B.5c.), suggesting most SVs

would have been missed in short-read data. We also profiled copy numbers from bWES and scRNA-

seq data (Supplementary Section B.1.16) to gauge the accuracy of long-read calls. Looking across

all sublines, among genes with copy number estimates available across all 3 technologies, > 94%

had consistent copy number status (neutral, gain, loss) between long-read and bWES (Figure B.5f.).

Among those, a majority also has its status corroborated in scRNA-seq calls, even though scRNA-seq

calls suffer from noise and sparsity (Supplementary Figure B.5f., Supplementary Figure B.19).

Importantly, as the detection of parallel CNA events relies on the association of contiguous

copy number changes with exact SV breakpoints, using long-read whole-genome sequencing is in

practice necessary for that purpose. For example, the 2 key subclonal parallel CNAs observed on

chr1 (Figure 3.4) in our work, distinguished by their respective breakpoints, both have insufficient

support in bWES and scRNA-seq data at the breakpoint loci, regardless of whether it is near-exonic

(Supplementary Figure B.5d.) or intergenic (Supplementary Figure B.5e.).

In addition, we validated the TreeHarmonizer placement of SNVs using the orthogonal par-

tition function approach [119] that estimates the likelihood of mutation placement (Supplementary

Section B.1.3). For the SNVs that were rescued by TreeHarmonizer, the partition function re-
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ported significantly higher scores (one-tailed paired-sample t-test t(26) = 11.99, p = 2.133e − 12),

indicating accurate placement in the phylogeny (Supplementary Figure B.5g).
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B.3 Additional Supplementary Figures and Tables

Figure B.6: SNVs and SVs placed by TreeHarmonizer. a. Cumulative number of
placed SNVs and SVs per subline, colored by clade. Medians are marked by dashed lines.
b. The number of SNVs and the number of SVs placed at each branch of the phylogeny
strongly correlate with each other. c. Variant allele frequency distributions of placed SNVs.
d. Variant allele frequency distributions of placed SVs.
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Figure B.7: SNV density and SV events present in individual sublines in the green
clade.
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Figure B.8: SNV density and SV events present in individual sublines in the blue
clade.
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Figure B.9: SNV density and SV events present in individual sublines in the red clade.
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Figure B.11: Mouse homologs of COSMIC genes impacted by (1) non-synonymous
SNV, (2) SV breakpoint, (3) CNA, or (4) (hypo/hyper-) DMRs in their (putative) en-
hancers or promoters in 23 sublines (1/7). Genes with “NA” copy number in a subline
span detected CNA boundaries and therefore cannot be assigned a unique copy number.
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homologs of COSMIC genes impacted by (1) non-synonymous SNV, (2) SV breakpoint, (3) CNA, or
(4) (hypo/hyper-) DMRs in their (putative) enhancers or promoters in 23 sublines (2/7).Mouse

homologs of COSMIC genes impacted by (1) non-synonymous SNV, (2) SV breakpoint, (3)
CNA, or (4) (hypo/hyper-) DMRs in their (putative) enhancers or promoters in 23 sublines
(2/7). Genes with “NA” copy number in a subline span detected CNA boundaries and therefore

cannot be assigned a unique copy number.
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Figure B.12: Mouse homologs of COSMIC genes impacted by (1) non-synonymous
SNV, (2) SV breakpoint, (3) CNA, or (4) (hypo/hyper-) DMRs in their (putative) en-
hancers or promoters in 23 sublines (3/7). Genes with “NA” copy number in a subline
span detected CNA boundaries and therefore cannot be assigned a unique copy number.
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Figure B.13: Mouse homologs of COSMIC genes impacted by (1) non-synonymous
SNV, (2) SV breakpoint, (3) CNA, or (4) (hypo/hyper-) DMRs in their (putative) en-
hancers or promoters in 23 sublines (4/7). Genes with “NA” copy number in a subline
span detected CNA boundaries and therefore cannot be assigned a unique copy number.
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Figure B.14: Mouse homologs of COSMIC genes impacted by (1) non-synonymous
SNV, (2) SV breakpoint, (3) CNA, or (4) (hypo/hyper-) DMRs in their (putative) en-
hancers or promoters in 23 sublines (5/7). Genes with “NA” copy number in a subline
span detected CNA boundaries and therefore cannot be assigned a unique copy number.
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Figure B.15: Mouse homologs of COSMIC genes impacted by (1) non-synonymous
SNV, (2) SV breakpoint, (3) CNA, or (4) (hypo/hyper-) DMRs in their (putative) en-
hancers or promoters in 23 sublines (6/7). Genes with “NA” copy number in a subline
span detected CNA boundaries and therefore cannot be assigned a unique copy number.
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Figure B.16: Mouse homologs of COSMIC genes impacted by (1) non-synonymous
SNV, (2) SV breakpoint, (3) CNA, or (4) (hypo/hyper-) DMRs in their (putative) en-
hancers or promoters in 23 sublines (7/7). Genes with “NA” copy number in a subline
span detected CNA boundaries and therefore cannot be assigned a unique copy number.
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Chr Start End Direction Putative Promoter EPDnew Proximal Enhancer
chr2 156447300 156448010 hyper Gm14225 - Epb41l1, Gm14225
chr6 30736515 30739964 hyper Mest Mest Mest, Mir335, Gm27522,

Gm27568, Gm44296
chr6 43264995 43267174 hyper Arhgef5, Gm44731 Arhgef5 Arhgef5, Gm44731
chr6 52203136 52204841 hyper Hoxa5 - Hoxa5, Hoxa6, Hoxaas3,

Hoxa3, Gm28308
chr6 73220915 73223008 hyper Dnah6, Gm40377 Dnah6 Dnah6, Gm40377
chr6 88188695 88190058 hyper - - Gm38708
chr6 88193674 88194653 hyper Gata2 - Gata2
chr6 116628225 116629385 hyper Zfp422 Zfp422 Zfp422, Gm44154
chr7 23166848 23167923 hyper Gm8728 - -
chr10 83140358 83141188 hyper - - Chst11, 1700025N21Rik
chr11 28582204 28583082 hyper - - Ccdc85a
chr3 79285435 79286044 hypo - - Rapgef2, 6430573P05Rik
chr3 146220813 146221659 hypo Lpar3 Lpar3 Lpar3
chr4 130171758 130174329 hypo - - Tinagl1
chr4 155774166 155775696 hypo Vwa1 Vwa1 Vwa1
chr5 14025106 14026982 hypo Sema3e Sema3e Sema3e, Gm43519
chr6 14897121 14900597 hypo - - Foxp2
chr6 117168413 117169671 hypo Cxcl12 Cxcl12 Cxcl12
chr8 34524973 34526019 hypo - - Gm33968
chr9 54300511 54301797 hypo Gldnos - -
chr11 65160117 65161795 hypo 1700086D15Rik - Arhgap44, 1700086D15Rik
chr11 96279456 96280673 hypo - - Hoxb8
chr12 82586939 82588254 hypo Rgs6 - -
chr15 27467528 27468632 hypo - - Ank
chr17 31299560 31300475 hypo Slc37a1 - -
chrX 52613765 52614700 hypo Gpc3 Gpc3 Gpc3, A630012P03Rik

Table B.2: DMRs associated with the red clade that overlap putative promoter or
putative proximal enhancers of known genes. A region is said to be a putative promoter
for a gene if it is within -350bp to +50bp of the gene’s annotated transcriptional start site
(Ensembl Release 102) [139, 140]. Of the 17 putative promoters, 9 are also annotated in
the EPDnew (v.003) database of experimentally validated promoters [141, 142]. A region
is said to be a putative proximal enhancer for a gene if is has enhancer-like signature [146]
and is within 2Kbp of the annotated transcriptional start site [143–145] of the gene. Note
that Gata2 was an outlier in that its putative promoter was noted to be hypermethylated
while its expression has a positive log2 fold change (Figure 3.5d.); however, this may be
due to the hypomethylation of a putative promoter of Gata2 alternative isoforms, which
went undetected as its mean methylation difference is not large enough to meet our criteria.
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Figure B.17: Permutation tests on the number of DMRs obtained for all subtree sizes
of the phylogeny in Figure 3.2a. In each panel, “# Case” indicates the number of leaves
in the subtree below the branch at which the test was performed. See Figure 3.5b. for “#
Case = 8”. Note that due to symmetry, no additional permutation test is done for “# Case
= 16” to account for the subtree consisting of the orange, blue, and red in Figure 3.2a., as
the empirical null distribution is identical to that of “# Case = 7” and the number of DMRs
obtained is identical to that of the subtree of size 7 colored in green in Figure 3.2a.
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Appendix C: Supplemental Material for Chapter 4

C.1 SpaCET deconvolution results on 17 ST slides

C.1.1 Control STs

ST
1
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ST
5

ST
7

162



ST
14

ST
2
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ST
6
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C.1.2 Treated STs (Non-responders)

ST
12

ST
4
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ST
17

ST
10

166



ST
13
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C.1.3 Treated STs (Responders)

ST
8

ST
11
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ST
3

ST
15

169



ST
16

ST
9
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C.2 Validation of SpaCET-deconvolved tumor subclone proportions on 17 ST slides

C.2.1 Control STs

Slide Cancer Clone 1 Cancer Clone 2 Cancer Clone 3 Cancer Clone 5

ST
1

Index

0

5

10

15

Wilcoxon, p=0.6169

0

5

10

15

Not Detected Detected

In
de

x

Index

0

25

50

75

Wilcoxon, p=0.3576

0

25

50

75

Not Detected Detected

In
de

x
Index

0

10

20

30

40

50

Wilcoxon, p=1.467e−07

0

20

40

60

Not Detected Detected

In
de

x

Index

0

40

80

120

160

Wilcoxon, p=0.01019

0

50

100

150

Not Detected Detected

In
de

x

ST
5

Index

0

2

4

6

Wilcoxon, p=0.01123

0

2

4

6

Not Detected Detected

In
de

x

Index

0

10

20

30

40

Wilcoxon, p=0.1099

0

10

20

30

40

Not Detected Detected

In
de

x

Index

0

10

20

Wilcoxon, p=1.802e−05

0

10

20

30

Not Detected Detected

In
de

x

Index

0

25

50

75

100

Wilcoxon, p=0.04975

0

25

50

75

100

Not Detected Detected

In
de

x
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Slide Cancer Clone 1 Cancer Clone 2 Cancer Clone 3 Cancer Clone 5
ST

7

Index

0

10

20

30

Wilcoxon, p=0.1394

0

10

20

30

Not Detected Detected

In
de

x

Index

0

50

100

150

200

250

Wilcoxon, p=0.7542

0

100

200

Not Detected Detected

In
de

x

Index

0

20

40

60

80

Wilcoxon, p=1.343e−07

0

25

50

75

Not Detected Detected

In
de

x

Index

0

100

200

300

400

Wilcoxon, p=0.6725

0

100

200

300

400

Not Detected Detected

In
de

x

ST
14

Index

0

50

100

150

200

0

50

100

150

200

Not Detected

In
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x

Index

0

250

500

750

1000

Wilcoxon, p=0.06337

0

250

500

750

1000

Not Detected Detected

In
de

x

Index

0

30

60

90

Wilcoxon, p=0.00867

0

30

60

90

120

Not Detected Detected

In
de

x

Index

0

500

1000

1500

2000

2500

Wilcoxon, p=0.02588

0

1000

2000

Not Detected Detected

In
de

x
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Slide Cancer Clone 1 Cancer Clone 2 Cancer Clone 3 Cancer Clone 5
ST

2

Index

0

10

20

30

40

Wilcoxon, p=0.1701

0

10

20

30

40

Not Detected Detected

In
de

x

Index

0

100

200

Wilcoxon, p=0.9724

0

100
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Not Detected Detected

In
de

x
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0

30

60

90

120

Wilcoxon, p=3.357e−07

0
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100

125

Not Detected Detected

In
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x
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0
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500
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1250

Wilcoxon, p=0.01956

0

500
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Not Detected Detected

In
de

x

ST
6

Index

0

10
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40

50

Wilcoxon, p=0.1719

0

20

40

Not Detected Detected
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x
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0

50
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150

Wilcoxon, p=0.3669

0

50

100
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Not Detected Detected

In
de

x
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0
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60

90

Wilcoxon, p=2.557e−07

0

30

60

90

120

Not Detected Detected

In
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x

Index

0

100

200

300

400

500

Wilcoxon, p=0.3369

0

100

200

300

400

500

Not Detected Detected
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x
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C.2.2 Treated STs (Non-responders)

Slide Cancer Clone 1 Cancer Clone 2 Cancer Clone 3 Cancer Clone 5

ST
8

Index

0

20

40

60

Wilcoxon, p=0.01959

0

20

40
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Wilcoxon, p=0.01016
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0
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C.2.3 Treated STs (Responders)
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Brewer, H. M. Kallio, G. Högnás, M. Annala, et al. The evolutionary history of lethal metastatic
prostate cancer. Nature, 520(7547):353–357, 2015.

[27] Z.-M. Zhao, B. Zhao, Y. Bai, A. Iamarino, S. G. Gaffney, J. Schlessinger, R. P. Lifton, D. L.
Rimm, and J. P. Townsend. Early and multiple origins of metastatic lineages within primary
tumors. Proceedinsgs of the National Academy of Sciences USA, 113(8):2140–2145, 2016.

[28] W.S. Hong, M. Shpak, and J.P. Townsend. Inferring the origin of metastases from cancer phy-
logenies. Cancer Research, 75(19):421–425, 2015.

[29] M. El-Kebir, G. Satas, and B.J Raphael. Inferring parsimonious migration histories for
metastatic cancers. Nature Genetics, 50(5):718–726, 2018.

[30] J.J. Quinn, M.G. Jones, R.A. Okimoto, S. Nanjo, M.M. Chan, N. Yosef, T. G. Bivona, and
J. S. Weissman. Single-cell lineages reveal the rates, routes, and drivers of metastasis in cancer
xenografts. Science, 371(6532):eabc1944, 2021.

[31] Gryte Satas, Simone Zaccaria, Geoffrey Mon, and Benjamin J Raphael. Scarlet: Single-cell tu-
mor phylogeny inference with copy-number constrained mutation losses. Cell Syst, 10(4):323–
332, Apr 2020.

[32] Katharina Jahn, Jack Kuipers, and Niko Beerenwinkel. Tree inference for single-cell data.
Genome biology, 17(1):86, 2016.

[33] Edith M Ross and Florian Markowetz. Onconem: inferring tumor evolution from single-cell
sequencing data. Genome biology, 17(1):69, 2016.

[34] Jochen Singer, Jack Kuipers, Katharina Jahn, and Niko Beerenwinkel. Single-cell mutation
identification via phylogenetic inference. Nature communications, 9(1):5144, 2018.

[35] Xuan Liu, Jason I. Griffiths, Isaac Bishara, Jiayi Liu, Andrea H. Bild, and Jeffrey T. Chang.
Phylogenetic inference from single-cell rna-seq data. Scientific Reports, 13(1):12854, 2023.

[36] Zilu Zhou, Bihui Xu, Andy Minn, and Nancy R. Zhang. Dendro: genetic heterogeneity profiling
and subclone detection by single-cell rna sequencing. Genome Biology, 21(1):10, 2020.

182
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nav3, a neuronal morphogenesis protein, cause intellectual disability, developmental delay, and
microcephaly. Communications Biology, 7(1):831, 2024.

[134] Olga Bugaeva, Pilvi Maliniemi, Wenche S. Prestvik, Eeva Leivo, Nicolas Kluger, Alexander
Salava, Sanna Virtanen, Kirsi Jäntti, Olli Saksela, Kaisa Lehti, and et al. Tumour suppressor
neuron navigator 3 and matrix metalloproteinase 14 are co-expressed in most melanomas but
downregulated in thick tumours. Acta Dermato-Venereologica, 103:adv00883, Mar. 2023.

[135] Laura Amicone, Francesca M Spagnoli, Gerald Späth, Silvia Giordano, Cristina Tommasini,
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