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Object appearances evolve overtime, which results in visually discernible changes in their

colors, shapes, sizes and materials. Humans are innately good at recognizing and understanding

the evolution of object states, which is also crucial for visual understanding across images and

videos. However, current vision models still struggle to capture and account for these subtle

changes to recognize the objects and underlying action causing the changes.

This thesis focuses on using compositional learning for recognition and generation of

attribute-object pairs. In the first part, we propose to disentangle visual features for object and at-

tributes, to generalize recognition for novel object-attribute pairs. Next, we extend this approach

to learn entirely unseen attribute-object pairs, by using semantic language priors, label smooth-

ing and propagation techniques. Further, we use object states for action recognition in videos

where subtle changes in object attributes and affordances help in identifying state-modifying and

context-transforming actions. All of these methods for decomposing and composing objects and



states generalize to unseen pairs and out-of-domain datasets for various compositional zero-shot

learning and action recognition tasks.

In the second part, we propose a new benchmark suite Chop & Learn for a novel task

of Compositional Image Generation as well as discuss the implications of these approaches for

other compositional tasks in images, videos, and beyond. We further extend insertion and edit-

ing of attributes of objects consistently across frames of videos, using off-the-shelf training free

architecture and discuss the future challenges and opportunities of compositionality for visual

understanding.
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1.1 Objects can evolve into different states: When we think about an apple, we imag-
ine the most common appearance of a red apple is shown on the left. However, an
apple can be green, chopped, sliced, peeled, caramelized, dried, baked or pureed.
Most of these states of an apple can be evolved by performing certain actions
during cooking process. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

2.1 Method illustration: Given an input image I of peeled apple, we use two
other images: (1) one with same object, different attribute Iobj - sliced apple,
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a novel architecture that takes I and Iattr, and extracts their visual similarity fea-
tures for peeled and visual dissimilarity features for orange. Similarly, using
I and Iobj, the visual similarity features for apple, and the dissimilarity features
for sliced can be extracted. We compose these primitive visual features to hal-
lucinate a seen pair peeled apple, and a novel unseen pair sliced orange
to be used for regularizing our embedding space. Note that this is a visualization
of embedding space composition, we do not generate images. . . . . . . . . . . . 12
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bedding wattr,obj, using loss Lcls. (3) Attribute Affinity Network and Object Affin-
ity Network, disentangles the same attribute and object from the pair of images
I, Iattr and I, Iobj respectively. Disentangled visual features for peeled (vattr)
and apple (vobj) are used along with word embeddings of attribute (wattr) and
objects (wobj), to compute Lattr and Lobj. (4) Using disentangled features, we
compose seen pair peeled apple (vattr, vobj) and unseen pair sliced orange
(v′attr, v

′
obj), for composition losses Lseen and Lunseen. . . . . . . . . . . . . . . . . 13
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2.3 (a) Attribute Affinity Module: We compute the cosine similarity between blocks
in f and fattr (S in Eq. 2.3), then apply row-wise and column-wise softmax (A and
A′), followed by a respective column-sum and row-sum to obtain m and mattr.
m represents regions where fattr is highly similar to f (hence, we reshape and
multiply m with fattr) and mattr represents regions where f is highly similar to
fattr (thus, mattr · f ). Similarly, S ′ represents the regions where feature fattr is not
similar to feature f (more details in Section 2.3.2). The last row shows real sam-
ples and generated attention maps overlayed on images. Give image ruffled
bag and ruffled flower, we show that attribute ruffle is highlighted in
the center mattr · f and m · fattr. Whereas, m′

obj · fattr shows the dissimilar regions
of Iattr w.r.t I . (b) Shows the three embedding spaces learnt with different losses.
Same notation is used as Figure 2.2. . . . . . . . . . . . . . . . . . . . . . . . . 17

2.4 Qualitative Results: We show the nearest neighbors using the hallucinated un-
seen composition features for MIT-states and UT-Zappos. Although, all the neigh-
bors are not correct (represented with red outline), they look very similar to true
class labels: (a) First row: pureed fruit, Second row: engraved coin, Third row:
huge tower. (b) We show top-3 predictions for images in VAW-CZSL. . . . . . . 28

2.5 We show the top 5 nearest neighbors using the hallucinated unseen composition
features for UT-Zappos. All the neighbors with correct labels are represented by
green, whereas incorrect ones are represented with red outline. . . . . . . . . . . 29

2.6 (a) Failure Cases: Shows the image pairs, f and fattr, and the similarity and
dissimilarity map overlayed (details in Sec 2.6). Moreover, we show for some
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ture attribute and object concepts separately. For instance, in clear lake and
clear sky, it is very difficult to distinguish lake and sky. Hence the similar-
ity and dissimilarity maps do not perform very well. Other examples are also
of failure cases where the overlayed similarity and dissimilarity maps do not
make sense. (b) Correct Examples: This shows some good examples, where
the similarity and dissimilarity maps capture the attibutes and objects correctly
for MIT-States. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

2.7 Correct Examples: We show the similarity and dissimilarity attention maps
overlayed on images for VAW-CZSL as well. To re-iterate, for images with fea-
tures f and fattr, mattr · f shows how the regions in f which are most similar to
fattr, and m · fattr shows the regions in fattr which are most similar to regions in f .
Lastly, m′

obj · fattr shows the regions of fattr which are most dissimilar to f . . . . . 30
2.8 We show the different networks used on top of word embeddings. Empirically

and following our intuition, Object-Conditioned network works best among the
three (rest two are Linear and MLP). (Sec 2.6) . . . . . . . . . . . . . . . . . . . 33

2.9 Qualitative results showing top 3 attributes and objects from test images, using
prototype disentangled features computed on training data. . . . . . . . . . . . . 36
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3.1 We propose a new task, Open Vocabulary-Compositional Zero-shot Learning
(OV-CZSL), that expands upon Compositional Zero-shot Learning (CZSL). CZSL
focuses on evaluating unseen compositions ripe lemon, peeled apple of
seen attributes (ripe, peeled) and seen objects (apple, lemon), using train-
ing samples (ripe apple,peeled lemon). The novel OV-CZSL is trained
with the same data as CZSL. However, it can be evaluated on unseen attributes
(sliced), objects (potato) and their unseen compositions. These unseen
compositions also include seen attribute-unseen object (peeled potato), un-
seen attribute-seen object (sliced lemon) and unseen attribute-unseen objects
(sliced potato). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

3.2 System Overview: ResNet18 [65] is used as visual feature extractor. Label Em-
bedder embeds the image feature vattr,obj along with BERT [31] textual feature
for the pair wattr,obj. Object-Attribute Disentanglement module separates visual
features into attributes and objects as vattr and vobj. Moreover, along with target
labels for attribute wattr, object wobj, and pair wattr,obj, we use neighbors for all of
these from the semantic embedding space (NA, NO and NAO respectively). We
use cosine similarity loss, along with novel Neighborhood expansion loss to solve
the task of OV-CZSL. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

3.3 Neighborhood Expansion Loss. In the pair embedding space, we embed visual
feature vattr,obj close to wattr,obj. Further, we use k = 5 neighbors of correct label
wattr,obj, and make their word embeddings closer to the visual embedding vattr,obj

as well. This gives our model the ability to generalize to unseen compositions. . . 48
3.4 Qualitative Results: We show results on MIT-States [76] for different sets, ex-

amples with top 3 predictions for an image. Most incorrect labels are also from
unseen compositions Y u, and although capture the attributes in the images, but
are not considered correct. Labels in green are the correct annotation. We also
observe redundancy in labels, such as row 1, column 2 blunt blade in A∗O.
Top prediction also includes blunt sword. All swords have blades. However,
having separate labels for these makes the task harder. . . . . . . . . . . . . . . . 57

3.5 Qualitative results for Cross-Dataset Nearest neighbors. (a) We show the 5
nearest neighbor images from VAW-CZSL [131, 147] dataset, using the compo-
sition features from model trained on MIT-states [76]. Similarly, (b) shows that if
model is trained on VAW-CZSL [131, 147], it’s nearest neighbors in feature space
for various unseen compositions make sense, when retrieved from MIT-sates [76]. 58

3.6 To show the impact of NEL, we cluster all attribute and object class labels for
MIT-States [76], and evaluate the accuracy for each cluster. These clusters have
both seen (ancient, new, young) and unseen (modern, old) concrete concepts, such
that each cluster has one abstract concept (time/age). Our model (OADis+NEL)
shows either same or improved performance for attributes and object clusters,
backing our hypothesis of NEL generalizes to unseen concrete concepts for the
similar abstract concepts. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66

4.1 Match the following: In the given set of image pairs, we show start→end trans-
formations in object states. Can you match the object states to an action, from list
given below, that likely induced those transformations? . . . . . . . . . . . . . . 70
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4.2 Our framework extracts start and end object states from the video. We use ResNet50 [65]
pre-trained on ImageNet [30] as our backbone network. We introduce a novel
framework to model object-transforming and context-transforming actions sep-
arately. The affinity amplifier is trained to learn what is similar between object
states and the differential amplifier captures the dissimilarities between the states. 73

4.3 The architectural details of the (a) Affinity Amplifier and (b) Differential Amplifier. 75
4.4 We show qualitative results for Epic-Kitchen 100 [26]. Objects are found us-

ing the same object detector as for our model. Among the shown actions, three
are object-transforming: empty, fill, open, and two are context-transforming ac-
tions: fold, wash. Here are the row-wise results explained for each action (left to
right):Row1: empty bowl, empty sink, empty pot, empty bottle Row2: fill kettle,
fill glass, fill bottle, fill cup, Row3: fold bag, fold dough, fold pack, fold bag,
Row4: open milk, open lid, open fridge, open microwave, Row5: wash spatula,
wash courgette, wash knife, wash plate . . . . . . . . . . . . . . . . . . . . . . . 85

4.5 We show qualitative results for MIT states [76]. There are only two common
classes cut and peel. Further, some of the objects are common with our training
transformation states. Hence we show seen and unseen object transformation sets
separately. We show top 5 predictions for each image pair. For seen transforma-
tions, we show results for Row1: cut chicken, cut lemon, cut meat, cut cheese
Row2: peel potato, peel garlic, peel banana, peel garlic, Row3:cut pear, cut
salmon, cut apple, cut beef, Row4: peel tomato, peel apple, peel orange, peel fruits. 86

4.6 We show qualitative results for YouCook2 [207]. We use oracle detector to
find bounding boxes for this dataset, besides using sparse ground truth bounding
box annotations. We show that our model generalizes on unseen object actions.
Among the shown actions, close, cut and peel are object-transforming actions
and add and mix are context-transforming actions. Here are the row-wise results
explained for each action (left to right): Row1:add salt, add onions (unseen),
add salt, ad egg yolk Row2: close pot, close cooker (unseen), close grill (un-
seen), close grinder, Row3: cut sandwich, cut spring onion, cut tofu, cut cabbage,
Row4: mix milk, mix meat, mix pepper(unseen), mix flour, Row5: peel avocado,
peel raddish, peel squid (unseen), peel carrot . . . . . . . . . . . . . . . . . . . 87

4.7 Compositional Action Recognition: training videos are used to recognize objects
along with transition from state1→ state2, to generalize on recognizing unseen
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5.1 We present Chop & Learn (ChopNLearn), a new dataset and benchmark suite
for the tasks of Compositional Image Generation and Compositional Action Recog-
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of unseen combinations of objects and states. (2) Action Recognition: training
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5.2 Left: We show examples of cutting styles from popular video datasets (VISOR [29]:
chop and peel potato, Youcook2 [207]: chop broccoli, peel radish), image dataset
(MIT-states [76]:slice pear, peel orange) and generation pipelines (DALL-E [139]:baton
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ture subtle differences in objects or do not have the granularity of specific cutting
styles. Center: Our 4 camera setup captures videos of one object in 4 different
views. Right: We capture 8 styles of object states, which can be derived in a
hierarchical manner from larger to small cuts. Each style is of different shape and
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7.2 InVi [149] inference pipeline: (a) Given a video and object bounding boxes, first,
we crop a region around the bounding box which is inpainted. (b) Next, we use
a ControlNet-based inpainting diffusion model to inpaint the cropped region in
the first frame. (c) To ensure temporal consistency when inpainting subsequent
frames, we employ the previous frame as an anchor image. This is achieved
by adapting the self-attention block of the denoising U-Net with extended atten-
tion. Specifically, we augment the Keys and Values of the current frame being
inpainted with those of the anchor frame, allowing for consistent appearance. Fi-
nally, the inpainted crop is seamlessly integrated back into the input video. . . . 132

7.3 Post-processing to remove flickering square artifacts. a) Background image. b)
Initial image generated from our pipeline. c) Zoomed-in view revealing artifacts
around the inserted object. d) A trimap is generated to facilitate seamless blend-
ing of the object into the background. e) Post-processed frame showcasing the
final result after blending the inserted object with the background. . . . . . . . . 135
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9.1 We show different uses of our dataset. The first column shows the raw images.
The second column shows basic Python based green screen removal techniques
on the dataset. The third column uses generated kitchen chopping board images
replacing the green screen using the segmented object pieces. The fourth column
shows results of training stable our benchmark SD+TI+FT model with the im-
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9.2 Video parsing graph: For a given video, we use Grad-CAM[152] on the inter-
mediate frames to identify and visualize the class activation maps correspond-
ing to the most salient states. Top: A training video clip has one transition of
orange from large cut→ small cut. Bottom: We can learn single tran-
sitions from training data, to generalize transitions in a long video with multiple
state changes and parse the video as a graph. . . . . . . . . . . . . . . . . . . . . 152

9.3 Intermediate object state generation: Textual conditioning is still limited to
sparse and independent frame generation. However, using a slider control for
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problem. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 153

9.4 Frame Interpolation: Dense frame interpolation with start and end frames is
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10.1 We show some of the misclassified actions from the test set for EK-55. The
action in green is the actual label for the pair, whereas our model predicts it
incorrectly shown in red. The first action is “ break stock” since there is water in
the pan, our model predicts it to be “fill” instead, next is “open avocado”, since
the avocado is split into two pieces, our model predicts as “cut”. Similarly “divide
tomato”, predicted as “close” and “fill box” predicted as “open”. This shows our
model works for actions that have clear distinct before and after states, which are
different from other action states. . . . . . . . . . . . . . . . . . . . . . . . . . . 163

10.2 Distribution of Dataset: This histogram shows the number of samples for train-
ing, validation and test set. Our dataset is long-tail distribution, as observed in
the graph. We show object-transforming and context-transforming actions with
different colors (orange and blue respectively). . . . . . . . . . . . . . . . . . . . 165

10.3 Our Pipeline uses object detector as a pre-processing step. We show that usually
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Chapter 1: Introduction

Knowing “what causes what” makes a big difference in how we act.

Judia Pearl

Objects in the real world can change appearances over time, i.e., changes in color, shape,

material, size, etc. The evolution of visually discernible properties, also referred to as states or

object attributes can sometimes takes few days (e.g. for a fruit can change it’s colors and texture

from raw to ripe states), or can happen in a matter of seconds (e.g. apple can be cut into slices).

Some examples of different object states are shown in Figure 1.1.

red apple

caramelized apple

green apple chopped apple sliced apple peeled apple

dried apple baked apple pureed apple

Figure 1.1: Objects can evolve into different states: When we think about an apple, we imagine the most
common appearance of a red apple is shown on the left. However, an apple can be green, chopped, sliced,
peeled, caramelized, dried, baked or pureed. Most of these states of an apple can be evolved by performing
certain actions during cooking process.

Humans inherently utilize causal reasoning over time to identify and comprehend these changes
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in objects, discerning the causes and effects of such transformations. This capability to recognize

subtle variances in object states is increasingly crucial in modern vision applications, underscor-

ing the importance of understanding the dynamics of object attributes. As Judea Pearl articulates

in his seminal work, The Art and Science of Cause and Effect, a profound comprehension of

actions necessitates an understanding of the causal factors that precipitate these actions.

In pursuit of generalizing our understanding to novel scenarios, we often employ a context-

driven, bottom-up approach to decipher the components of any scene or unfamiliar object. Draw-

ing inspiration from this causal framework, this thesis explores the compositionality of attributes

and objects in the construction of visual models, aiming to enhance the way computational sys-

tems interpret and interact with the evolving visual world.

This thesis is structured around two principal visual models utilized for the recognition

and generation of visual data. Part I introduces strategies for harnessing the compositionality of

attributes and objects to classify unseen pairings. Part II focuses on harnessing composition of

attribute object pairs in image generation and consistent insertion in videos. Problem setups for

each chapter and their key insights are mentioned below.

Part I: Attribute-Object Composition for Recognition

Object recognition and classification remain fundamental challenges in visual perception.

Despite significant advancements in supervised learning that have profoundly enhanced object

detectors, these models often fail to generalize to unfamiliar objects in varying contexts. Tradi-

tional approaches to object recognition and tracking frequently encounter difficulties in adapting

to new object states due to a lack of comprehensive training data that encompasses all conceivable
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states an object may assume. Similarly, many video analysis models do not adequately recog-

nize or adapt to subtle changes in object states, changes that are often the byproducts of specific

actions. In contrast, this thesis adopts a novel perspective by examining objects and their at-

tributes as additive, transferable functions that extend to previously unseen objects. Additionally,

we emphasize the importance of recognizing minute changes at a detailed level within objects.

Such granularity improves the capabilities of image recognition and video parsing models, thus

enhancing their ability to accurately interpret the underlying actions causing these changes.

Chapter 2 delves into the making generalizable models for object and attribute recogni-

tion. Attributes or states are seen as transferable properties that can apply across different ob-

jects—for example, both an apple and a pear can be chopped or peeled. The sheer diversity

and combinations of object-attributes present in the real world pose a significant challenge for

annotating all possible attributes for all objects, which is necessary for training effective object

detectors and recognition models. To address this, prior research has employed compositional

learning, which involves using existing knowledge of attributes and object concepts to recognize

new attribute-object compositions. Datasets such as MIT-States [76] and UT-Zappos [195] are

frequently utilized to explore these dynamics, focusing on joint attribute-object recognition for

a diverse, albeit limited, array of objects and attributes. These studies predominantly leverage

linguistic embeddings of attributes and objects, which are beneficial because they (1) provide

a distinct separation between attribute and object within the embedding space, and (2) contain

inherent semantic knowledge about similar objects and attributes, aiding in their composition.

However, unlike linguistic embeddings, distinguishing between object and attribute within visual

embedding spaces poses considerable challenges.

In Chapter 2, we demonstrate our approach’s ability to disentangle objects and attributes
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within the visual feature space [147]. This capability is crucial for conceptualizing novel, com-

plex concepts and for enhancing the accuracy and robustness of object-attribute recognition mod-

els in Compositional Zero-Shot Learning (CZSL). Through comprehensive experimentation, we

illustrate the superiority of our method over previous approaches across three distinct bench-

marks. Additionally, we introduce a new benchmark tailored for the CZSL task featuring images

of objects in natural settings. This benchmark is designed to facilitate a deeper understanding of

more complex scenes, showcasing the practical applications and effectiveness of our methodol-

ogy in recognizing diverse object-attribute compositions in the wild.

So far, we are equipped to distinctively isolate and analyze the visual features of objects and

attributes, enabling the composition and recognition of unseen object-attribute pairs. However,

the framework of compositional zero-shot learning (CZSL) inherently assumes that all attributes

and objects have been encountered at least once during the training phase, with the model subse-

quently tested on novel combinations of these previously observed attributes and objects. While

this scenario effectively assesses a model’s capacity for compositional generalization, it falls

short of practicality, as it does not account for the simultaneous occurrence of entirely unseen

attributes, objects, and their combinations—a dilemma that remains unresolved within the field.

In Chapter 3, we introduce a novel task, termed Open Vocabulary-Compositional Zero-

shot Learning (OV-CZSL), designed to tackle these complex challenges concurrently [150]. This

task extends the traditional CZSL framework to not only include unseen combinations of known

attributes and objects but also to encompass attributes and objects that have never been observed

before. This approach allows for a more comprehensive evaluation of a model’s generalization

capabilities across completely novel scenarios. To achieve this, we integrate language priors

to broaden the conceptual reach of existing CZSL methodologies, supplemented by advanced
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techniques such as label smoothing and propagation to formulate a new training loss paradigm.

We introduce the Neighborhood Expansion Loss (NEL), which leverages the relationships among

seen and unseen attributes, objects, and their compositions. The NEL is designed to bridge the

gap between known and unknown entities, facilitating the recognition of entirely new object-

attribute pairs. This innovative approach not only enhances the robustness and flexibility of

CZSL models but also sets a precedent for future explorations into the recognition of uncharted

visual phenomena.

Expanding our focus beyond static images, the subsequent Chapter 4 delves into the signif-

icance of attributes and the dynamic evolution of object states within visual understanding tasks,

particularly evident in video contexts. As previously highlighted, objects can undergo rapid trans-

formations, altering their state within seconds, as commonly observed in cooking videos where

actions such as chopping transform whole items into pieces, contributing to a larger goal like

salad preparation. The ability to recognize these actions or to identify changes within the scene

or object are fundamentally interconnected; understanding one aspect inherently enhances com-

prehension of the other.

While the majority of prior research in action recognition has adopted a conventional ap-

proach [11, 17, 189, 201, 205], focusing on detecting actions through the analysis of multiple

frames and temporal modeling, these studies often overlook the explicit examination of changes

in object states. In contrast, our approach places a significant emphasis on these frequently disre-

garded yet critical object states and the actions that precipitate their transformation. Utilizing our

object and attribute recognition frameworks, we demonstrate in Chapter 4 that recognizing just

two object states can effectively reveal the underlying object-transforming actions. However, it’s

important to note that not all actions result in changes to object states; some actions primarily
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alter the scene rather than the objects themselves, such as moving an object from one location to

another or adding an ingredient to a dish.

Our method [146] employs object and attribute manipulation modules that adeptly capture

the subtle nuances between different object states and the contextual changes within the scene.

This approach allows for a comprehensive analysis that encompasses both object and context-

transforming actions. The results are demonstrated through a compositional action classification

task, where a limited number of objects are observed during training, yet the system is capable

of recognizing actions involving unseen objects. Furthermore, we extend our findings to out-

of-domain datasets, illustrating robust generalization capabilities. Additionally, we introduce a

newly proposed benchmark split Chop & Learn [148], for granular actions, to showcase promis-

ing advancements towards achieving generalizable abilities and enhancing long-term video un-

derstanding through compositional action recognition. With this, Part I concludes, primarily

exploring the recognition and generalization of unseen compositions of attributes and objects in

both images and videos.

Part II: Attribute-Object Composition for Generation

In the second part of this thesis, we delve into the utilization of compositionality in im-

age and video generative applications. Over the past few years, Generative AI has experienced

a remarkable surge, highlighting its vast potential and the growing emphasis on creating new,

unseen scenarios. This section examines the influence of fine-grained attributes on the generation

of novel objects.

In Chapter 5, we initially explore the concept of compositional generalization, which is
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defined as the ability to synthesize and recognize new combinations from a finite set of observed

object states. The current suite of datasets either lacks detailed annotations for object states or suf-

ficient data to examine how these states evolve under various conditions. Consequently, assessing

the compositional generalizability of models across different tasks continues to be a challenging

issue. To address this, we introduce a new dataset, Chop & Learn (ChopNLearn) [148], specif-

ically designed to facilitate the study of compositional generalization—the capability to recog-

nize and generate unseen compositions of objects in varied states. Our investigation focuses on

a ubiquitous task: the cutting of fruits and vegetables. By employing different cutting styles,

these objects undergo distinctive transformations, resulting in states that are readily identifiable

by humans. Our aim is to explore how these varied styles can be adapted across a diverse range

of objects to recognize unseen object states. More precisely, we have selected twenty objects

and seven commonly used cutting styles (including the whole object), resulting in pairs of object

states with varying granularity and dimensions. We have compiled videos of these objects from

four different viewpoints, with each video labeled to identify various object states. Each cutting

style uniquely alters the visual appearance of the objects.

To gain a deeper insight into object transformations and to assess our understanding of appear-

ance changes, we introduce an innovative benchmark task in Chapter 6: Compositional Image

Generation [148] is designed specifically for generating unseen compositions. The goal of this

task is to create an image from a combination of object and state that the model has not previously

encountered during training. For instance, if the training phase involved a generative model learn-

ing from images of an (apple, whole) and an (orange, round slices), during testing, the

model is tasked with synthesizing a novel composition such as an (apple, round slices).

To achieve this, we plan to leverage large-scale text-to-image generative models, utilizing text
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prompts to denote the object-state combinations. We evaluate several existing methodologies

including Stable Diffusion [142], Textual Inversion [46], and DreamBooth [144]. Furthermore,

we introduce a novel approach that involves creating new tokens for objects and states and con-

currently fine-tuning both language and diffusion models. Finally, we critically discuss the chal-

lenges and limitations encountered in previous studies as well as those faced by our proposed

generative model, supported by a thorough evaluation.

Thus far, we have explored the generation of new compositions of attributes and objects

within images. Yet, when dealing with videos, a different challenge arises: the need to consis-

tently edit and modify the attributes of objects across multiple frames. In Chapter 7, we inves-

tigate the insertion and editing of object attributes in videos, employing training-free pipelines

from text-to-image models. We introduce InVi, a novel approach that facilitates the insertion or

replacement of objects within videos (commonly known as inpainting) utilizing readily available,

text-to-image latent diffusion models. InVi is designed for precise manipulation of objects and

their attributes, ensuring they are seamlessly integrated into the existing video background. This

method diverges from traditional video editing techniques, which typically focus on extensive

re-styling or complete scene transformations.

To accomplish our objectives, we address two primary challenges. First, to achieve high-

quality control and blending, we implement a two-step process that involves inpainting and then

matching. The procedure starts by introducing the object with new attributes into a single frame

via a ControlNet-based [202] inpainting [142] diffusion model. Subsequent frames are then gen-

erated, conditioned on features from the initially inpainted frame, which serves as an anchor to

bridge the domain gap between the background and the object. Second, to maintain temporal

coherence, we adapt the diffusion model’s self-attention layers into extended-attention layers.
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The features of the anchor frame act as keys and values in these layers, fostering consistency

throughout the video. This approach negates the necessity for video-specific fine-tuning, offering

an efficient and flexible solution. Experimental results validate that InVi [149] excels in achieving

realistic object insertion, with effective blending and temporal coherence that surpasses existing

methods.

In conclusion (chapter 8), we summarize our contributions, discuss potential future re-

search directions it facilitates, and situate our work within the rapidly evolving landscape of

Visual Understanding domains of Recognition and Generation.
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Part I: Object-Attribute Composition for Recognition
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Chapter 2: Disentangling Visual Embeddings for Attributes and Objects

2.1 Introduction

Objects in the real world can appear with different properties, i.e., different color, shape,

material, etc. For instance, an apple can be red or green, cut or peeled, raw or ripe, and even

dirty or clean. Understanding object properties can greatly benefit various applications, e.g.,

robust object detection [10, 37, 38, 89], human object interaction [82, 155, 183], and activity

recognition [5, 8, 9, 39, 43, 108]. Since the total number of possible attribute-object pairs in the

real world is prohibitively large, it is impractical to collect image examples and train multiple

classifiers. Prior works proposed compositional learning, i.e., learning to compose knowledge of

known attributes and object concepts to recognize a new attribute-object composition. Datasets

such as MIT-States [76] and UT-Zappos [195] are commonly used to study this task, with joint

attribute-object recognition for a diverse, yet limited set of objects and attributes. Compositional

learning refers to combining simple primitive concepts to understand a complex concept. This

idea dates back to Recognition and Composition theory by Biederman [12], and early work in the

visual domain by Hoffman [72], which proposed recognition by parts for pose estimation. Prior

works explore compositionality to a certain degree, e.g., via feature sharing and shared embed-

dings space. Among them, most works use linguistically inspired losses to separate attributes and

objects in the shared embedding space, then use that primitive knowledge to compose new com-
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Figure 2.1: Method illustration: Given an input image I of peeled apple, we use two other images:
(1) one with same object, different attribute Iobj - sliced apple, (2) one with same attribute, different
object Iattr - peeled orange. We propose a novel architecture that takes I and Iattr, and extracts their
visual similarity features for peeled and visual dissimilarity features for orange. Similarly, using I and
Iobj, the visual similarity features for apple, and the dissimilarity features for sliced can be extracted.
We compose these primitive visual features to hallucinate a seen pair peeled apple, and a novel unseen
pair sliced orange to be used for regularizing our embedding space. Note that this is a visualization
of embedding space composition, we do not generate images.

plex pairs. Using linguistic embeddings is helpful since: (1) there is a clear distinction between

attribute and object in the embedding space, and (2) these embeddings already contain semantic

knowledge of similar objects and attributes, which is helpful for composition. However, unlike

word embedding, it is difficult to discriminate the object and attribute in the visual embedding

space.

This is due to the fact that image feature extractor is usually pre-trained for object classi-

fication, often along with image augmentation (e.g., color jitter) that tends to produce attribute-

invariant image representation, thus does not learn objects and attributes separately. In this chap-

ter [147], we propose a new direction that focuses on visual cues, instead of using linguistic cues
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Figure 2.2: System Overview: Given an image I , for peeled apple, we consider two images:, one with
same object: Iobj, sliced apple, and one with same attribute, Iattr peeled orange. (1) The Object-
Conditioned Network composes pair word embedding, using GloVe word embeddings for labels. (2) Label
Embedder uses the image I and embeds visual feature vattr,obj along with word embedding wattr,obj, using
loss Lcls. (3) Attribute Affinity Network and Object Affinity Network, disentangles the same attribute and
object from the pair of images I, Iattr and I, Iobj respectively. Disentangled visual features for peeled
(vattr) and apple (vobj) are used along with word embeddings of attribute (wattr) and objects (wobj), to
computeLattr andLobj. (4) Using disentangled features, we compose seen pair peeled apple (vattr, vobj)
and unseen pair sliced orange (v′attr, v

′
obj), for composition losses Lseen and Lunseen.

explicitly for novel compositions.

Analogous to linguistic embedding, our work focuses on disentangling attribute and object

in the visual space. Our method, Object Attribute Disentanglement (OADis), learns distinct and

independent visual embeddings for peeled and apple from the visual feature of peeled

apple. As shown in Figure 2.1, for image I of peeled apple, we use two other images:

one with same object and different attribute Iobj (e.g., sliced apple), and one with same

attribute and different object Iattr (e.g., peeled orange). OADis takes I and Iobj and learns

the similarity (apple) and dissimilarity (sliced) of the second image with respect to the first

one. Similarly, using I and Iattr, the commonality between them (peeled) and the left out

dissimilarity (orange) can also be extracted. Further, composition of these extracted visual

primitives are used to hallucinate seen and unseen pair, peeled apple and sliced orange

respectively.

For compositional learning, it is necessary to decompose first before composing new un-

13



seen attribute-object pairs. As humans, we have the ability to imagine an unseen complex concept

using previous knowledge of its primitive concepts. For example, if someone has seen a clown

and a unicycle, they can imagine clown on a unicycle even if they have never seen this

combination in real life [45, 128]. This quality of imagination is the basis of various works such

as GANs [24], CLIP [138] and DALL-E [139]. However, these works rely on larger datasets

and high computation power for training. We study this idea of imagination for a smaller setup

by composing newer complex concepts using disentangled attributes and object visual features.

Our work focuses on answering the question, can there be visual embedding of peeled and

apple, disentangled separately from visual feature of peeled apple? Our contributions are

as follows:

• We propose a novel approach, OADis, to disentangle attribute and object visual features, where

visual embedding for peeled is distinct and independent of embedding for apple.

• We compose unseen pairs in the visual space using the disentangled features. Following Com-

positional Zero-shot Learning (CZSL) setup, we show competitive improvement over prior

works on standard datasets [76, 195].

• We propose a new large-scale benchmark for CZSL using an existing attribute dataset VAW [131],

and show that OADis outperforms existing baselines.

2.2 Related Work

Visual Attributes. Visual attributes have been studied widely to understand visual properties

and low-level semantics of objects. These attributes help further improve on various downstream

tasks such as object detection [10, 22, 37, 38, 89, 115], action recognition [5, 8, 9, 39, 43, 108],
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image captioning [87, 124], and zero-shot and semi-supervised classification [7, 20, 22, 91, 121,

125, 157]. Similar to multi-class classification for objects, initial work for attribute understanding

used discriminative models [89, 127], without understanding attributes. Other works [18, 37,

75, 105] explored the relation between the same attributes and different objects, to learn visual

attributes. Particularly, disentangling object features from attribute features are explored in [42,

44]. Although, these works use clustering and probabilistic models to learn the attributes of

objects.

Compositional Zero-shot Learning. Concept of compositional learning was first introduced

in Recognition by Parts [72]. Initially, [114] employed this concept for objects and attributes.

Unlike zero-shot learning (ZSL), CZSL requires the model to learn to compose unseen concepts

from already learned primitive components. [18, 114] proposed separate classifiers for primitive

components, and merged all into a final classifier. Most prior works use linguistically inspired

auxiliary loss terms to regularize training for embedding space, such as: [119] models attributes

as a linear transformation of objects, [95] uses rules of symmetry for understanding states, and

[191] learns composition and decomposition of attributes hierarchically. Another set of studies

uses language priors to learn unseen attribute-object pairs, either in feature space or with mul-

tiple networks [102, 135, 181]. Other recent works use graph structure to leverage information

transfer between seen to unseen pairs using Graph Convolutional Networks [106, 118], and [187]

uses key-query based attention, along with modular network with message passing for learning

relation between primitive concepts.
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2.3 Object Attribute Disentanglement (OADis)

Contrary to prior works [95, 118, 119, 191], we explicitly focus on separating attributes and

object features in the visual space. More precisely, TMN [135] uses word embeddings to generate

attention layers to probe image features corresponding to a given pair, GraphEmbedding [118]

exploits the dependency between word embeddings of the labels, and HiDC [191] mainly uses

word embeddings to compose novel pairs and generate more examples for their triplet loss. To the

best of our knowledge, none of the existing works have explored visual feature disentanglement

of attributes and objects. We hypothesize that attribute and object visual features can be separated

when considering visual feature similarities and differences between image pairs. Composing

these disentangled elements help regularize the common embedding space to improve recognition

performance. More concretely, we take cues from [42] and [114, 191], to learn to compose unseen

attribute-object pairs leveraging visual attributes based on auxiliary losses.

2.3.1 Task Formulation

We follow the conventional Compositional Zero-shot Learning (CZSL) setup, where dis-

tinct attribute-object compositions are used at training and testing. Each image I is labeled

with y = yattr,obj ∈ Y , where yattr and yobj are respectively the attribute and object label. The

dataset is divided into two parts, seen pairs ys ∈ Y s and unseen pairs yu ∈ Y u, such that

Y = Y s ∪ Y u, Y s ∩ Y u = ∅. Although yu = yattr,obj ∈ Y u consists of attribute yattr and object

yobj that are never seen together in training, they are separately seen. We employ the Gener-

alized CZSL setup defined in [135], which has seen Y s and unseen pairs Y u in the validation

and test sets as detailed in Table 2.1. As shown in Figure 2.2, for image I , with label peeled
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Figure 2.3: (a) Attribute Affinity Module: We compute the cosine similarity between blocks in f and fattr
(S in Eq. 2.3), then apply row-wise and column-wise softmax (A andA′), followed by a respective column-
sum and row-sum to obtain m and mattr. m represents regions where fattr is highly similar to f (hence,
we reshape and multiply m with fattr) and mattr represents regions where f is highly similar to fattr (thus,
mattr · f ). Similarly, S′ represents the regions where feature fattr is not similar to feature f (more details
in Section 2.3.2). The last row shows real samples and generated attention maps overlayed on images.
Give image ruffled bag and ruffled flower, we show that attribute ruffle is highlighted in the
center mattr · f and m · fattr. Whereas, m′

obj · fattr shows the dissimilar regions of Iattr w.r.t I . (b) Shows
the three embedding spaces learnt with different losses. Same notation is used as Figure 2.2.

apple, we choose two additional images: one with same object and different attribute Iobj (e.g.,

sliced apple), and another image with same attribute and different object Iattr (e.g., peeled

orange). Note that the subscript of image symbol, e.g., attr in Iattr, shows similarity with I ,

whereas superscript denotes seen and unseen sets.

2.3.2 Disentangling Visual Features

We extract image and label embedding features from pre-trained networks (ResNet [65]

and GloVe [129]). As seen in Figure 2.2, we use Image Encoder (IE) and Object Conditioned

Network (OCN), for image and word embedding features respectively. Similar to [119], we

use Label Embedder (LE) as an additional FC-Layer for the image feature. LE and OCN learn
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image and word embeddings and embed those in a common pair embedding space. Next, visual

similarity between I and Iobj is computed using Object Affinity Network, which extracts visual

features for object, vobj. Whatever is not similar is considered dissimilar. Hence, visual features

of Iobj that are least similar to visual features of I are considered as the attribute feature v′attr in

Iobj, which is sliced in this example. Similarly, Attribute Affinity Network takes I and Iattr, and

extracts visual similarity feature vattr for peeled, and dissimilar visual features of Iattr, as object

feature v′obj for orange. The disentangled features are then used to compose seen and unseen

pairs. We discuss the details in the following sections:

Image Encoder (IE). We use the second last layer before AveragePool of an ImageNet-pretrained

ResNet-18 [30, 65] to extract features for all images. IE is a single convolutional layer that is

shared across images I , Iattr and Iobj to generate their image features, represented as f , fattr and

fobj respectively, where each f ∈ Rn×49 and n is the output dimension of IE.

Label Embedder (LE). Inspired by [119], our LE inputs spatial feature from ResNet [65], Av-

eragePools and passes through a linear layer to extract final feature vattr,obj for pair embedding,

which has same dimension as the word embedding final feature wattr,obj, extracted from Object

Conditioned Network (OCN) (Figure 2.2). This is the main branch, and is used for input image I

only.

Object Conditioned Network (OCN). This takes word embeddings of attribute embattr and ob-

ject embobj, concatenates the features and passes through multiple layers. Object-conditioned is

named because a residual connection for the object feature is concatenated with the final attribute

feature, and the output feature is wattr,obj ∈ Y . We discuss the motivation for this in Section 2.6.

Cosine Classifier (CosCls). Analogous to compatibility function used in [106, 118], we use
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cross-entropy along with cosine similarity to get the final score for each pair. For visual features

vattr,obj (from LE), and composed word embeddings wattr,obj (from OCN), CosCls provides logits

for an image I . For instance, let us assume v : X → Z and w : Y → Z. Z is the common

embedding space for word embeddings w and visual embeddings v. Then classifier unit CosCls

gives the score for label y ∈ Y s is C:

h(v, w) = cos(v, w) = δ · vTw

∥v∥ ∥w∥
(2.1)

C(v, w) =
eh(v,w)∑

y∈Y s eh(v,y)
(2.2)

where δ is the temperature variable. Each loss function uses same CosCls score evaluator, with

different inputs.

Object and Attribute Similarity Modules. Our main contribution is the proposed affinity mod-

ules and compositional losses. Inspired by image captioning [19, 92, 94], OADis uses image

similarities and differences to identify visual features corresponding to attributes and objects.

Object Affinity Network (OAN) uses f and fobj, whereas Attribute Affinity Network (AAN) uses f

and fattr. For brevity, we explain the AAN, while the OAN follows the same architecture. Re-

minded that both f and fattr ∈ Rn×49.

Similar to [186], which computes attention between word concepts with corresponding

visual blocks, we compute attention between two images I and Iattr. Since both images have the

same attribute, i.e., peeled, our affinity network learns visual similarity between the images,

which represents the attribute. Similarity matrix S is the cosine similarity between f and fattr,

such that S ∈ R49×49 as:

S =
fTfattr

∥f∥2 ∥fattr∥2
(2.3)
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where element sij represents the similarity between ith element of f with j th element of fattr.

Moreover, let si∗ and s∗j represent the ith row and j th column of S respectively. Then, si∗ captures

the similarity of all the elements in fattr with respect to ith element of f . To know the most similar

element among fattr with respect to ith element of f , we can take a row-wise softmax over S.

Similarly, for j th element of fattr, column s∗j represents the similarity with all the elements of f .

Using a column-wise softmax, we can interpret the most similar and least similar element of f

with respect to j th element of fattr, as shown in Figure 2.3. Therefore, by applying column-wise

and row-wise softmax, we get two matrices, A and A′ (A,A′ ∈ Rd×d, d = 49),

Ai =
eλsi∗∑d
j=1 e

λsij
and A′

j =
eλs∗j∑d
i=1 e

λsij
, (2.4)

where λ is the inverse temperature parameter. We compute row and column sum for A and A′

respectively, to get final similarity maps, m and mattr,

mj =
d∑

i=1

Aij and mattri =
d∑

j=1

A′
ij. (2.5)

Similarly, the difference between these two images f and fattr is the object label, yobj.

Hence, we use the negative of S as the image difference, denoted as S ′. Then, difference of fattr

with respect to f would be row-wise softmax of difference matrix, denoted by D. Hence, by

performing column-sum over D, we get difference map, m′
obj,

Dj =
eγs

′
∗j∑d

i=1 e
γs′ij

and m′
obji

=
d∑

j=1

Dij. (2.6)

The final disentangled features for attribute vattr and object v′obj, for both AAN and OAN, can be
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computed as:

vattr = m · fattr +mattr · f and v′obj = m′
obj · fattr

vobj = m · fobj +mobj · f and v′attr = m′
attr · fobj.

(2.7)

More details using a toy example can be seen in Figure 2.3. Using concatenation of vattr and vobj

along with a single Linear layer, composes the pair peeled apple, represented by (vattr, vobj).

Similarly, the disentangled visual features v′attr and v′obj, are used to compose unseen pair sliced

orange, and is represented as (v′attr, v
′
obj).

2.3.3 Embedding Space Learning objectives

As shown in Figure 2.3b, we learn three embedding spaces: (1) attributes space, (2) object

space, and (3) attribute-object pair space. The attribute and object spaces are used for disentan-

gling the two, whereas pair embedding is used for final pair composition and inference. OADis

has separate loss functions for disentangling and composing. All loss functions are expressed in

terms of CosCls defined previously.

The loss function for main branch, Lcls uses combined visual feature vattr,obj from LE and

word embedding feature wattr,obj from OCN. Lcls is used for the pair embedding space. Similarly,

Lattr andLobj are used to learn the visual attribute and object feature, in their respective embedding

spaces. Lattr pushes the visual feature of attribute, closer to the word embedding. Lobj does the

same for objects in object embedding space Figure 2.3b. These losses cover the concept of

disentanglement, and can be represented as:
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Lcls = C(vattr,obj, wattr,obj)

Lattr = C(vattr, wattr); Lobj = C(vobj, wobj)

(2.8)

For composition, we use Lseen and Lunseen. Among the images seen (I , Iattr, and Iobj), disen-

tangled features vobj and vattr, composes the same pair as (vattr, vobj), which we refer to as the seen

composition. Note that (vattr, vobj) is different from vattr,obj, as the former is hallucinated feature

with combination of disentangled attribute and object visual features, and latter is the combined

visual feature extracted with LE. Here, we use Lseen loss which takes the composition of disen-

tangled features and learns to put the composition closer to wattr,obj. Moreover, the dissimilarity

aspect from OAN and AAN extracts v′attr and v′obj, which composes an unseen pair (v′attr, v
′
obj). We

use Lunseen as unseen loss since the hallucinated composition is never seen among I , Iattr, and

Iobj.

Lseen = C((vattr, vobj), wattr,obj)

Lunseen = C((v′attr, v
′
obj), w

′
attr,obj)

(2.9)

The combined loss function L is minimized over all the training images, to train OADis end-to-

end. The weights for each loss (α) are empirically computed:

L = Lcls + α1Lattr + α2Lobj + α3Lseen + α4Lunseen.
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Table 2.1: Dataset Details: This table shows the statistics for different datasets and their splits. The
proposed VAW-CZSL benchmark significantly increases the number of attributes and objects.

Train set Val set Test set

Datasets: Attr. Obj. Seen Pairs. # Images Seen Pairs Unseen Pairs # Images Seen Pairs Unseen Pairs # Images

MIT-States [76] 115 245 1262 30338 300 300 10420 400 400 12995
UT-Zappos [195] 16 12 83 22998 15 15 3214 18 18 2914
VAW-CZSL [131] 440 541 11175 72203 2121 2322 9524 2449 2470 10856

2.4 Experimental Setup

2.4.1 Dataset

We show results on three datasets: MIT-states [76], UT-Zappos [195], and a new bench-

mark for evaluating CZSL on images of objects in-the-wild, referred as VAW-CZSL. VAW-CZSL

is created based on images with object and attribute labels from the VAW dataset [131]. Both

MIT-states [76] and UT-Zappos [195] are common datasets used for this task in previous studies.

MIT-states covers wide range of objects (i.e., laptop, fruits, fish, room, etc.) and attributes (i.e.,

mossy, dirty, raw, etc.), whereas UT-zappos has fewer objects (i.e., shoes type: boots, slippers,

sandals) and fine-grained attributes (i.e., leather, fur, etc.).

2.4.2 Evaluation

We use Generalized CZSL setup, defined in [135], with dataset statistics presented in Ta-

ble 2.1. As observed in prior works [118, 135], a model trained on a set of labels Y s, does not

generalize well on unseen pairs Y u. Therefore, [118, 135] use a scalar term for overcoming the

negative bias for unseen pairs. We use the same evaluation protocol, which computes Area Under

the Curve (AUC) (in %) between the accuracy on seen and unseen compositions with different
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bias terms [135]. Larger bias term leads to better results for unseen pairs whereas smaller bias

leads to better results for seen pairs. Harmonic mean is reported, to balance the bias. We also

report the attribute and object accuracy for unseen pairs, to show improvement due to visual dis-

entanglement of features. Our new benchmark subset for VAW [131], follows the similar split as

other datasets. In addition, we conduct all experiments with image augmentation for all methods

(discussed in Section 2.6).

2.4.3 Implementation Details

Following baselines, we use ResNet18 [65] pre-trained on Imagenet [30] as backbone fea-

ture extractor. Since, proposed auxiliary losses leverage image features, we use a single con-

volutional layer with Batch Normalization, ReLU and dropout for Image embedder with output

dimension 1024 and dropout as 0.3. Note that we extract ResNet features before average pool.

For word embeddings, we initialize with GLoVe [129]. Object Conditioned network, uses multi-

ple linear layers, first for objects and attributes separately, then for concatenated features. Label

embedder takes 1024-d feature, performs AveragePool and finally embeds in a 300-d space. Each

loss uses compatibility function, i.e. cosine similarity, followed by cross-entropy loss over the

compatibility function. Object similarity and attribute similarity modules also use two linear

layers with dropout 0.05. On UT-Zappos, because the dataset is very small, we find using a

linear layer (a smaller and simpler module than OCN) with dropout 0.1 results in better perfor-

mance. We use Adam optimizer with weight decay 5e−5, and learning rate 2.5e−6 for the GLoVe

embedding. The learning rate for the rest of the model is 3e−4 on MIT-States, and 1e−4 on UT-

Zappos and VAW-CZSL. We decay the learning rate by 10 at epoch 30 and 40 on MIT-States, at
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epoch 50 on UT-Zappos, and at epoch 70 on VAW-CZSL. OADis needs to be trained for 70-150

epochs depending on the dataset, and training time is comparable with other methods (5-7 hours).

2.5 Results

2.5.1 Quantitative Results

2.5.1.1 Baselines

We compare with related recent and prominent prior works: AttrOp [119], LabelEm-

bed+ [119], TMN [135], Symnet [95], CompCos [106] and GraphEmb [118]. We do not compare

with BMP [187], since it uses the concatenation of features from all four ResNet blocks (960-

d features), resulting in higher input features and the number of network parameters than all

other setups. Moreover, GraphEmb [118] is state-of-the-art; hence, comparing with that makes

our work comparable to other baselines that [118] already outperforms. To be consistent, we

state the performance of all models (including GraphEmb [118]) using frozen backbone ResNet

without fine-tuning the image features, and using GloVe [129] for the object and attribute word

embeddings. Before passing through backbone, training images are augmented with horizontal

flip and random crop. Compared to other baselines, OADis uses convolutional features rather

than AvgPooled, since it is easier to segregate visual features in the spatial domain for attributes

and objects. Moreover, other studies [106, 118] have also used additional FC layers on top of IE,

which we argue makes it fair for us to use pre-pooled features for OADis.
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2.5.1.2 Results on MIT-States

MIT-states has considerable label noise [7], but still is a standard dataset for this task.

We show significant improvement on this dataset (reported in Table 2.2), from previous state-

of-the-art GraphEmb, which has 7.2 Val AUC and 5.3 Test AUC. Note that we do not report

GraphEmb results with fine-tuning backbone, as we find it incomparable with other baselines that

did not incorporate fine-tuning as part of their proposed methods. Overall, our model performs

significantly better than GraphEmb on all metrics.

2.5.1.3 Results on UT-Zappos

Similar improvement trends hold for UT-Zapopos as well (see Table 2.2). Although, as

explained for GraphEmb, it is difficult to balance the best performance for Val and Test set in this

dataset. The problem is that 7/36 (∼20%) attributes in Test set do not appear in Val set. Hence,

improving Val set AUC, does not necessarily improve Test AUC for UT-Zappos. Similar trend

can be seen for other baselines: CompCos has best Val AUC, but does not perform well on Test

set, compared to TMN and Symnet. Even GraphEmb in their final table show the frozen backbone

network has much lower performance than TMN. However, OADis performs well on UT-Zappos

overall, with ∼4.0 improvement for Val and Test AUC, HM, unseen and object accuracy.

2.5.1.4 Results on VAW-CZSL

Our model performs well on VAW-CZSL, and is consistently better than other methods

across almost all metrics. As shown in Table 2.1, VAW-CZSL has ∼6-8 times more pairs in each

split than MIT-States, which shows how challenging the benchmark is. Due to top-1 AUC being
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Table 2.2: We show results on MIT-states [76] and UT-Zappos [195]. Following [118, 135], we use AUC
in % between seen and unseen compositions with different bias terms, along with Val, Test, attribute
and object accuracy. HM is Harmonic Mean. OADis consistently outperforms on most categories with
significant increment.

MIT-States UT-Zappos

Model Val@1 Test@1 HM Seen Unseen Attribute Object Val@1 Test@1 HM Seen Unseen Attribute Object

AttrOp 2.5 2.0 10.7 16.6 18.4 22.9 24.7 29.9 22.8 38.1 55.5 54.4 38.6 70.0
LabelEmbed+ 3.5 2.3 11.5 16.2 21.2 25.6 27.5 35.5 22.6 37.7 53.3 58.6 40.9 69.1
TMN 3.3 2.6 11.8 22.7 17.1 21.3 24.2 35.9 28.4 44.0 58.2 58.0 40.8 68.4
Symnet 4.5 3.4 13.8 24.8 20.0 26.1 25.7 27.4 27.7 42.5 56.7 61.6 44.0 70.6
CompCos 6.9 4.8 16.9 26.9 24.5 28.3 31.9 40.8 26.9 41.1 57.7 62.8 43.3 73.0
GraphEmb 7.2 5.3 18.1 28.9 25.0 27.2 32.5 33.9 24.7 38.9 58.8 61.0 44.0 72.6

OADis 7.6 5.9 18.9 31.1 25.6 28.4 33.2 40.8 30.0 44.4 59.5 65.5 46.5 75.5

Table 2.3: We show results on VAW-CZSL. Since it is a much more challenging dataset, with significantly
large number of compositions, to discriminate performance among different baseline, we show top-3 and
top-5 AUC (in %) for Val and Test sets.

Val. Set Test Set

Model V@3 V@5 V@3 V@5 HM Seen Unseen Attr. Obj.

AttrOp 1.4 2.5 1.4 2.6 9.1 16.4 11.7 13.7 34.9
LabelEmbed+ 1.5 2.8 1.6 2.8 9.8 16.2 13.2 13.4 35.1
Symnet 2.3 3.9 2.3 3.9 12.2 19.1 15.8 18.6 40.9
TMN 2.2 3.9 2.3 4.0 11.9 19.9 15.4 15.9 38.3
CompCos 3.1 5.6 3.2 5.6 14.2 23.9 18.0 16.9 41.9
GraphEmb 2.7 5.3 2.9 5.1 13.0 23.4 16.8 16.9 40.8

OADis 3.5 6.0 3.6 6.1 15.2 24.9 18.7 17.5 43.3

too small to quantify any learning and comparing between methods, we report top-3 and top-5

AUC instead. This is also because objects in-the-wild tend to depict multiple possible attributes;

hence, evaluating only the top-1 prediction is insufficient. We provide qualitative results of how

our model makes object-attribute composition prediction on VAW-CZSL in the Appendix 10.

2.5.2 Qualitative results

To qualitatively analyze our hallucinated compositions, we perform a nearest neighbor

search on all three datasets. We pick the unseen compositions composed using the disentangled

features, and find their top-5 nearest neighbors from the validation and test set. Figure 2.4(a)

illustrates a few of our results. Note that these pairs are never seen in training. Based on the
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(a)

Black	– Sign

Hanging – Picture
Black – Sign
Hanging – Painting

Stained	– Wall

Marble – Counter
Gray – Wall
Stained – Wall

On	the	wall	– Clock

On	the	wall – Clock
Large – Clock
Ornate – Clock

Relaxing	– Man

Used – Bench
Sitting – Man
Crossing	legs – Man

Yellow	– Banana

Ripe – Banana
Piled – Banana
Many – Banana

Black	lettered	– Sign

White – Sign
Blue – Sky
Black	lettered – Sign

Cut	– Sandwich

Half – Sandwich
Toasted – Bread
Cut – Sandwich

Hazy	– Mountain

Hazy	– Mountain
Far	away – Mountain
Wide – Mountain

Puffy	– Couch

Cushioned – Couch
Leather – Couch
Green	– Couch

(b)

Figure 2.4: Qualitative Results: We show the nearest neighbors using the hallucinated unseen composi-
tion features for MIT-states and UT-Zappos. Although, all the neighbors are not correct (represented with
red outline), they look very similar to true class labels: (a) First row: pureed fruit, Second row: engraved
coin, Third row: huge tower. (b) We show top-3 predictions for images in VAW-CZSL.

hallucinated compositions of disentangled attributes and objects, we are able to retrieve samples

from these unseen compositions. In Figure 2.4(b), we show the top-3 predictions of OADis on

VAW-CSZL. Column 1 shows results for seen, and columns 2 and 3 show unseen compositions,

with the ground-truth label on top (bold black). In all examples, our top-3 predictions describe

the visual content of the images accurately, even though in many cases the ground-truth label is

not predicted in top-1. For column 3, we purposely show examples where our model predictions

totally differ from the ground-truth label, but still correctly describe the visual information in

each image. Similar to [118], this explains the multi-label nature of object-attribute recognition,

and why we report top-3 and top-5 metrics for the VAW-CZSL benchmark. We show nearest

neighbor results for UT-Zappos [195] in Figure 2.5. Using the hallucinated composed features

of unseen pairs, we find the top 5 nearest neighbors from test set. The red boxes show incorrect

labels, where green show the correct labels.
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Figure 2.5: We show the top 5 nearest neighbors using the hallucinated unseen composition features for
UT-Zappos. All the neighbors with correct labels are represented by green, whereas incorrect ones are
represented with red outline.

2.5.2.1 Attention Maps

In Figure 2.6 and 2.7, we show the qualitative results on MIT-States [76] and VAW-CZSL, with

examples f and fattr and overlayed feature maps. To re-iterate, for images with features f and fattr,

mattr · f shows how the regions in f which are most similar to fattr, and m · fattr shows the regions

in fattr which are most similar to regions in f . Lastly, m′
obj · fattr shows the regions of fattr which

are most dissimilar to f . Although, the overlayed attention maps for similarity and dissimilarity

make sense most of the times ( Figure 2.6(b)), due to some inconsistencies in dataset, we still

find some samples where is it difficult to disentangle the attribute and object features. The main

reasons why this happens is:

• Some concepts are abstract, such as clear sky, pressed metal, dirty floor

(fig. 2.6(a)), since it is very difficult to separate dirty from floor. Hence, the attention
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f: browned cake fattr: browned chickenf : clear lake fattr: clear sky

f: caramelized nuts fattr: caramelized fish

f: coiled bracelet fattr: coiled rug

f: pierced basket fattr: pierced brass

f: ripe coffee fattr: ripe berries

f : dirty floor fattr: dirty pool

fattr: narrow cabinetf : narrow valley

f : pressed metal fattr: pressed wood

f : whipped foam fattr: whipped salad

(a) (b)

Figure 2.6: (a) Failure Cases: Shows the image pairs, f and fattr, and the similarity and dissimilarity
map overlayed (details in Sec 2.6). Moreover, we show for some cases for MIT-States, the examples
are very vague or incorrect to actually capture attribute and object concepts separately. For instance, in
clear lake and clear sky, it is very difficult to distinguish lake and sky. Hence the similarity and
dissimilarity maps do not perform very well. Other examples are also of failure cases where the overlayed
similarity and dissimilarity maps do not make sense. (b) Correct Examples: This shows some good
examples, where the similarity and dissimilarity maps capture the attibutes and objects correctly for MIT-
States.

f : red hat fattr: red jacket

f : small tree fattr: small salad

f : floral carpet fattr: floral couch

Figure 2.7: Correct Examples: We show the similarity and dissimilarity attention maps overlayed on
images for VAW-CZSL as well. To re-iterate, for images with features f and fattr, mattr · f shows how the
regions in f which are most similar to fattr, and m · fattr shows the regions in fattr which are most similar
to regions in f . Lastly, m′

obj · fattr shows the regions of fattr which are most dissimilar to f .
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maps for similarity and dissimilarity do not make much sense.

• Some images in MIT-States and even in other dataset are mislabelled (e.g. whipped

foam in fig. 2.6(a)), which makes it difficult to learn attributes from those.

• Finally, for some cases, like narrow valley/cabinet, our method fails to disentan-

gle attribute and object similarity, due to various objects in the scene. For future work,

using a foreground and background separator before finding similarities and dissimilarities

between features can be helpful.

2.6 Ablation Studies

In this section, we show experiments to support our design choices for OADis. All the

ablations are done for MIT-states [76], for one random seed initialization, and are consistent for

other datasets as well.

2.6.1 To augment or not to augment?

Augmentation is a common technique to reduce over-fitting and improve generalization.

Surprisingly, prior works do not use any image augmentation. OADis without augmentation

gives 6.7% AUC on Val and 5.1% AUC on Test set for MIT-states. Hence, we use augmenta-

tion for OADis and re-implemented rest of the baselines in Table 2.2, showing that augmentation

helps improving all methods ∼1.0-1.5% AUC. We use horizontal flip and random crop as aug-

mentation.
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Table 2.4: Results with different networks for word-embeddings. Object-conditioning with attribute per-
forms the best, and is therefore used for OADis (Section 2.6).

Linear MLP Obj-cond. Network

Val@1 6.6 7.0 7.6
Test@1 5.0 5.2 5.9

2.6.2 Object-conditioned network

We experiment with different networks on top of word embeddings, namely Linear, MLP and

Object-Conditioned. Object conditioned network uses word embedding for object to concate-

nate with attribute-object composition embeddings. We show in Figure 2.8, the diagrammatic

representation of different networks. Label Embedder [119] uses a linear layer and concatenates

word embeddings for attributes and objects. We experiment with other networks: MLP with

more parameters with two layers and ReLU and Object-conditioned network that uses a residual

connection for object embedding. Our intuition is that same attribute contributes differently to

each object, i.e., ruffled bag is very different from ruffled flower. Hence, attributes are

conditioned on object. Adding a residual connection for object embeddings to the final attribute

embedding helps condition the attribute. We empirically demonstrate that object-conditioning

helps in Table 2.4.

2.6.3 Choice of word embeddings

Prior works [95, 106, 118] experiment with various kinds of word embeddings. In fact, GraphEmb [118]

has more advantages over all other baselines, since they use a combination of word embeddings

word2vec [113] and fasttext [13], whereas rest of the works use GloVe [129] only. To keep

the results fair between all methods, we run all the baselines, even GraphEmb [118] with only

32



Linear

Linear
LinearLinear*

MLP

MLP
MLP

Li
ne

ar
M

LP
O

bj
-C

on
d

: concatenation* : element-wise multiplication

Linear

Linear
Linear

Figure 2.8: We show the different networks used on top of word embeddings. Empirically and following
our intuition, Object-Conditioned network works best among the three (rest two are Linear and MLP).
(Sec 2.6)

Table 2.5: Results with pre-trained word-embeddings. GloVe [129] performs the best, and is therefore
used for OADis. (Sec 2.6.3)

Word Embs Val AUC@1 Test AUC@1

Glove 7.6 5.9
Fasttext 7.4 5.3
Word2vec 7.5 5.4
Glove+fasttext 7.4 5.5
Glove+word2vec 7.5 5.6
Fasttext+word2vec 7.4 5.6

GloVe [129]. Results for using different embedding combinations is shown in Table 2.5. Overall,

since our method uses word embeddings for visual disentanglement, the choice of word em-

beddings does not impact the performance much. Although, empirically, we found our model

performs best when GloVe embeddings are used.

2.6.4 Values for λ and δ

We find the temperature variables λ and δ empirically. The values λ = 10 and δ = 0.05 works

best for OADis. Table 2.6 shows the results for all the different configurations. To understand

the effect of each temperature variable, we keep all the rest of the parameters constant and only
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Table 2.6: Results with pre-trained word-embeddings. GloVe [129] performs the best, and is therefore
used for OADis. (Sec 2.6.4)

λ Val AUC@1 Test AUC@1

0.01 7.5 5.6
0.1 7.5 5.7
1 7.4 5.7
10 7.6 5.9
100 7.4 5.7

δ Val AUC@1 Test AUC@1

0.01 6.4 4.8
0.05 7.6 5.9
0.1 6.7 5.2

change the studied parameter.

2.6.5 Different weights for losses

We mention different weights for each loss function. Each α value is empirically found, and is

used in the following equation for final loss function:

L = Lcls + α1Lattr + α2Lobj + α3Lseen + α4Lunseen

Note that Lcls is the main branch. The object and attribute losses are complementary. Hence, α1

and α2, which are the weights for Lattr and Lobj share the same values, i.e. 0.5. Finally, α4 and α5

have the same value since both are composition losses for seen and unseen pairs, i.e. 0.05. The

chosen weights for α values are in bold in Table 2.7.
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Table 2.7: We show empirical weights of each loss function in this table. (Sec 2.6.5)

α1 and α2 α3 and α4 Val AUC@1 Test AUC@1

0.1 0.05 7.1 5.7
0.5 0.1 7.0 5.3
0.1 0.05 7.5 5.8
0.5 0.05 7.6 5.9
1.0 0.05 7.3 5.6

Table 2.8: We quantitatively show that the proposed architecture and different losses help in disentangle-
ment and composition of unseen pairs. The experiments are conducted on MIT-States [76], where change
in accuracy is shown with green and red based on increment or decrement respectively from the previous
row. A dash (-) represents no change more than (± 0.1). Refer to Section 2.5.1 for details.

Losses Val AUC@1 Test AUC@1 Seen Unseen Attribute Object

Lcls 7.24 5.43 29.92 25.33 28.03 33.10
Lcls + Lattr - - 31.09 (+2.0) - 28.30 (+0.3) -
Lcls + Lobj - - - 25.50 (+0.2) - 33.38 (+0.2)

Lcls + Lattr + Lobj 7.49 (+0.2) 5.73 (+0.2) - - 28.50 (+0.2) -
Lcls + Lattr + Lobj + Lseen - 5.44 (-0.5) 31.21 (+0.2) - 28.18 (-0.4) -
Lcls + Lattr + Lobj + Lunseen - 5.73 (+0.3) - 25.80 (+0.4) 28.51 (+0.4) -
Lcls + Lattr + Lobj + Lseen + Lunseen 7.62 (+0.2) 5.94 (+0.2) 31.64 (+0.4) 25.60 (-0.2) 28.51 33.20

2.7 Is disentangling and hallucinating pairs helpful?

Prior works rely heavily on word embeddings for this task, but to improve the capabilities

of visual systems, it is imperative to explore what is possible in the visual domain. We do an

extensive study to understand if our intuition aligns with OADis (Table 2.8). Here are some

takeaways:

• Using onlyLcls, we get a benchmark performance based on the architectural contributions, such

as LE and OCN. When Lattr is added, significant performance boost for attribute accuracy can

be seen in Table 2.8.

• Adding object loss Lobj with Lcls, makes object accuracy better but no change in Val and Test

AUC. This indicates the need of both losses to balance the effects. Using both Lattr and Lobj

gives improvement in all measures.

35



Attr: bent, sharp, curved 
Obj: knife, blade, handle

bent blade coiled basket

Attr: coiled, pierced, thin
Obj: basket, bowl, bucket

clean truck

Attr: shiny, clean, cracked
Obj: truck, bus, toy

Figure 2.9: Qualitative results showing top 3 attributes and objects from test images, using prototype
disentangled features computed on training data.

• Adding Lseen results in boost for seen AUC, but drop in Test AUC, which has unseen pairs

along with seen pairs. Using unseen loss Lunseen leads to increase in both Test and attribute

accuracy.

• Finally adding unseen composition loss Lunseen along with seen loss Lseen, the model improves

on most metrics. Each loss plays a role and regularizes effects from other losses.

2.8 Is visual disentangling actually happening?

Visual disentanglement in feature space is challenging to visualize since: (a) parts of an

image for attributes and objects are hard to distinguish, as attributes are aspects of an object;

(b) OADis is end-to-end trained with losses to disentangle features for attribute and object em-

beddings, which is separate from pair embedding space. Inspired by [95, 119], we show a few

qualitative results in Figure 2.9. Using all training images, prototype features Vattr for each at-

tribute can be computed by averaging features for all images containing that attributes vattr using

Attribute Affinity Network. Similarly, with OAN, prototype object features are also computed.

For each test image, we find top-3 nearest neighbors from these prototype features (Figure 2.9).

Hence, the disentangled prototype features of attributes and objects are used for classifying un-

seen images. Note that results reported in Table 1 use pair embedding space for attribute and
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object classification, whereas here we use auxiliary attribute and object embedding spaces (in

Figure 2.3b) for the same task. If disentanglement features are not robust, then composition

features will also not be efficient.

2.9 Limitations

Despite OADis outperforming prior works on all benchmarks, we still notice some out-

standing deficiencies in this problem domain. First, similar to [118], OADis often struggles on

images containing multiple objects, where it does not know which object to make prediction

on. One possible solution is to utilize an object-conditioned attention that allows the model to

focus and possibly output attribute for multiple objects. Second, from qualitative studies on

VAW-CZSL, we notice there are multiple cases where OADis makes the correct prediction but is

considered incorrect by the image label. This is due to the fact that objects in-the-wild are mostly

multi-label (containing multiple attributes), which none of the current single-label benchmarks

have attempted to address.

2.10 Conclusion

In this work, we demonstrated the ability to disentangle object and attribute in the visual

feature space, that are used for hallucinating novel complex concepts, as well as regularizing and

obtaining a better object-attribute recognition model. Through extensive experiments, we show

the efficacy of our method, and surpass previous methods across three different benchmarks. In

addition, we also propose a new benchmark for the compositional zero-shot learning task with

images of objects in-the-wild, which we believe can help shift the focus of the community towards
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images in more complex scenes. Finally, we also highlight limitations of our work, including the

notable problem of multi-label in object attributes, which we hope would encourage future works

to start tackling CSZL for more realistic scenarios.
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Chapter 3: Composition of attributes and objects beyond seen primitives

3.1 Introduction

Attributzapposes explain the semantic properties of objects and are essential for efficient

in-the-wild object recognition [10, 37, 89]. For instance, an unseen image of dog can be iden-

tified for its novel attributes, “a fluffy brown dog” even if the breed is unknown. However, data

annotation for object-attribute is prohibitively expensive. It is challenging to scale annotated data

because: (1) labels for each attribute and object are required individually, and (2) annotated data

is required for all possible object-attribute compositions. Prior works [76, 114, 195] circumvent

the first challenge by assuming a limited vocabulary of attributes and objects (‘seen’ primitives)

and focus primarily on the second challenge of unseen compositions, which is referred to as Com-

positional Zero-shot Learning (CZSL). However, dealing with unseen attributes, unseen objects,

and unseen compositions together is still an open problem. In this chapter [150], we propose

a new task, Open Vocabulary-Compositional Zero-shot Learning (OV-CZSL), which attempts to

address aforementioned challenges simultaneously, (1) dealing with unseen attributes and unseen

objects, and (2) recognizing unseen attribute-object compositions.

Recognizing unseen classes (Zero-shot learning) and composing unseen relations between

primitive seen classes (compositional learning) are both well known challenges in computer vi-

sion. Towards a more generic understanding of the unseen concepts, we introduce OV-CZSL that
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Ripe
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Sliced

Compositional	Zero-shot	Learning	Task

Attributes

Objects

Train Test

Open	Vocabulary	Compositional	Zero-shot	Learning		

Potato

Figure 3.1: We propose a new task, Open Vocabulary-Compositional Zero-shot Learning (OV-CZSL),
that expands upon Compositional Zero-shot Learning (CZSL). CZSL focuses on evaluating unseen com-
positions ripe lemon, peeled apple of seen attributes (ripe, peeled) and seen objects (apple,
lemon), using training samples (ripe apple,peeled lemon). The novel OV-CZSL is trained with the
same data as CZSL. However, it can be evaluated on unseen attributes (sliced), objects (potato) and
their unseen compositions. These unseen compositions also include seen attribute-unseen object (peeled
potato), unseen attribute-seen object (sliced lemon) and unseen attribute-unseen objects (sliced
potato).

bridges the gap between ZSL and CZSL. Drawing inspiration from neuroscience, humans pro-

totype and learn abstract concepts (fruit) while learning concrete concepts (apple, banana) [200]

(also known as concept learning). For instance, we can associate visually similar concepts (apple,

orange) as an abstract concept(fruit), by linking them via language semantically. By extending

this idea, with a seen concept peeled lemon, we can relate lemon with another vegetable,

e.g. potato. Even though an image of peeled potato is never seen; by understanding the

concept of peeled, we can extrapolate what peeled potato would look like (Figure 6.1).

Accordingly, we leverage seen attributes and objects, along with external knowledge, to seman-

tically associate and learn new concepts and their compositions.
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Zero-shot learning studies [47, 51, 59, 176], mostly uses external language and map unseen

concepts close to semantically similar seen concepts. For OV-CZSL, we utilize pre-trained lan-

guage embeddings (BERT [31]), to acquire semantically organized knowledge. Similar to CZSL,

we learn a joint image and language embedding space to deal with unseen compositions. Within

this embedding space, we expand the neighborhood around seen concepts to correlate different

concepts and expand our vocabulary. Similar to query expansion in image retrieval [32, 66, 185],

we enforce the visual feature of semantically similar linguistic concepts to be close in the em-

bedding space. This helps in training the image encoder to recognize visually and semantically

similar concepts that it has never seen before [176]. We propose a new regularizing loss function,

Neighborhood Expansion Loss, to perform this vocabulary expansion efficiently.

Henceforth, we propose new benchmarks for the OV-CZSL task, building on three standard

attribute-object datasets MIT-States [76], C-GQA [118] and VAW-CZSL [131, 147]. As shown

in Figure 6.1(b), we expand on the CZSL task, to create more challenging sets for evaluating OV-

CZSL, which includes a mixture of seen and unseen compositions of seen and unseen attributes

and objects. We also propose a Neighborhood Expansion Loss that helps train our model to

generalize efficiently on unseen pairs, while maintaining the seen pair accuracy of the existing

models. To summarize, our contributions are as follows:

• We propose a challenging and practical extension on CZSL, Open Vocabulary-Compositional

Zero-shot Learning (OV-CZSL), for learning compositions beyond the seen attributes and ob-

jects.

• We create three new benchmarks for MIT-states [76], C-GQA [118] and VAW [131, 147] for

OV-CZSL, along with an efficient evaluation setup.
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• We also propose an approach for OV-CZSL, which utilizes plug-and-play Neighborhood Ex-

pansion Loss to regularize training and generalize to unseen concepts and compositions.

Problem Setup. OV-CZSL is motivated by in-the-wild recognition, where it is infeasible to train

on all possible objects and attributes for learning their compositions. To compare it with ZSL and

CZSL setups, we discuss the train and test splits for these. Zero-shot Learning (ZSL) has distinct

seen labels used for training and unseen labels used for testing. For attributes, we represent the

seen and unseen sets as A and A∗ respectively. Similarly, ZSL for objects will have O and O∗ for

seen and unseen sets, respectively. Compositional Zero-Shot Learning (CZSL) deals with unseen

compositions of seen attribute and seen object pairs. Training set for CZSL is seen pairs (AO)

and test set is unseen compositions of seen object and attribute classes, (AO)∗. By definition,

there is no overlap between train and test sets in both ZSL and CZSL.

The goal for Open Vocabulary-Compositional Zero-shot Learning (OV-CZSL) is to rec-

ognize attributes and objects beyond its seen vocabulary (hence it’s open vocabulary). During

training, only a set of compositions of seen attributes and objects AO are used. For testing,

we evaluate on compositions of seen attribute-unseen object AO∗, unseen attribute-seen object

A∗O, unseen attribute-unseen object A∗O∗ and a set of unseen compositions of seen attributes

and objects (AO)∗. The unseen test set for OV-CZSL is {AO∗, A∗O,A∗O∗, (AO)∗}. Hence,

the formulation is OV-CZSL can be considered as a generalized combination of ZSL and CZSL

tasks.
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3.2 Related Work

Zero-shot learning. Different from ZSL, Generalized Zero-shot Learning (GZSL) has distinct

seen labels used for training and evaluated on both seen and unseen labels during testing. Most

works use auxiliary attribute descriptions of the object classes, for ZSL of objects [51, 59, 122,

176]. Other works use word embeddings and pre-computing semantic features from Wikipedia

et al., for identifying attributes or objects on commonly used datasets (AwA [90], CUB [170],

SUN [126], ImageNet [30]). In summary, there is no datasets and works zero-shot attribute

classification, along with zero-shot object classification and along with composition of attributes-

objects.

Compositional Zero-shot learning. Most recent works rely on joint embedding space for images

and labels, with linguistic losses [95, 102, 106, 118, 119, 135, 191]. Nagarajan et al. [119]

proposed two scenarios for evaluation: (1) Closed world, where images are classified into only

unseen pairs, and (2) Open world, where both seen and unseen pairs are used for evaluation.

Moreover, [106] proposed another Open world setting, where for M attributes and N objects, they

consider all possible combinations of M x N pairs, which might or might not be part of seen

and unseen pairs for evaluation. Note that, in this work, ‘Open’ refers to extra vocabulary it can

generalize to, but the evaluation is done in a closed world setup only. None of the existing works

learn to compose novel unseen compositions.

Open Vocabulary. Sergio et al. [56] first proposed the task of open vocabulary object retrieval

using descriptive natural language phrases by combining category and instance-level recognition.

Further, Hang et al. [204] proposed an open-vocabulary framework for scene parsing, which built

an image-text common embedding space using hierarchical semantic relations. Open vocabulary
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setup has evolved over time, for scene parsing [56], object detection [34, 54, 156, 193, 198], and

object segmentation [50]. Moreover, we want to emphasize that most Open-Vocabulary works

use CLIP [138] in the pipeline, however using CLIP [138] makes the setup not-ZSL, since CLIP

has already seen most attributes and objects. Hence, we avoid using CLIP for our setup. To

the best of our knowledge, this is the first work exploring Open Vocabulary for Compositional

Zero-shot Learning (OV-CZSL), and proposing a new challenging benchmark. We compare with

baselines for both tasks ZSL and CZSL for OV-CZSL.

3.3 Open Vocabulary Compositional Zero-Shot Learning

In this section, we describe our method to tackle OV-CZSL. We emphasize that similar to

ZSL, for solving OV-CZSL, the approach must balance the tradeoff between seen and unseen

class accuracy. Existing works in CZSL consider only the composition of seen attributes and

objects [106, 118, 119, 135, 147], and fail to generalize on compositions of unseen classes. We

recommend new baselines for future work in OV-CZSL.

3.3.1 Task Formulation

OV-CZSL focuses on learning to compose seen and unseen attributes and objects. Each

image I , has an attribute label A and an object label O. We use ∗ to represent the unseen concepts,

i.e. unseen attributes are A∗ and unseen objects are O∗. Training labels are set of seen attribute-

object pairs, represented by Y s, where Y s = AO. Similar to CZSL, we evaluate on seen attribute-

objects yet unseen compositions (AO)∗. Further, with unseen attributes and objects, there are

three combinations of labels: 1) seen attribute and unseen object AO∗, 2) unseen attribute and
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Figure 3.2: System Overview: ResNet18 [65] is used as visual feature extractor. Label Embedder embeds
the image feature vattr,obj along with BERT [31] textual feature for the pair wattr,obj. Object-Attribute
Disentanglement module separates visual features into attributes and objects as vattr and vobj. Moreover,
along with target labels for attribute wattr, object wobj, and pair wattr,obj, we use neighbors for all of these
from the semantic embedding space (NA, NO and NAO respectively). We use cosine similarity loss, along
with novel Neighborhood expansion loss to solve the task of OV-CZSL.

seen object A∗O, 3) unseen attribute and unseen object A∗O∗. The overall test set is denoted as

Y u, where Y u = (AO)∗ ∪ AO∗ ∪ A∗O ∪ A∗O∗. Note that train and test set compositions are

mutually exclusive, i.e., Y s ∩ Y u = ∅.

3.3.2 Methodology

Our architecture is based upon common state-of-the-art baselines in CZSL (mostly OADis [147]).

We extract image and textual features using pre-trained networks (ResNet18 [65] and BERT [31]

respectively). The pair embedder is LabelEmbedder [119] (LE) and the Object-Attribute Disen-

tanglement module is from OADis [147], as shown in Figure 3.2. The Disentanglement module

separates the visual features for attribute and object.

System Architecture. Similar to OADis [147], we use the second last layer before AveragePool

of pre-trained ResNet18 [65], for spatial features fI ∈ R512×49. The Label Embedder module

(MLP) extracts final feature vAO for pair embedding, with same dimension as the word embedding

final feature wAO, extracted from BERT [31] Text Features (Figure 3.2). The disentanglement

module separates the attribute and object visual features using backbone features for I , Iattr and

Iobj, where Iattr is image with same attribute as I , and Iobj is an image with same object as I . I
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and Iattr are used to extract visual feature for attribute vA. Similarly, visual feature for object vO

is extracted from I and Iobj. Using textual features (wA and wO), these visual embeddings for

attributes and objects are regularized, i.e. given a seen image with label peeled apple, we

push the visual embedding of this image closer to text embedding of the label. More details can

be found in [147]. We use cross-entropy along with cosine similarity to get the final classification

score for each attribute, object and pair, same as [118]. Let visual feature is v and text feature

is w, y is the correct seen label, then the main classifier logits can be defined as (where δ is the

temperature factor):

C(v, w) =
eh(v,w)∑

y∈Y s eh(v,y)

h(v, w) = cos(v, w) = δ · vTw

∥v∥ ∥w∥
(3.1)

3.3.3 Neighborhood Expansion Loss

Previous CZSL methods perform fairly well for OV-CZSL, however fail to generalize on

totally unseen compositions set, i.e. A∗O∗. By using common techniques of data augmentation

and learning rate decay leads to improved generalization on unseen compositions, but deteri-

orates performance on seen compositions. Hence the goal of novel Neighborhood Expansion

Loss (NEL) is to balance the generalizability and learnability of the model. To achieve this, we

leverage ideas from label smoothing and label propagation. Label smoothing is a regulariza-

tion technique used to reduce overfitting. Although, as explained in [117, 196], it is not always

helpful and often introduces noise in the system. We use label smoothing to make the model

less confident with training classes, such that negative bias for unseen classes decreases, and the
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model does not overfit on seen classes. Further, to transfer knowledge from seen to unseen con-

cepts, we use label propagation techniques [206]. It is a graph-based method for semi-supervised

learning [41, 158]. In a transductive setting, given labeled and unlabeled examples, label prop-

agation defines a graph between samples, to connect unlabeled samples to potential labels. In

this workr [150], we use neighbors from external knowledge sources (open vocabulary) to learn

unseen pairs from seen pairs.

With traditional cross-entropy loss, the model only learns to minimize the distance be-

tween the the visual embeddings and text embeddings for each image and correct label (peeled

lemon). However, for limited seen compositions, this strategy causes a negative bias against

unseen pairs. In a way, it forces the model to never learn unseen pairs, since it is too confi-

dent for the correct label. To overcome this, we apply label smoothing, which reduces negative

bias for unseen classes during training with NEL. Another problem is extending knowledge from

seen to unseen compositions. For that, we use label propagation. For each seen pair, we find k

nearest-neighbors Nk using word embeddings for labels (details in next section). These neigh-

bors make the ‘open-vocabulary’ aspect of OV-CZSL. As shown in Figure 3.3, if seen pair is

peeled lemon, we also learn visual embeddings for unseen compositions sliced lime,

peeled apple, peeled potato, sliced grapefruit and ripe lime as well by min-

imizing the distance between visual feature for given image of peeled lemon with the textual

embeddings of the 5 mentioned neighbors. This intuition is from human learning, that we can

correlate similar looking objects using language, such as oranges are similar to lemons. With this

new loss, we expand our vocabulary beyond seen classes, by correlating similar concepts using

language priors. Note that these neighbors are weighted, and the distance between visual feature

with its original label (peeled lemon) is smaller than distance with its neighbor embeddings.
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Figure 3.3: Neighborhood Expansion Loss. In the pair embedding space, we embed visual feature vattr,obj
close to wattr,obj. Further, we use k = 5 neighbors of correct label wattr,obj, and make their word embeddings
closer to the visual embedding vattr,obj as well. This gives our model the ability to generalize to unseen
compositions.

so that the correct label is still learnt with higher confidence than it’s neighbors.

Let N represent the neighbor set of seen pair text embedding w. For M training labels, cross-

entropy is defined as H where, ym is 1 for the correct class and 0 for the rest. Label smooth-

ing [117] makes the model less confident for the correct label, by weighting the loss for correct

label with a smoothing factor α < 1. Thus cross-entropy between the modified targets yLSm and

and the network’s outputs Cm is minimized.

H(y, C) =
M∑

m=1

−ym log (Cm)

yLSm = ym(1− α) + α/M (3.2)

The Neighborhood Expansion makes the target for actual label is weighted highest, and rest

weights are distributed among neighbors, with least weights are assigned to other labels.

yNE
m = ym(1− α)T + yk(1− α)(1− T ) + α/(M + k)

where, k is the number of neighbors, yk are labels for neighbors from open-vocabulary, T is

smoothing term for label propagation (weighting neighbors) and α is smoothing term for label
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smoothing. Thus, Neighborhood Expansion Loss is a combination of label propagation and label

smoothing. We use Cosine Similarity-based cross-entropy H classification loss and Neighbor-

hood Expansion Loss for attribute, object, and pair embeddings, represented by Attr Cls, Obj Cls,

and Pair Cls shown in Figure 3.2. Here, we elaborate on the Pair Cls loss:

LAO = H(yAO, C(vAO, wAO))

LNE
AO = H(yNE

AO, C(vAO, wAO)) (3.3)

We can define similar loss functions for Attr Cls and Obj Cls as well. For each embedding space,

we use both losses, and overall objective function L is:

Lpair = β1LAO + (1− β1)LNE
AO

Lattr = β2LA + (1− β2)LNE
A

Lobj = β3LO + (1− β3)LNE
O

L = Lpair + γ1Lattr + γ2Lobj. (3.4)

3.4 Experimental Setup

3.4.1 Dataset

Following CZSL works, we propose new splits for OV-CZSL on existing dataset MIT-

States [76], C-GQA [118] and VAW-CZSL [131, 147]. MIT-states [76] is relatively small, is a

popular choice for CZSL. It has 115 attributes, 245 objects, 1962 compositional pairs, and 53k

images. C-GQA [118] a larger dataset with 413 attributes, 674 objects and a total of ∼ 7k pairs
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Table 3.1: Dataset Splits. We denote ∗ for unseen concept, such that A and O are seen attribute and ob-
jects, whereas A∗ and O∗ denote unseen attributes and objects. AO and (AO)∗ are seen and unseen com-
positions or seen attributes and seen objects respectively. AO∗ are seen attribute-unseen object pairs, A∗O
are unseen attribute-seen object set and A∗O∗ are the unseen attribute-unseen object pairs. We propose new
benchmark splits for OV-CZSL on datasets MIT-states [76], C-GQA [118] and VAW-CZSL [131, 147].

Attributes Objects Training Set Validation Set Test Set

Datasets A A∗ O O∗ AO AO/(AO)∗/A∗O/AO∗/A∗O∗ AO/(AO)∗/A∗O/AO∗/A∗O∗

MIT-states [76] 84 31 182 63 955 236 / 105 / 126 / 177 / 44 289 / 130 / 157 / 218 / 50
C-GQA [118] 311 102 504 170 4094 1012 / 447 / 525 / 517 / 147 1239 / 542 / 664 / 655 / 176
VAW-CZSL [131] 330 135 406 110 7142 1767 / 803 / 1420 / 1253 / 412 2161 / 982 / 1737 / 1532 / 504

and 39k images. VAW-CZSL [131, 147] is the largest of all, with 533 attributes, 543 objects,

∼ 15k (15785) pairs and 92k images. The scale for C-GQA and VAW-CZSL is similar, however,

VAW-CZSL has more shared attributes among objects. C-GQA has more one-to-one attribute

object pairing, without much sharing of attributes among objects. We do not use UT-Zappos [195]

since it only has 16 attributes and 12 objects. More details about dataset creation and vlidation

can be found in the Appendix 10.

3.4.2 Neighborhood list

Since some datasets are small, and the testing pair labels might not be semantically similar

to training pairs. To expand the vocabulary, we use external knowledge sources. In total, we use

2294 attributes/adjectives and 4090 objects aggregated from Visual Genome [85], Flick30k [194],

COCO-captions [23], and LocalizedNarratives [134]. These attributes and object pairs make up

∼118650 compositions, as valid extra compositions we use for neighborhood search. We find

10 neighbors for each seen attribute and objects from the external source, using GloVe [129]

embeddings cosine similarity score. Using the neighbors for attribute and object, we find all

possible compositions (∼100) for each pair. The compositions are then analyzed for validity

using the external pair list described above. 10 valid compositions are chosen as neighbors for the
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seen pair. If the external pair list does not have any compositions, we only choose compositions

of first 6 closest attributes and objects from the neighbor list. Hence, neighbor search is based on

individual attribute and object, instead of pairs directly. More details on for neighbor search and

hyperparameter sensitivity of NEL are explained in Ablation section 3.6.

3.4.3 Evaluation

We follow Generalized CZSL [95, 106, 135, 147] evaluation protocol, to evaluate on both

seen and unseen pairs (Y s,Y u) with a scalar term used to overcome negative bias for unseen

pairs. Since, the OV-CZSL task is already challenging, we use Closed world evaluation setup

(mentioned in related work), where AUC is reported over only “valid” unseen pairs while ig-

noring the “invalid” pairs. Area Under the Curve (AUC) is computed between the accuracy on

seen and unseen compositions with different bias and Harmonic Mean (HM), to balance the bias.

We also report separately accuracy for each set (AO, (AO)∗, AO∗, A∗O, A∗O∗) at the bias-

term where HM is maximum. The seen pairs Y s consist of AO whereas the unseen pairs Y u

are {AO∗, A∗O,A∗O∗, (AO)∗}. Following [135], best accuracy values are reported for seen and

unseen pairs.

3.4.4 Implementation Details

Following standard practice in CZSL [106, 118, 119, 135], we use Frozen ResNet18 [65],

pre-trained on ImageNet [30] for image features (without finetuning) and BERT [31] text em-

beddings for labels. A linear layer on top of BERT [31] features is used for pair embeddings,

instead of using Object-Conditioned module from OADis [147]. We use image augmentations
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(random crop, horizontal flip) for all baselines and our method, following OADis [147]. For MIT

states, smoothing factor is α = 0.8 for MIT-states [76] and the temperature for cosine similarity

δ = 0.05. For C-GQA [118] and VAW [131, 147] as well, the smoothing factor for label propaga-

tion T = 0.5, number of neighbors k = 5, weights for losses are β1 = 0.8, β2 = β3 = 0.95, and

γ1 = γ2 = 0.05. The model is trained for 150 epochs and best performance based on validation

AO performance. OADis [147] also has lossesLseen andLunseen, which were originally weighted

with 0.1. We keep this the same for MIT-States [76], but change the weights for C-GQA [118] to

0.2. Smoothing factor α for C-GQA [118] and VAW-CZSL [131, 147] is 0.5 and 0.8 respectively.

Learning rate for C-GQA [118] is 1e-4, with weight decay 5e-5 and Adam optimizer, decay

milestone [20-130]. For VAW-CZSL [131, 147], it has same configuration as C-GQA [118] with

learning decay milestone as [30,40]. We acknowledge that there are multiple hyperparameters in

our setup. However, we mainly tune the hyperparameters for smoothing factors (α and T ) and

number of neighbors. Other hyperparameters are almost same as OADis [147].

3.5 Results

3.5.1 Quantitative Results

3.5.1.1 CZSL Baselines

The main task for OV-CZSL is compositional learning for seen and unseen attribute-object

pairs. Our architecture is most similar to OADis [147], with embedding space and losses from

LE [119] and CompCos [106]. Moreover, some recent works in CZSL includes SCEN [154] and

CANet [173]. We compare with these 5 baselines and show accuracy for each individual split.
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Table 3.2: Results on MIT-states [76] and CGQA [106]. We report Top 1 AUC, which balances %
between seen and unseen compositions with different bias terms. HM is Harmonic Mean where maximum
AUC is computed. Following [135], best accuracy values are reported for Seen AO and Unseen pairs
{AO∗, A∗O,A∗O∗, (AO)∗}. All other accuracies for individual splits are computed with bias where HM
is maximum. Our method with NEL loss outperforms previous methods on most unseen compositions.

MIT-States C-GQA

Model Test@1 HM Seen Unseen AO (AO)∗ A∗O AO∗ A∗O∗ Test@1 HM Seen Unseen AO (AO)∗ A∗O AO∗ A∗O∗

LE [119] 1.01 7.64 16.29 9.46 10.24 11.38 5.98 4.15 2.87 1.17 8.39 19.37 8.36 10.76 6.51 9.53 2.67 1.08
CompCos [106] 1.97 10.22 26.53 10.29 14.32 21.09 5.86 2.89 0.63 2.35 9.64 40.19 7.25 21.19 20.24 4.47 1.95 0.26
OADis [147] 1.83 9.55 25.35 10.79 12.18 16.06 6.40 5.41 1.34 2.33 9.74 42.88 7.12 20.86 15.19 6.17 3.47 0.61
SCEN [154] 1.73 9.72 22.08 8.25 11.85 30.02 3.82 0.33 0.08 1.97 9.03 41.65 7.83 20.65 21.42 3.61 1.08 0.05
CANet [173] 2.40 10.52 26.42 9.54 16.56 23.08 6.15 4.08 0.58 3.04 11.96 40.52 9.21 22.43 20.87 4.95 2.03 0.64

Ours 2.41 10.94 29.02 11.13 14.11 18.87 8.24 5.49 3.54 3.18 12.11 42.38 9.77 19.78 16.07 12.86 2.87 3.04

Other baselines for CZSL, (e.g. TMN [135], AttrOpr [119], GraphEmb [118]) are either outper-

formed by CompCos [106] or perform poorly on unseen pairs (e.g. KG-SP [79], Symnet [95]).

Note that, even though the external open vocabulary may or may not have any lables from our test

set, we explicitly do not include test classes in the external knowledge sources. Hence, baselines

which have any test labels while training(GraphEmb [118]) are not compared with, since they

have use test lables while training. Although, SCEN [154] originally uses DINO [16] image fea-

tures and word2vec word embeddings. To be fair with our method, we use ResNet18 [65] features

instead of DINO [16]. CANet [173] uses ResNet18 [65] backbone along with Fasttext+w2v [13]

text embeddings, originally. We use BERT [31] embeddings instead for camparing with our

methods. Results on MIT-States and C-GQA. We report the AUC and harmonic mean (HM) for

Top1 predictions on both datasets in Table 4.1. Seen and Unseen accuracy is the overall best ac-

curacy without bias calibration. Interestingly, LE [119] generalizes well on unseen compositions,

but does not perform as well for seen compositions overall. Moreover, CompCos [106] works

the best for CZSL task, as its performance for AO and (AO)∗ remains unbeatable. However, it

fails to generalize on compositions of unseen attributes or objects. OADis [147] is somewhere in

the middle but does not generalize as well on unseen compositions A∗O∗. SCEN [154] is slightly

53



Table 3.3: Results on VAW-CZSL [131, 147]. All measures are shown in Top 3 AUC. HM is Harmonic
Mean where maximum AUC is computed. All other accuracies for individual splits are computed with
bias where HM is maximum. Our approach outperforms previous baselines for unseen compositions.

Model Test@3 HM AO (AO)∗ A∗O AO∗ A∗O∗

LE [119] 1.49 8.27 15.62 10.48 5.79 2.78 0.98

CompCos [106] 2.69 10.68 20.21 20.58 5.04 2.48 0.5

OADis [147] 2.68 10.91 21.19 15.65 6.75 3.16 0.76

SCEN [154] 2.53 10.64 19.06 20.76 4.52 2.05 0.42

CANet [173] 2.89 11.21 24.56 18.42 5.74 2.86 0.95

Ours 2.91 11.35 23.02 16.18 7.86 3.37 1.36

better than OADis [147] for unseen compositions of seen concepts [(AO)∗], but yields very poor

results for the unseen categories [A∗O∗]. CANet [173] yeilds better performance in Seen cate-

gories [AO] and unseen compositions of seen concepts [(AO)∗]. However, it fails to generalize

on the totally unseen categories [A∗O∗]. Our proposed approach gets best of both world, as it

performs close to CompCos [118] and OADis [147] for CZSL task and beats LE [119] for unseen

compositions, corresponding to A∗O, AO∗ and A∗O∗.

For C-GQA [118], there are less attributes that share a common object (and vice-versa),

which makes object-attribute disentanglement inefficient on this dataset. It relies more on back-

bone visual features (biased for objects), and performs well on A∗O than on AO∗. Our method

with NEL surpasses most unseen sets with significant margin. Similar to MIT-states [76], SCEN [154]

does better on unseen compositions of seen concepts, while CANet [173] does better on seen

compositions AO. Overall, in comparing SCEN, CANet and our method, for CZSL composi-

tions AO and (AO)∗, the drop is accuracy is < 5% while the improvement in A∗O∗ is almost 5

times, which is the most challenging split of unseen attribute-unseen object compositions.

Results on VAW-CZSL. This dataset created from multi-label VAW [131], and VAW-CZSL [147]
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Table 3.4: Comparison with ZSL baselines. We show results on two ZSL baselines for seen and unseen
attributes and objects. Using NEL significantly improves outperforms existing ZSL baselines.

Model Emb. A A∗ O O∗

SEKG [176] GloVe 5.04 3.10 5.19 3.17
BERT 3.37 2.33 5.72 2.29

TF-VAEGAN [122] GloVe 5.86 5.76 5.93 4.52
BERT 4.54 3.05 5.82 3.93

Ours GloVe 20.75 13.67 32.19 7.86

BERT 20.37 11.42 29.3 10.07

uses the least frequent labels for each image across the dataset. Hence top 1 predictions latch on

to different attributes which are present in the image, but are not labeled. We show Top 3 AUC,

HM and accuracy for this dataset. Similar variations in performance of baselines are obeserved

for this dataset as well Table 4.2, i.e. SCEN performs better in (AO)∗, CANet performs slightly

better for AO while our method outperforms all baselines in every other set, majorly the unseen

compositions splits A∗O, AO∗ and A∗O∗.

3.5.1.2 ZSL Baselines

Zero-shot Learning (ZSL) for unseen attributes and objects is a by-product of OV-CZSL.

Hence, we also compare with some baselines from ZSL. There are various ZSL methods, but most

of them use pre-defined semantics for objects [51, 176], AwA [90], CUB [170], Imagenet [30].

Our work only relies on text label embeddings and visual features, therefore we compare with

two recent works TF-VAEGAN [122] and CE-GZSL [59]. Note that these works do not have

any information about unseen test classes during training, which might or might not be part

of external knowledge but are not explicitly added to the open vocabulary. These methods use
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semantic features, which we replace with GloVe [129] and BERT [31] text embeddings. We show

results for MIT-States [76] as we observe similar pattern for other datasets as well. All the values

are bias calibrated, to balance seen and unseen accuracy, for Top-1 predictions. Our proposed

method outperforms common baselines in ZSL as well, with a significant margin. More details

on why GloVe [129] embeddings perform the best are explained in the next section.

3.5.2 Qualitative Results

We show qualitative results on the same datasets. In Figure 3.6, we first show for different

sets (seen and unseen pairs), examples of top 3 predictions for an image. All the predicted labels

are part of unseen compositions Y u. Although predictions are not always right, they still represent

the concepts present in the images. The current evaluation protocol do not evaluate based on

if either of attribute or object is correctly identified, the image should be cosidered partially

correctly classified in compositional task. Another aspect we observe is that some attributes are

also present in the current vision+language models are tied to correct labels, even if other labels

also are correct. For instance, “blunt blade” in row 1 Figure 3.6, A∗O is also “blunt sword”.

All swords have blades, but with separate labels the task is harder. We urge the community to

direct the dataset creation such that visual concepts are classified as one categories, as opposed

to language driving the categorization of visual concepts.

Further, we show some qualitative results to highlight that our model can still learn and

generalize to out-of-domain data. In instance, in Figure 4.5 (a), We show the 5 nearest neighbor

images from VAW-CZSL [131, 147] dataset, using the composition feature labels from model

trained on MIT-states [76]. Similarly, (b) shows that if model is trained on VAW-CZSL [131,
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MIT-States

C-GQA

VAW-CZSL

blunt	sword
blunt	blade
curved	blade

broken	laptop
old	laptop
broken	computer

cooked	fish
cooked	salmon
sliced	fish

ancient	clock
engraved	metal
engraved	coin

brown	trunk
large	ear
black	tail

large	mirror
gold	mirror
framed	mirror

young	girl
blond	girl
white	shirt

white	horse
white	carriage
standing	horse

grassy	hill
brown	mountain
tall	mountain

clay	court
running	player
wide	court

white	t-shirt
dressed	man
baggy	shorts

multicolored	kite
flying	kite
colorful	kite

Figure 3.4: Qualitative Results: We show results on MIT-States [76] for different sets, examples with top 3
predictions for an image. Most incorrect labels are also from unseen compositions Y u, and although cap-
ture the attributes in the images, but are not considered correct. Labels in green are the correct annotation.
We also observe redundancy in labels, such as row 1, column 2 blunt blade in A∗O. Top prediction
also includes blunt sword. All swords have blades. However, having separate labels for these makes
the task harder.

147], it’s nearest neighbors in feature space for various unseen compositions make sense, when

retrieved from MIT-sates [76]. Moreover, we observe that for all compositional sets, {(AO)∗, AO∗,

A∗O, A∗O∗}, the model learn the attribute and object features to generalize to totally unseen im-

ages from different dataset.

3.6 Ablation Studies

We experimentally motivate the design choices as well as novelty aspect of our approach.

All the experiments in this section are shown for MIT-States [76] dataset. One of the most chal-

lenging set in OV-CZSL is A∗O∗, hence a lot of design choices are based mainly upon improving

performance for this unseen split. More details can be found in suppl.

3.6.1 Neighborhood Expansion Loss

As the main contribution of this work is OV-CZSL and Neighborhood Expansion Loss, we

explore if this loss can be used as plug-and-play for other baselines. In Table 3.5, third row for
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Burnt	log Fresh	lemon

Thin	wall Weathered	gate

Barren	cliff Draped	dress

Dark	room Empty	field
(a)

Purple	cover Faded	letters

Cloth	suitcase Narrow	ramp

Low	bench Toasted	food

Red	text Long	staircase
(b)

Figure 3.5: Qualitative results for Cross-Dataset Nearest neighbors. (a) We show the 5 nearest neighbor
images from VAW-CZSL [131, 147] dataset, using the composition features from model trained on MIT-
states [76]. Similarly, (b) shows that if model is trained on VAW-CZSL [131, 147], it’s nearest neighbors
in feature space for various unseen compositions make sense, when retrieved from MIT-sates [76].
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each model, shows the change caused by using NEL with respect to originally without NEL.

red denotes negative change in value, green denotes the positive change and ‘-’ represents no or

change is less than ±0.2. All methods with NEL improve significantly for A∗O∗ split, whereas

OADis [147] and CANet [173] improves for all splits. This is because NEL is applied for not just

pair embedding space, but also for attribute and object spaces, which are not present for Comp-

Cos [118] and LE [119]. Although, as mentioned earlier, CLIP [138] makes the setup not-ZSL,

we still acknowledge the presence of such larger models and show the importance of NEL loss.

The loss can be applied along with CLIP [138] loss function, and slightly improve generalization

for the unseen compositions. Despite NEL being a small modification and the CLIP loss has

more stronger impact, we show the potential to harness bigger models to generalize beyond seen

classes. We expect similar boost for other Vision+Language models such as LLaVA [97] and

BLIP [93] along with NEL, while showing results with CLIP [138] as a representative sample.

3.6.2 Evaluating different design choices

3.6.2.1 Number of Neighbors.

Using too many noisy labels in label smoothing can affect the performance adversely [117,

196]. In our case, more neighbors can act as noisy labels. We experiment to find the ideal number

of neighbors, as shown in Table 3.6. Among all numbers, our model achieves best performance

using 5 neighbors on MIT-States [76] and C-GQA [118]. For VAW-CZSL [131, 147], we use 10

neighbors for best performance.
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Table 3.5: Using NEL with other baselines. We show effect of NEL for different baselines. All methods
using NEL perform better for OV-CZSL splits.

Model AO (AO)∗ A∗O AO∗ A∗O∗

LE [119] 10.24 11.38 5.98 4.15 2.87
LE + NEL 10.65 6.11 5.61 4.09 7.71

+0.4 -5.2 -0.3 - +5.5

CompCos [118] 14.32 21.09 5.86 2.89 0.63
CompCos + NEL 15.73 19.72 8.03 4.13 1.77

+1.4 -1.3 +2.1 +1.24 +1.1

OADis [147] 12.18 16.06 6.40 5.41 1.34
Ours (OADis+NEL) 14.11 18.87 8.24 5.49 3.54

+2.9 +2.8 +1.8 - +2.2

CANet [173] 16.56 23.08 6.15 4.08 0.58
CANet [173] + NEL 19.24 25.94 6.78 5.12 1.53

+2.7 +2.8 - +1.0 +1.0

CLIP [138] (ZSL) 20.08 22.03 23.38 23.21 34.93
CLIP+ FT 25.89 22.03 24.87 25.60 34.50
CLIP+FT+NEL 25.97 23.06 25.90 25.70 36.45

- +1.0 +1.3 - +2.0

Table 3.6: Ablation for varying number of neighbors (k). We show how changing the number of
neighbors can introduce noisy labels in the setup. For generalization to unseen classes, we need fewer
neighbors (5 as shown here).

k Val@1 Test@1 HM AO (AO)∗ A∗O AO∗ A∗O∗

1 2.67 2.21 10.46 15.16 17.46 8.02 4.41 2.21
3 2.69 2.18 10.39 16.37 16.71 7.67 4.47 2.21
5 2.69 2.41 10.94 14.11 18.87 8.24 5.49 3.54
7 2.65 2.24 10.44 15.16 17.67 8.09 4.50 2.37
10 2.60 2.16 10.35 13.79 18.33 8.01 4.61 2.14
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Table 3.7: Ablation on different Text Embedding. We show effect of using different text embeddings
for OV-CZSL. We observe that BERT [31] improves the unseen compositions A∗O∗ the most, hence we
use BERT [31] for our approach.

Emb Test@1 HM AO (AO)∗ A∗O AO∗ A∗O∗

GloVe 2.37 10.46 13.13 19.11 10.70 3.83 0.69

word2vec 2.37 10.68 13.82 17.46 10.61 4.19 1.13

fasttext 2.33 10.14 13.02 17.04 10.93 4.88 1.64

BERT 2.41 10.94 14.11 18.87 8.24 5.49 3.54

3.6.2.2 Textual Features

Textual features are the source of regularization and knowledge transfer, which makes these

a crucial design decision. We observe that for zero-shot learning task, GloVe [129] performs

better than BERT [31] embeddings. Since BERT is contextual embeddings, attribute-object em-

beddings from BERT are more helpful than GloVe. We also compare with other common word

embeddings like Fasttext [13] and word2vec [113] in Table 3.7. Most word embeddings perform

better for unseen compositions of seen attributes-objects (AO)∗ and A∗O. We use BERT for all

baselines of OV-CZSL since it outperforms for the most challenging set A∗O∗.

3.6.2.3 Choosing right Neighbors

We use GloVe [129] embeddings for neighbor selection for two reasons: (1) since these

are word embeddings, they capture attribute features and it’s neighbors more efficiently. (2)

GloVe embeddings have strong semantic structure and arithmetic qualities (e.g., emb(king) +

emb(women) - emb(man) = emb(queen)). Since, BERT [31] are contextual embeddings, it does

not necessarily follow this structure. GloVe [129] embeddings for single word are more robust

and have algebraic expression in embedding space, which is why GloVe seemed optimal for
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Table 3.8: Ablation for different smoothing factors: We set different smoothing factors α for LNE
AO with

dataset MIT-states [76], to empirically find the best value for α.

Emb Neighs Test@1 HM (AO)∗ AO∗ A∗O A∗O∗

BERT External. 1.71 9.56 12.17 3.24 4.87 2.07

GloVe MIT-states 2.13 10.16 17.94 4.25 7.67 2.40

GloVe External. 2.41 10.94 18.87 5.49 8.24 3.54

neighbor search. For example, when we compute neighbors for object ‘elephant’, GloVe [129]

features gives neighbors like: [rhinoceros, rhino, animal, whale] as top neighbors, which are all

large animals and make sense. However, using BERT [31] embeddings produces top neighbors:

[monkey, lion, camel, lizard, mermaid], which has low similarity with the ‘elephant’ in general,

apart from the fact all are animals. Moreover, we quantitatively show that using GloVe [129] em-

beddings for searching for neighbors gives better performance in comparison to using BERT [31]

in Table 3.8.

Another idea is using neighbors from the dataset itself. For this, instead of using external

sources of attributes and objects, we only use the unseen attributes and objects to find neighbors

from. For smaller dataset like MIT-states [76], these neighbors do not make much sense but on

a higher level correlate seen attributes with unseen attributes explicitly. However, the general-

izability of model gets affacted, as the unseen attribute-unseen object pairs accuracy is better if

external sources of attributes and objects are used (as shown in Table 3.8). The colum 1 shows the

mebddings used for neighborhood search and column 2 refers to is the neighbors are extracted

from external sources or within the dataset.
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3.6.2.4 Impact of Smoothing Factors

In our work, we use two smoothing facts: α and T . α is the smoothing term for label

smoothing, whereas T is the smoothing term for neighbors in label propagation. We explain the

significance of both separately. To have a balance between generalization and learnability, we

empirically find the smoothing factor for MIT-States [76] dataset, and use the same for other

datasets.

First, for label smoothing α. Let us assume there are total K labels. For each sample,

one of these K labels is correct. Here in Table 3.9 we show the smoothing factor changes for

MIT-States [76] dataset. Note that for α = 1, LNE
AO is same as Lcls. Hence, the range to vary α

is between [0,0.9]. With α = 0.8 in Table 3.9, the correct label logit is weighted with factor

1− α = 0.2, whereas other logits are weighted with 0.8/(K − 1).

For label propagation among n neighbors, we use T = 0.5, which means that the correct

label is weighted with 0.5, as the rest neighbors are weighted with 0.5/n. Hence, α and T are

both smoothing factors but for different purposes. Moreover, the lower the smoothing factor,

the more weightage is given to neighbors/other labels, and leads to higher accuracy for unseen

attribute-unseen object pair. NEL uses both label smoothing and propagation smoothing factors.

Using higher value of T leads to better generalizability but less learnability. With higher T ,

generalizability rediuces, since more weightage is given to the single correct label. In Table 3.9,

we fix each smoothing factor and vary the variable for finding the best hyperparameters.
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Table 3.9: Ablation for different smoothing factors: We set different smoothing factors α and T for LNE
AO

with dataset MIT-states [76], to empirically find the best value for α and T .

α Test@1 HM (AO)∗ AO∗ A∗O A∗O∗

0.3 2.22 10.38 13.25 3.85 11.11 5.18
0.5 2.34 10.56 16.75 5.67 7.56 4.16
0.8 2.41 10.94 18.87 5.49 8.24 3.54
0.9 2.30 10.87 17.49 4.85 8.12 2.79

T

0.2 2.38 10.64 18.74 5.07 8.46 2.90
0.5 2.41 10.94 18.87 5.49 8.24 3.54
0.7 2.37 11.06 18.72 5.10 8.37 3.15
0.9 2.37 10.97 18.63 5.01 8.65 3.09

3.6.2.5 Different ratio of NEL and main loss

In equation 4, γ1 and γ2 control the weights for attributes and object losses. We follow same

values of γ1 and γ2, as mentioned in OADis [147]. Moreover, the total loss for each embedding

space is weighted sum of Cosine Cross-Entropy and Neighborhood Expansion Loss as shown in

equation 4. We show experiments for β1 in Table 3.10. Further values of β2 and β3 also follow

the similar results. Based on eq 4. the weight for LNE
AO is 1−β1. The results show that giving more

weight to Neighborhood Expansion LossLNE
AO, harms the seen pair accuracy while keeping unseen

pair accuracy. We use 0.8 as final value as it is a trade-off between seen and unseen accuracy.

Since there are various unseen composition splits to evaluate on for OV-CZSL, i.e. {(AO)∗, AO∗,

A∗O, A∗O∗}, we select the α based on only Test AUC and HM. AUC automatically provides

the best trade-off between the seen and unseen accuracy overall and provides the best balance

between Lcls and LNE
AO.
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Table 3.10: Ablation for weights for Neighborhood Expansion Loss: We set different β1, weights for
neighborhood expansion loss for pair embeddings, for MIT-states [76] split 1. We show that using higher
value of β1

β1 Test@1 HM (AO)∗ AO∗ A∗O A∗O∗

0.7 2.23 10.50 16.80 4.83 8.67 4.10
0.8 2.41 10.94 18.87 5.49 8.24 3.54
0.9 2.30 10.78 19.87 5.25 7.05 2.53

3.7 Can NEL help in learning abstract concepts?

Our inspiration for NEL is to learn to generalize similar concrete concepts (apple, banana)

to all other abstract concepts (any fruits), such that if 1-2 fruits are seen in the training set,

the model generalizes to other unseen fruits in the test set. To quantitatively verify this, we

cluster all attributes and objects classes for MIT-states [76], using k-nearest neighbors, along

with a threshold cosine similarity of 0.4 across GLoVe [129] features. We manually check the

similarity between these label clusters and ignore the attributes and objects across clusters: (1)

cluster size is less than 3 and (2) clusters which have classes that are only part of test set, without

having any class in training set. Each cluster has some seen and unseen concepts. We compare

OADis [147] and Our (OADis+NEL) model’s accuracy for these clusters. Attributes are spread

across 11 clusters, and objects are spit into 26 clusters. As shown in Figure 3.6, each cluster is

represented with two labels from the cluster to disclose the abstract concept of the cluster. We

observe that most clusters either show same or improved performance while using NET (for our

model), across all attributes and objects. This shows that similar concepts are learnt together to

generalize to unseen abstract concepts. However, this setup is still limited, such that the model

cannot discriminate similar concepts peel from slice and chop, but can only learn these

together closer in the visual+textual embedding space as styles of cutting.
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Figure 3.6: To show the impact of NEL, we cluster all attribute and object class labels for MIT-States [76],
and evaluate the accuracy for each cluster. These clusters have both seen (ancient, new, young) and unseen
(modern, old) concrete concepts, such that each cluster has one abstract concept (time/age). Our model
(OADis+NEL) shows either same or improved performance for attributes and object clusters, backing our
hypothesis of NEL generalizes to unseen concrete concepts for the similar abstract concepts.

3.8 Limitations

We emphasize that OV-CZSL is challenging setup since the problem to discriminating vi-

sually similar concepts is still restricted. For instance, a model can not discriminate peel from

slice and chop. However, we propose this direction to at least learn that peel, slice and

chop are all applied to fruits. Hence, if training set has sliced apple, in test set our model

should be somewhat be confident in predicting chopped pear. With this current setting of

OV-CZSL, we do not claim to differentiate peeling from chopping, but we propose that

sliced potato and chopped pear are visually more closer than sliced potato and

raw apple.

Moreover, our evaluation protocol only evaluates for valid compositions, also referred to

as Closed-world setting which is a standard evaluation metric for CZSL benchmarks [135, 147].

The other evaluation setting uses all possible compositions for attributes and objects and discard

the invalid compositions during testing. OV-CZSL is an extension of CZSL with using wider use
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of ‘open-vocabulary’ for training. However, the during testing, we only evaluate on valid test

compositions, rather than for every possible composition like open-world setting. We quantita-

tively show that using open-world evaluation setting is even more challenging for OV-CZSL but

can be potential direction for future research.

Large Language+Vision Models We emphasize that we acknowledge the presence of

larger models, however choose to not include those in this study since the focus of this work

is to lean beyond seen samples, while all these models already are trained on exponential amount

of data such that no category from academic datasets is unseen for these models. Moreover, in-

cluding CLIP [138], we show that our method can help these models improve on subtle attributes

fine-tuned learning, but is still not useful for Zero-shot learning setupr [150]. Hence, we want to

clarify the scope and limitation of this work to urge the reviewers evaluate this work under the

same constraints and limitations.

3.9 Conclusion

In the era of CLIP [138] and DALL-E [139], we emphasize that labeled data is still a bot-

tleneck, which these bigger models dodge by extensively using all available labeled data. We

present a novel task OV-CZSL, which not only focuses on learning unseen compositions of seen

attributes and objects, but also generalizes to unseen attributes, unseen objects and their compo-

sitions. We propose new benchmark splits, backed by scientifically stable methods on existing

datasets, MIT-states [76], C-GQA [118] and VAW-CZSL [131, 147]. Any CZSL model (or even

LLM) can be extended with Neighborhood Expansion Loss, for solving OV-CZSL, through se-

mantic transfer from pre-trained language embeddings. However, open vocabulary compositional
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learning is still a challenging problem, with tremendous scope in improving benchmarks (datasets

and evaluation). Therefore, we urge the community to further explore generalized compositional

learning of attributes and objects.
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Chapter 4: Attribute-Object Compositionality for Video Recognition

This chapter is organized in two parts: First part is about using sparse images of start

and end object states to understand the underlying actions that causes the changes in the [146].

Second part discusses Compositional Action recognition task [148], which uses all frames in a

video however the training and test data splits are based on seen and unseen compositional actions

on different objects. Problem statements ad approaches are defined in the two sections separately.

4.1 Recognizing actions using object states

4.1.1 Introduction

Let us play Match the following game in Figure 6.1, where we show a pair of images for

an object capturing two different states (left: ‘start,’ right:‘end’). Can you predict which action

transforms the object in the left image to the object in the right image?1 Consider the object

in pair 5 (left) in Figure 6.1, where we show a lemon and pieces of lemon in the left and right

images, respectively. It is relatively easy for humans to recognize that this particular state change

(whole→pieces) of the lemon was likely caused by a “cut” action. Similarly, seeing the grated

carrot in cutting-board at ‘start’ and in a pan at ‘end’ in pair 10 (Figure 6.1), we can likely predict

that the action was “move.” How are we able to understand these action without seeing the video

1Answer-key: 1-b, 2-f, 3-e, 4-c, 5-a, 6-d
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1: __

3: __

5: __

2: __

4: __

6: __

e) Breaka) Cut b) Peel c) Wash d) Move f) Pour

Figure 4.1: Match the following: In the given set of image pairs, we show start→end transformations in
object states. Can you match the object states to an action, from list given below, that likely induced those
transformations?

of these actions being performed? We hypothesize that most object-centric actions induce specific

transformations in object states, where state includes object’s appearance and immediate context,

and humans are adept at identifying such actions simply based on the state transformations.

In the commonsense reasoning literature, this notion of state transformation is also known

as fluent of an object [43, 100, 116], defined as ‘the status of an object which varies over time.’

For instance, a lemon’s fluent changes from whole→pieces over time, associated with “cut” ac-

tion. In this work, we propose a computational model that embodies this intuition of leveraging

object state transformations, or fluent of an object, to reveal the underlying action being per-

formed. In fact, similar to [39], we argue that recognizing most object-centric actions does not

require much temporal information. We should be able to identify them just by looking at the

object state transformations they induce. To test this hypothesis, we limit our focus to this ques-

tion: Can we infer actions just from two distinct object states – ‘start’ and ‘end’? Note that we do
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not claim that more intermediate states will not be beneficial for modeling transformations (e.g.,

see [178]). The start→end state transformation offers many intuitive cues that an approach can

rely on (Figure 6.1), but computationally modeling them is still quite challenging. Moreover, this

can potentially yield computationally efficient architectures which use just two states to recognize

object-centric actions.

As discussed earlier, an object’s state is defined by its visual appearance and its immediate

context. For understanding the start→end transformation, we need to model two things: what

changed and what stayed the same. For example, for “cut” in Figure 6.1, the object appearance

changes (whole→pieces) but the context stays the same (counter). Alternatively, for “move,”

the object appearance stays the same (grated carrots) but the context changes (board→pan). We

refer to the actions that transform object’s visual appearance as object-transforming actions and

actions that transform its context as context-transforming actions.

Ideally, any standard network architecture for videos could potentially learn to extract this

information and recognize actions. However, modeling this is surprisingly challenging. The

first issue is the presence of spurious correlations and biases in videos, due to which networks

often take shortcuts and ignore the underlying state transformations [48]. The second issue is the

low signal-to-noise ratio in videos; there are many high-res frames, and relevant information is

present in very few pixels. Even though restricting the input to just two states of objects mitigates

this to some extent, the information needed to recognize actions remains subtle. For example,

when we look at object states in Figure 6.1, lemon’s whole→pieces transformation happens in

few pixels, and even then, the color remains similar, and models need to focus on the shape. We

argue that due to these issues, it is unreasonable to expect video architectures to implicitly learn

to model transformations.
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To address the issues of spurious correlations and subtle cues in understanding the state

transformations, we propose two complementary amplifiers – Affinity Amplifier and Differential

Amplifier. As the name suggests, the affinity amplifier learns to deal with spurious correlations

and amplify representations for what stays the same in a transformation; and the differential am-

plifier learns to amplify the subtle changes that happen during transformation. We model both

amplifiers using attention blocks with different operations designed to amplify relevant informa-

tion. We jointly refer to these two complementary amplifiers, designed to focus on the fluent of

an object, as fluent Attention.

In this section [146], we demonstrate that we can recognize object-centric actions using the

underlying object state transformations. Note that we do not assert that using object states is the

right approach for generic video understanding and action recognition. Person-centric actions,

such as sports activities and regular household activities, need more information than just two

states/frames. However, for object-centric actions, we show that only using two states in our flu-

ent Attention can outperform standard approaches using many more frames. Our algorithm first

selects two bounding boxes, representing start and end states, and then extracts their representa-

tions. Our attention module uses these representations and learns a fluent representation used to

classify actions.

Because of our object-centric focus, we use cooking video datasets: EpicKitchen55 [28],

YouCook2 [207], and EpicKitchens100 [26]. To demonstrate the powerful generation of our

approach in two ways. First, we train on just EpicKitchen55 and show that our model based on

fluent Attention can generalize to YouCook2 and EpicKitches100. Second, we hold out several

unseen objects from our training set and show that we can generalize to transformations of these

unseen objects. We show that our approach is able to improve performance for both object-
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Figure 4.2: Our framework extracts start and end object states from the video. We use ResNet50 [65]
pre-trained on ImageNet [30] as our backbone network. We introduce a novel framework to model object-
transforming and context-transforming actions separately. The affinity amplifier is trained to learn what is
similar between object states and the differential amplifier captures the dissimilarities between the states.

transforming and object-transforming actions. To summarize, our contributions are as follows:

(a) developing a fluent attention block with affinity and differential amplifiers, that can understand

object state transformations, (b) demonstrating that amplifying relevant information from just two

states is enough to outperform architectures that use several frames, and (c) demonstrating the

generalization of our approach to unseen objects and unseen datasets.

4.1.2 Related Work

Object state transformations. Objects in the real world exist in different colors, shapes, geome-

try, etc. For instance, an apple can be red or green, cut or peeled, raw or ripe. The study of these

‘states’ and how they transform from one to the other has recently garnered interest in the com-

puter vision community [7, 10, 20, 43, 76, 100, 114, 119, 121, 181, 190, 195, 208]. Understand-

ing these states could enable an object recognition system to generalize better to unseen states, as

studied in [10, 114]. However, most studies have focused on image-based datasets [76, 114, 195],

where the goal is to capture the underlying distribution of states (e.g., different sizes of heels in

shoes, old and new laptops). Some of these states are just ‘attributes’ of objects (e.g., red car

and blue car) and are generally static over time; whereas other states are transformations of ob-
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jects over time (e.g., raw→ripe, whole→pieces, ‘on table’→‘on place’). These different types of

states provide very different information. In this work, we leverage the state transformations that

happen over time for understanding transforming actions. For the rest of this chapter, we will

refer to changes in object states (including visual appearance and context) over time as ‘object

state transformations.’

Object transformations for action recognition. In the action recognition community, most mod-

ern approaches can be grouped into two categories: (a) models utilizing temporal and spatial

convolutions over videos to classify the actions [40, 52, 78, 96, 160, 172, 189, 205], and (b) mod-

els which rely on human-object interactions over time to recognize actions [58, 82, 155, 166, 183,

184]. In both categories, the focus is generally to leverage as much temporal information as pos-

sible; this is evident with the focus on recent works to utilize as many frames as computationally

feasible to understand actions.

More recently, in the spirit of using fewer frames, TRN [205] proposed a way to reason

about temporal dependencies between video frames at multiple time scales by hierarchically

capturing temporal relationships between up to eight frames and predict actions. Similar to our

approach, [9, 39, 108] propose using state transformations for action recognition; e.g., [9] uses

five key-frames for modeling transformations for action recognition. Closest to our approach is

the work of Fathi and Rehg [39], which also uses two object bounding boxes as states for action

recognition. However, our approach explicitly amplifies affinity and differential signals between

states to extract fluent representations, which are used for action recognition.
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Figure 4.3: The architectural details of the (a) Affinity Amplifier and (b) Differential Amplifier.

4.1.3 Approach

In this work, our goal is to recognize object-centric actions using start→end object state

transformations. A state transformation can correspond to object-transforming actions that change

object’s visual appearance and context-transforming actions that change its context. Our ap-

proach is designed to amplify similarity between these states to suppress spurious signals and

amplify the differences to leverage subtle changes between start and end states. Together, this

framework is referred to as fluent Attention.

Given a video, we first describe our method to extract object states, or regions of the object

in two distinct frames before and after the action has been performed. Then, we explain our

proposed fluent Attention Module, with overall architectural details. An illustrative overview of
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our approach is presented in Figure 4.2.

4.1.3.1 Extracting object states

As discussed above, analyzing object state provides useful information for inferring ac-

tions. For this purpose, we first identify two frames in a video, one before and the other after the

action has been performed, corresponding to different states of the object. We choose the highest

confidence bounding box, extracted using an object detector, of the object of interest from each

frame as the inputs to our model. We refer to these two regions as ‘start’ and ‘end’ states.

In particular, we leverage the temporal annotations provided with the video to identify clips

where the action is performed. We extract bounding boxes using an object detector on the first N

frames of the first clip and the last N frames from the last clip, and choose the box with highest

class confidence score for the object under consideration as ‘start’ and ‘end’ states, respectively.

4.1.3.2 State Representations

The input to our model are the ‘start’ (Is) and ‘end’ (It) states. We use a pre-trained

deep neural network to extract features fs and ft (fs, ft ∈ Rn; n = 2048) from Is and It,

respectively. We then pass fs and ft through an FC layer with ReLU non-linearity to obtain gs

and gt (gs, gt ∈ Rn). The features gs and gt are then passed through the fluent Attention block for

further processing.
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4.1.3.3 fluent Attention Block

The input to this module are the ‘start’ and ‘end’ state representations gs and gt. From liter-

ature [199], we know that the deep features capture various levels of semantic information from

the input images. Our hypothesis is that the differences between gs and gt capture the fluent of the

object. Hence, by modeling this explicitly, the model can efficiently reason about actions. To this

end, our fluent attention block consists of two complementary amplifiers -– Affinity Amplifier and

Differential Amplifier. The affinity amplifier is trained to suppress the spurious correlations and

amplify representations for the similarities between states; and the differential amplifier learns

to amplify the subtle differences between states that can be used for classification. Both the

amplifiers take gs and gt as input to produce affinity and differential representations fa and fd

respectively. The two features fa and fd are then fused to produce the final representation.

We describe one of the amplifiers (the Affinity amplifier) in detail below and the other

amplifier is implemented in a similar fashion with minor changes. Architecture diagrams for

both amplifiers in Figure 4.3.

Affinity amplifier captures the similarity between the start and end states. We first take the

outer product of gs and gt denoted as O = gs ⊗ gt (O ∈ Rn×n). Element oi,j represents the

similarity between ith element of gs with j th element of gt. Moreover, let oi∗ and o∗j represent

the ith row and j th column of O respectively. Then, oi∗ captures the similarity of all the elements

in gt with respect to ith element of gs. To know the most similar element among gt with respect

to ith element of gs, we can take a row-wise softmax over O. Similarly, for j th element of gt,

column o∗j represents the similarity with all the elements of gs. Using a column-wise softmax,

we can interpret the most similar and least similar element of gs with respect to j th element of
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gt. Therefore, by applying column-wise and row-wise softmax, we get two matrices,A andA′

(A,A′ ∈ Rn×n, n = 2048).

A[i, :] = eγoi∗∑d
j=1 e

γoij
and A′[:, j] =

eγo∗j∑d
i=1 e

γoij
,

where γ is the inverse temperature parameter.

We compute row and column sum for A and A′ respectively, to get raw state masks, mt

and ms as

m̂t
j =

d∑
i=1

Aij and m̂s
i =

d∑
j=1

A′
ij.

To get the final attention masks, we manually set the values of mask below average to zero. This

can be achieved by leveraging the ReLU activation function as

ms = ReLU(m̂s − E[m̂s])

mt = ReLU(m̂t − E[m̂t])

We compute the final representation fa of the affinity amplifier as

fa = W T ([ms ⊙ gs;mt ⊙ gt]) + b

where ⊙ is the elementwise multiplication and W ∈ R2n×n and b ∈ Rn. Refer to Figure 4.3(a)

for illustration of the affinity amplifier block. Similarly, we can get the differential representation

fd, except instead of using similarity between states (A and A′), use distance measure (D and
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D′) computed as

D = 1./A and D′ = 1./A′

where 1./∗ is the element-wise inversion of matrices. Details are shown in Figure 4.3(b).

The final representation is the output of max-pooling of fa and fd. We refer to this as

fluent attention module, which is is trained using a linear classifier in an end-to-end fashion using

softmax Cross-Entropy loss function.

4.1.4 Experimental Setup

4.1.4.1 Dataset Splits

We use Epic-kitchens-55 (EK-55) [28] as our primary dataset. EK-55 has kitchen activities

captured with an egocentric camera. In total, it has 352 sparsely annotated bounding boxes

for objects and 125 actions. Among all actions, only 13 actions are object-transforming and

30 actions are context-transforming. We choose these actions such that each action has atleast

40 videos in total. Our subset is also impacted by pre-processing step (object bounding boxes

detection), since we require two bounding boxes of the object of interest either from the detector

or the ground truth. This drastically reduces the number of videos with a long-tailed distribution

over the classes. In total, we use 7342 videos, 2120 for object-transforming and 5222 for context-

transforming actions.

Due to imbalanced number of object-transforming and context-transforming actions, we

create five train/val/test splits of the dataset and report the mean performance across splits. Each

split has all 13 object-transforming actions and randomly chosen 13 context-transforming ac-

tions. The test set in each split contains actions involving objects unseen during training. This
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is different from the typical test set provided for EK-55 [28]. We argue that using those splits

do not provide evaluation of the model learning actions or latching onto object features. There-

fore, by having different objects in train and test set inspired by [119], we ensure that the model

learns the action, and does not rely only on object visual features. Henceforth, we refer to test

set as “unseen object-actions” and validation set as “seen object-actions” set. We provide dataset

details in the Appendix 10.

For evaluation, we use overall accuracy, which is the ratio of correctly classified samples

over the number of samples. Since, our dataset is long tail distribution, some classes have more

than 100 samples whereas others have less than 20 samples, overall accuracy does not give a

clear picture of how the models perform. Hence, we also report Mean accuracy, which is mean

of accuracy for each action individually.

4.1.4.2 Implementation Details

We use ego-centric kitchen video dataset, Epic-Kitchen-55 (EK-55) [28] for training. This

dataset provides temporal action localization labels and has object-centric actions. Each video

can have multiple clips of same object-action pair. We consider first and last clip for the same

object-action in proximity, so that accurate ‘start’ and ‘end’ states are captured for objects. After

merging the first and last clips from the video, we use one merged clip for each object-action pair

from a video.

For extracting object states, use a Faster-RCNN [141] detector, pre-trained on EK-55 [28],

which has sparsely annotated ground truth bounding boxes for 295 object classes. We apply it

on two sets of images from an object-action clip with 30fps: first and last 20 frames. From each
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set, the object’s bounding box with the highest confidence is chosen, which should be higher than

65%. This gives use start and end object states. Features are extracted using ResNet50 [65] pre-

trained on ImageNet [30] from the penultimate layer, and are of dimensions 1× 2048. Extracted

features are then passed through our fluent Attention module, and classified for all actions. For

our model, we use learning rate 1e-5, Adam optimizer and ReLU activation. Since our dataset

follows long-tail distribution, we use weighted cross-entropy loss over the actions. We empiri-

cally choose a temperature value as 100. We use L2-normalization on output of both amplifiers,

before fusion.

4.1.5 Results and Ablation

4.1.5.1 Quantitative Results

We compare our model with two types of action recognition models:

Spatio-temporal Baselines. Our setup is RGB based, we compare with the best RGB-only model

for action recognition [189, 205]. TPN [189] shows state-of-the-art results on multiple datasets,

including EK-55. TPN [189] captures visual temporal scales of different actions. TRN [205] ac-

counts for relationship between frames at multiple scale (2,3,4 and 8). Both models use minimum

of 3 frames, and finally consolidate the relationships between all frames. Hence, these models

use much more information than two object states. We use 3 and 8 frames for these models, with

TSN [172] based sampling frames. We also train these baselines for with 3 and 8 object states,

to compare with our 2 objects states setup.

Object States Baselines. We compare with three other baselines which use exactly as input as
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ours, i.e., 2 object states. Fathi et al. [39]. detect changing regions in video and train SVMs for

each action. We use our implementation for [39], with deep features for regions to replicate the

results. We propose two more object states baselines: MaxpoolResFeats uses maxpool(fs,ft)

and ConcatResFeats uses concatenation(fs, ft) for action classification. Note that we follow

the notation explained in section 4.1.3.2, where fs and ft are ResNet features for start and end

states. For a fair comparison, these object states baseline models have around the same number

of trainable parameters as our model.

To keep it consistent with TPN [189] and TRN [205], we use ResNet50 [65] as our backbone

network and all setups follow three-crop testing evaluation protocol. Early stopping on the vali-

dation set is used to avoid overfitting. The results are reported in table 4.2 for seen object actions

(validation set) and table 4.1 for unseen object actions (test set). For 5 different splits for action

classes, we denote the final accuracy as mean and confidence interval with 95% confidence, for

object-transforming and context-transforming actions separately as well.

Discussion. We outperform all the baselines for 3 and 8 frames and bounding boxes setup, for

seen and unseen object actions. These results support our hypothesis that object states are suffi-

cient to capture the actions, be it object-transforming or context-transforming actions. Moreover,

even concatenation of object state vectors along with a simple MLP performs better than most

of the models with much larger number of frames and network parameters. Modeling object-

transforming and context-transforming actions separately, improves accuracy for both type of ac-

tions, in comparison to concatenation only setup (ConcatResFeats baseline). Further, we need our

amplifier modules for capturing the similarity and dissimilarity, to significantly improve object-
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Table 4.1: Quantitative results on Unseen Objects. This table summarizes results for actions on objects
not seen during training. (test set). All values are shown as mean with confidence interval (95%) over 5
splits. In the table we highlight the best and second best result in bold+underline and underline respec-
tively.

Network
Input

Method
All Actions Object Transforming Actions Context Transforming Actions

Acc. Mean Acc. Acc. Mean Acc. Acc. Mean Acc.

8 Frames
TRN [205] 31.49 ± 2.2 7.16 ± 1.5 18.89 ± 6.0 7.24 ± 1.6 44.87 ± 7.1 7.07 ± 1.6

TPN [189] 35.60 ± 4.1 8.78 ± 1.3 28.61 ± 9.4 8.59 ± 2.1 41.36 ± 8.7 7.42 ± 2.5

3 Frames
TRN [205] 29.78 ± 2.5 7.38 ± 2.8 16.26 ± 6.7 6.26 ± 2.1 44.16 ± 7.7 8.50 ± 4.0

TPN [189] 30.59 ± 0.7 7.16 ± 1.5 18.83 ± 9.2 7.44 ± 2.4 41.14 ± 12.2 6.86 ± 1.5

8 Objects
TRN [205] 28.75 ± 2.5 7.53 ± 1.6 15.34 ± 5.9 6.35 ± 1.7 42.91 ± 7.0 8.71 ± 2.3

TPN [189] 34.92 ± 2.6 9.22 ± 2.7 27.65 ± 6.8 8.51 ± 2.3 41.98 ± 5.6 7.93 ± 3.3

3 Objects
TRN [205] 27.86 ± 3.2 7.83 ± 2.5 16.70 ± 4.7 7.35 ± 1.6 39.68 ± 7.8 8.31 ± 3.5

TPN [189] 28.84 ± 3.8 6.58 ± 2.5 12.30 ± 9.8 5.65 ± 4.0 45.95 ± 14.9 7.50 ± 1.6

2 Objects

Fathi et al. [39] 30.59 ± 1.1 8.17 ± 1.7 26.97 ± 2.6 8.81 ± 1.1 34.00 ± 3.5 7.53 ± 2.3

MaxpoolResFeats 28.37 ± 4.1 9.70 ± 1.7 18.88 ± 2.1 8.56 ± 1.8 38.47 ± 9.3 9.19 ± 2.9

ConcatResFeats 35.71 ± 0.7 9.83 ± 1.3 27.30 ± 4.5 7.40 ± 2.7 42.56 ± 6.6 8.37 ± 1.0

Ours 38.83 ± 1.4 10.08 ± 1.6 29.29 ± 8.0 8.96 ± 2.9 47.70 ± 7.7 10.79 ± 1.4

Table 4.2: Quantitative results on Seen Objects. This table summarizes results for seen object actions
(validation set). All values are mean with confidence interval (95%). In the table we highlight the best and
second best result in bold+underline and underline respectively.

Network
Input

Method
All Actions Object Transforming Actions Context Transforming Actions

Acc. Mean Acc. Acc. Mean Acc. Acc. Mean Acc.

8 Frames
TRN [205] 48.20 ± 2.0 11.68 ± 1.6 47.20 ± 7.0 14.18 ± 1.9 48.20 ± 7.1 9.07 ± 2.1

TPN [189] 56.13 ± 5.2 14.11 ± 1.8 13.01 ± 11.4 18.42 ± 3.2 49.67 ± 9.4 9.60 ± 3.2

3 Frames
TRN [205] 45.68 ± 5.4 12.27 ± 4.8 44.16 ± 8.3 13.90 ± 3.7 47.50 ± 8.3 10.62 ± 6.2

TPN [189] 35.70 ± 2.0 8.63 ± 1.0 32.64 ± 7.0 11.05 ± 3.0 39.52 ± 10.1 6.09 ± 1.0

8 Objects
TRN [205] 57.50 ± 1.6 17.90 ± 2.9 56.16 ± 2.8 20.77 ± 2.5 59.26 ± 3.0 14.76 ± 3.7

TPN [189] 59.92 ± 2.9 17.00 ± 4.8 65.28 ± 4.6 21.90 ± 4.6 50.84 ± 5.6 11.58 ± 5.4

3 Objects
TRN [205] 45.95 ± 3.8 13.62 ± 3.8 44.88 ± 8.9 15.36 ± 5.3 46.29 ± 6.4 11.86 ± 5.5

TPN [189] 34.48 ± 6.3 8.57 ± 3.5 23.28 ± 15.1 8.97 ± 6.1 50.31 ± 8.0 8.38 ± 1.6

2 Objects

Fathi et al. [39] 55.93 ± 0.9 15.34 ± 3.1 61.12 ± 1.7 20.15 ± 4.8 46.30 ± 3.4 10.26 ± 1.6

MaxpoolResFeats 56.80 ± 1.0 18.47 ± 8.2 56.48 ± 2.4 21.35 ± 9.9 56.57 ± 5.9 14.40 ± 7.0

ConcatResFeats 66.08 ± 0.9 18.80 ± 2.5 70.30 ± 1.5 22.96 ± 4.1 57.87 ± 4.3 15.26 ± 2.5

Ours 68.36 ± 1.5 20.50 ± 2.8 71.84 ± 2.4 24.91 ± 2.1 61.36 ± 7.0 16.00 ± 3.9
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transforming actions, as compared to using max of ResNet features (MaxpoolResFeats baseline).

Since our dataset is long tail distribution, we also show the mean-classwise accuracy, to show

that our model not only performs well on majority classes but also performs better for minority

classes.

4.1.5.2 Qualitative Results

This section discusses qualitatively how our method performs on out-of-domain data. Two

kitchen based object -cetric datasets are used in this section:

Epic Kitchens-100 [26] (EK-100) is an extension of EK-55. We use videos of EK-100 that are

not present in any of our splits. Around 280 videos and 1032 individual action clips are extracted

using similar pipeline of object state detection and ground-truth bounding boxes. Our detector

only finds a limited set of seen objects for EK-100. We compute the accuracy for actions over top1

and top5 predictions. We achieve, 65.60% Top1 accuracy and 90.10% Top5 accuracy, which are

comparable to seen object actions set for EK-55. Some examples of correctly classified actions

are shown in Figure 4.4. Note that these samples are classified correctly by our model among top

5 predictions.

MIT-States. [76] Our focus is on studying and capturing object states, hence we also show results

on MIT states [76], which is one of the first image dataset for object states. It has around 53K

images, 245 object classes and 115 transformation states. We use only classes which overlap

with our training classes, which are “cut” and “peel”. This just leaves around 1500 images from

MIT states to test on. We pair different states like (whole→cut), (unpeel→peel) for each object

to construct dataset which fits our setup. Our constructed MIT states test set contains 29k pairs
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Figure 4.4: We show qualitative results for Epic-Kitchen 100 [26]. Objects are found using the same object
detector as for our model. Among the shown actions, three are object-transforming: empty, fill, open, and
two are context-transforming actions: fold, wash. Here are the row-wise results explained for each action
(left to right):Row1: empty bowl, empty sink, empty pot, empty bottle Row2: fill kettle, fill glass, fill bottle,
fill cup, Row3: fold bag, fold dough, fold pack, fold bag, Row4: open milk, open lid, open fridge, open
microwave, Row5: wash spatula, wash courgette, wash knife, wash plate

of images, where 19305 pairs are cut and 10130 are peel. We observe that seen and unseen

object transformations for MIT states are also recognized by our model. We show the some of

most confident pairs for each transforming action retrieved from MIT States in Figure 4.5. Since

some objects are common with our training set, we show pairs for seen as well as unseen object

transformations in the figure.

YouCook2. [207] is another cooking dataset with around 2000 videos of 89 recipes with anno-

tated procedure steps. The validation set for YouCook has sparse bounding box annotations. For

transforming actions, we require atleast two distinct states of actions, hence we use the “oracle”

detector. For context-transforming actions, we use any two annotated bounding boxes from the

video. Figure 4.6 highlights some of our results on this dataset. Similar to EK-100, we show

correctly classified actions using accuracy at top 5 predictions.
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Figure 4.5: We show qualitative results for MIT states [76]. There are only two common classes cut and
peel. Further, some of the objects are common with our training transformation states. Hence we show
seen and unseen object transformation sets separately. We show top 5 predictions for each image pair. For
seen transformations, we show results for Row1: cut chicken, cut lemon, cut meat, cut cheese Row2: peel
potato, peel garlic, peel banana, peel garlic, Row3:cut pear, cut salmon, cut apple, cut beef, Row4: peel
tomato, peel apple, peel orange, peel fruits.

4.1.5.3 Ablation Studies

In this section, we analyze and understand various components of our approach. The abla-

tion studies are shown for one split on validation set (Seen object actions), hence the values are

different for our model from Table 4.2. All 5 splits followed similar observations.

Object Baselines: Using only ResNet features for action recognition, either maxpool (Maxpool-

ResFeats in Table 4.1) or concatenation (ConcatResFeats) of object states, also performs better

than 3 and 8 frames models.

(start→end) Attention: This is akin to using a single amplifier between start and end states.

We use a non-spatial attention block, inspired by [61, 175]. Given an input feature (start/end

state, denoted as gs/gt), three linear projections are applied to compute query (q) with respect

for before state gs, and key (k) and value (v) with respect to after state gt. The attention (a) is
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Figure 4.6: We show qualitative results for YouCook2 [207]. We use oracle detector to find bounding
boxes for this dataset, besides using sparse ground truth bounding box annotations. We show that our
model generalizes on unseen object actions. Among the shown actions, close, cut and peel are object-
transforming actions and add and mix are context-transforming actions. Here are the row-wise results
explained for each action (left to right): Row1:add salt, add onions (unseen), add salt, ad egg yolk Row2:
close pot, close cooker (unseen), close grill (unseen), close grinder, Row3: cut sandwich, cut spring onion,
cut tofu, cut cabbage, Row4: mix milk, mix meat, mix pepper(unseen), mix flour, Row5: peel avocado,
peel raddish, peel squid (unseen), peel carrot

weighted sum of value representation, where the weight (M ) is dot product between the query

and the corresponding key, followed by a softmax normalization as

M = softmax
(

qkT

λ

)
a = Mv

o = gs + BatchNorm(a)

where o represents attention output for start state with respect to end state, and λ is the temper-

ature parameter. Note that gs, q, k, v, o, a ∈ Rn;M ∈ Rn×n, where n = 2048. This experiment

shows we need different ways to amplify affinity and differences between start and end states.

Amplifiers Alternative: For understanding the significance of our proposed fluent Attention
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Table 4.3: Ablation analysis on Seen Objects. We show how our amplifiers and separate modeling of
object-transforming and context-transforming actions help in object-centric action recognition. All the
experiments are done on split1. In the table we highlight the best and second best result in bold+underline
and underline respectively.

All Actions Object Transforming Context Transforming

Acc. Mean Acc. Acc. Mean Acc. Acc. Mean Acc.

ConcatResFeats 65.9 23.23 72.4 27.56 49.49 18.89
MaxPoolResFeats 51.86 22.75 56.80 30.78 42.39 18.12
(start→end) Attention [175] 58.17 20.95 65.60 23.69 39.39 16.22
Amplifier Alternate 60.74 24.06 64.01 29.62 48.52 18.12
Our Approach 68.77 25.39 76.40 33.21 49.49 18.26

Table 4.4: This table shows analysis of different temperature λ variable for the experiments. Although,
changing λ does not significantly impact the overall accuracy, we optimize for mean classwise accuracy,
which is maximum for λ = 100.

All Actions Object Transforming Context Transforming
λ Acc. Mean Acc. Acc. Mean Acc. Acc. Mean Acc.

0.1 42.45 12.11 46.97 13.08 31.51 9.84
10 43.96 11.06 48.42 12.45 33.87 9.63
50 43.62 11.01 47.94 12.37 33.89 9.65
100 43.62 13.10 48.42 14.42 32.78 10.71
500 41.77 12.87 45.52 13.32 33.33 9.26

Module, we model transforming actions as difference between features for object states and mean

of features for context transforming actions. Fusion of the two is done in the same way with

maxpool. This experiment shows need for affinity and differential amplifiers.

Temperature Variable. Our model uses ResNet50 [65] features as input. We do not fine-tune the

backbone network. Input features are passed through a linear layer, with ReLU activation, and

then through the fluent attention module. Our model is robust to temperature variable, as shown

in Table 10.4. Note that the results are shown for split1, similar observations follow for the rest

of the splits. Since our dataset is long-tail, we prefer optimizing for mean classwise accuracy

instead of overall accuracy, hence we use temperature λ = 100.
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4.2 Compositional Action Recognition

4.2.1 Introduction

In the second task, we extend an existing task of Compositional Action Recognition [107].

While the focus of prior work [107] is on long-term activity tracking in videos, we aim to rec-

ognize subtle changes in object states which is a crucial first step for activity recognition. By

detecting the initial state and final object state compositions, our task allows the model to learn

unseen object state changes robustly. We benchmark multiple recent baselines for video tasks on

the ChopNLearn dataset.

Human actions often change object states and different objects can have diverse visual

transitions even when subjected to the same action type. To investigate this problem in a more

intuitive manner, [107] introduced a new task of compositional action recognition, which targets

at improving the robustness of models to handle the same actions with different objects involved.

For example, given an action of ‘taking something out from something’, the model is trained on a

limited set of objects and is tested on unseen types of objects to access its generalizability. Hence,

despite the same underlying action, the object and visual features can be quite diverse. Similarly,

the composition of the same action with different object types can look very distinctive. For

instance, although cutting an carrot and a apple require similar knife movements, the result-

ing visual changes are distinct, with the former changing from a whole apple to a peeled

apple, and the latter changing from a whole carrot to a peeled carrot. Therefore, we

propose to use our dataset for the task of compositional action recognition, which can also be

referred to as Compositional Zero-Shot Action Recognition, as the compositions of objects and
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Figure 4.7: Compositional Action Recognition: training videos are used to recognize objects along with
transition from state1→ state2, to generalize on recognizing unseen object-state transitions.

states are unseen during training.

4.2.2 Related Works

States for Action Recognition. Detecting object states and corresponding actions from videos

is explored in supervised [9, 18, 39, 146] and self-supervised manners [35, 161, 162]. While

some works focus on recognizing actions using states [9, 18, 39, 146], others discover states as

the future frames in the videos in [35, 77]. Some works [161, 162] also detect the exact frames

of state 1, state 2 and the action that causes transition from state 1 → 2. Another recent work

(Ego4D [53]) also proposes new tasks like point-of-return state-change prediction for object state

transition detection. Hence, object states so far have been used as a signal for detecting and lo-

calizing actions. We focus on extending this understanding of states to generalize across different

objects with limited seen object-state transition videos.

Compositional Action Recognition. In contrast to randomly assigning samples for training and

testing, [107] presented a new task of Compositional Action Recognition. The premise of this

task is: actions are split based on objects they apply on. During training, only a set of objects are
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seen corresponding to set of objects, while during testing, unseen object appear for seen action

labels. Following studies [83, 104, 137, 174, 188] used relationship between objects and states

bounding boxes to model the compositional aspect, where the evaluation is performed on how

well the composition of unseen object and state is recognized. We propose a similar task, where

videos are trained on seen compositions and tested on unseen compositions.

4.2.3 Task Description

For this task, we consider each clip of a video as containing a single object with a single

state transition. From the raw videos, which typically contain 2-3 transitions of object states per

video, we segment the clips into isolated ones with only one transition. Examples of transitions

include changing from a whole object to a peeled object or from a peeled object to a

baton cut object. Similar to [107], we divide all object-final state compositions into two sets:

seen compositions, which are used for training, and unseen compositions, which are used for

testing. We ensure that each object and state are seen at least once individually in the training set,

but not together as a composition. The objective of the task is to predict the correct labels for the

initial object-state composition (oi, sj) and the final composition (oi, sk), given a clip containing

an object oi transitioning from an initial state sj to a final state sk. Note that the clip is considered

correctly classified only if both the object and state labels are correct for both the initial and final

compositions.
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Table 4.5: Compositional action recognition results. “Start/End” denote the prediction results for the
initial and the final state composition with the corrected object type. Bold and underline represent the
top-1 and top-2 results.

Split 1 Split 2 Split 3

Start End Start End Start End

Model Features acc@1 acc@3 acc@1 acc@3 acc@1 acc@3 acc@1 acc@3 acc@1 acc@3 acc@1 acc@3

AvgPool I3D [17] 9.5 23.7 4.7 14.2 8.3 21.9 5.2 19.8 15.9 28.5 4.8 22.3
LSTM [71] I3D [17] 14.2 36.2 5.7 29.8 12.5 29.2 6.2 26.0 17.5 34.9 6.3 23.7
Transformer [169] I3D [17] 23.7 49.0 10.9 44.3 27.5 46.2 14.6 44.2 20.6 42.9 11.1 44.4

AvgPool MIL-NCE [111] 11.1 31.6 4.8 28.4 9.4 17.7 5.2 13.5 14.2 41.4 12.8 41.4
LSTM [71] MIL-NCE [111] 15.9 36.5 6.4 36.6 11.9 36.7 9.8 36.7 18.9 39.6 8.0 25.4
Transformer [169] MIL-NCE [111] 50.9 85.7 47.7 76.2 56.2 82.3 52.7 88.5 41.1 74.6 42.9 77.7

STLT [137] – 2.8 15.5 1.4 8.4 1.4 13 1.4 11.6 4.2 14.1 1.4 11.3
Transformer [169] R3D [60] 45.1 85.9 52.1 85.9 55.1 94.2 58.0 92.8 59.1 85.9 56.3 85.9
CAF [137] R3D [60] 53.5 88.7 57.8 88.7 55.1 95.7 58.0 95.7 62.0 93.0 63.4 93.0

4.2.4 Experimental Setup

Dataset Splits. We create 3 different dataset splits as follows. All splits have disjoint train, test

and validation samples, and are created with different constraint combinations:

• Split 1: This split is a random selection of object-final state compositions with cross-view

condition. We do not use any information from related groups.

• Split 2: In this split, we use related group information for states, along with cross-view. based

on related groups, if baton carrots is seen in training set, then julienne carrots

can be part of test set. Since baton and julienne are part of the same related group, we

can learn an object in one style and can generalize to another style from the same group in

Section 5.3.1.

• Split 3: This split includes information from both related groups for states and objects. We

want to ensure that even if an object is not seen in its related group, a similar object is seen in the

related group. For example, if broccoli is seen with large cuts, then cauliflower

with large or small cuts can be in the test set.
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We discuss the other splits we evaluated in Appendix 10.

Evaluation. We evaluate the accuracy of predicting both the initial and final compositions of

objects and states in the test set. Only when the object and state are both correct, it is counted

as a correct prediction. Specifically, we use two separate prediction heads for objects and states.

We emphasize the need to evaluate composition as a whole, rather than just predicting the state,

as the way an apple is cut can differ significantly from the way a bellpepper is cut. There-

fore, accurately recognizing both the object and state is crucial for tasks related to understanding

and generating videos of object states. We also recognize the importance of top@3 accuracy,

since object states can sometimes be visually similar, leading to confusion in detecting the cor-

rect composition. For example, julienne apple can be visually very similar to julienne

potato.

4.2.5 Results and Ablation

To evaluate our proposed method, we establish baselines using both traditional architec-

tures and features for video action classification, as well as comparing with recent works in com-

positional action recognition. As shown in Table 4.5, in the first section, we use pre-extracted

I3D[17] features and conduct experiments by comparing simple average pooling, LSTM, and

multi-layer Transformer [169] model. It shows that the Transformer model performs the best

among these variants due to the great capacity of temporal modeling ability. In the second

section, we also experiment with more recent pre-trained features MIL-NCE [111] along with

transformer models, which outperforms I3D features. MIL-NCE [111] features are pre-trained

on HowTo100M [112] with multimodal (RGB+narrations) setup, which is more robust for video
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Table 4.6: Other splits: We also present other possible splits of data. All the results are using I3D [17] pre-
trained features along with one layer Transformer [169] model. Comp. represents the initial: object-initial
state composition and final: object-final state composition results for each split.

Split 4 Split 5 Split 6 Split 7 Split 8 Split 9

Comp. acc@1 acc@3 acc@1 acc@3 acc@1 acc@3 acc@1 acc@3 acc@1 acc@3 acc@1 acc@3

Initial 46.5 78.9 65.2 90.6 37.5 70.8 41.1 76.0 47.2 71.5 41.2 78.3
Final 45.3 75.9 73.9 92.6 37.7 69.2 41.4 72.2 48.9 73.0 42.9 77.6

Table 4.7: Results of finetuning R3D [60] backbone. “Start/End” denotes the prediction results for the
initial and the final state composition with the correct object type.

Split 1 Split 2 Split 3

Start End Start End Start End

Model Finetune acc@1 acc@3 acc@1 acc@3 acc@1 acc@3 acc@1 acc@3 acc@1 acc@3 acc@1 acc@3

CAF [137] 53.5 88.7 57.8 88.7 55.1 95.7 58.0 95.7 62.0 93.0 63.4 93.0

CAF [137] ✓ 80.3 98.6 87.3 98.6 84.1 98.5 89.9 98.5 88.7 98.6 88.7 98.6

downstream tasks.

In the final section of Table 4.5, we employ the state-of-the-art compositional video recognition

model proposed in [137] and use pseudo labels of bounding boxes for each hand and object,

as there are no ground-truth hand and object trajectories available. Specifically, the Spatial-

Temporal Layout Transformer (STLT) [137] takes in the spatio-temporal locations and class la-

bels for each bounding box as input, uses positional embeddings to project coordinates and class

labels into features, and adds transformer layers to model spatial-temporal relationships. How-

ever, without any appearance information, STLT achieves low performance on all metrics. On

the other hand, with the appearance features, which are extracted by inflated 3D ResNet50 [80]

(R3D), it can achieve much higher performances than STLT. Finally, Cross-Attention Fusion

(CAF) applies cross-attention [165] to fuse the layout (STLT) and appearance (R3D) branch em-

beddings, achieving the best results. It demonstrates that combining the layout and appearance

information together can help predict object and state types more accurately.
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4.2.5.1 First and last segment classification

For compositional action recognition, we emphasize that the model must learn to pre-

dict the object-initial state composition and the object-final state composition. Moreover, some

works [39, 146] use a similar setup for object state classification and use only the first and last

frame/segment for this. Ideally, the first few frames and last few frames should be sufficient

for understanding the changes in object states. We also experiment with the first and last seg-

ments of videos, for classification. We find that using the additional middle frames improves the

classification accuracy for the final composition.

4.2.5.2 Finetuning Backbone

We also show results [148] without finetuning any pre-trained features (I3D [17], MIL-

NCE [111], R3D [60]). For the sake of completeness, we also show results with finetuning the

backbone for R3D features in Table 4.7. Although the top@1 accuracy is much better, it is still

not 100%. Moreover, the dataset is much smaller and overfits very quickly for backbones which

are trained on 10x more data. Hence, for sake of benchmarking, we propose not fine-tuning the

features for consistency.

4.3 Conclusion

We presented a framework for recognizing object-centric actions using object states. We

show that by leveraging object states object-transforming and context-transforming actions can

be learnt. We propose a novel fluent attention module, with affinity and differential amplifiers,

that capture the subtle similarities and differences between object states. We also show gen-
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eralization to unseen objects and out-of-domain datasets. Our findings also include successful

generalization to unseen objects and out-of-domain datasets, as well as showcasing the capabili-

ties of our approach in compositional action recognition tasks, which adapt to unseen state-object

action pairs.
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Part II: Object-Attribute Composition for Generation
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Chapter 5: Chop & Learn Benchmark Suite

5.1 Introduction

Objects often exist in different shapes, colors, and textures in the real-world. These visually

discernible properties of objects, also known as states or attributes, can be inherent to an object

(e.g., color) or be a result of an action (e.g., chopped). Generalization to unseen properties of

objects remains an Achilles heel of current data-driven recognition models (e.g., deep networks)

that assume robust training data available for exhaustive object properties. However, humans (and

even animals) [6, 25] can innately imagine and recognize a large number of objects with varying

properties, by composing a few known objects and their states. This ability to synthesize and

recognize new combinations from finite concepts, called compositional generalization is often

absent in modern deep learning models [88].

Several recent works have been proposed to study composition in terms of the disentangle-

ment of objects and the states in images [76, 106, 147, 195] as well as videos [9, 18, 39, 61, 146,

161, 162]. A few works have attempted to improve open-world text-to-image generation mod-

els [46, 144] for the task of compositional generation. However, current suite of datasets lacks

either granular annotations for object states or enough data to study how object states evolve un-

der different conditions. Therefore, measuring the compositional generalizability of these models

on different tasks remains an open challenge.
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Figure 5.1: We present Chop & Learn (ChopNLearn), a new dataset and benchmark suite for the tasks of
Compositional Image Generation and Compositional Action Recognition. It consists of 1260 video clips
and 112 object state combinations captured from multiple viewpoints for 20 objects and 8 cut styles. We
also propose two new compositional tasks and benchmarks - (1) Image Generation: given training images
of various objects in various states, the goal is to generate images of unseen combinations of objects and
states. (2) Action Recognition: training videos are used to recognize objects along with transition from
state1→ state2, to generalize on recognizing unseen object-state transitions.
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In this chapter, we propose a new dataset, Chop & Learn (ChopNLearn) collected to sup-

port studying compositional generalization, the ability to recognize and generate unseen compo-

sitions of objects in different states. To focus on the compositional aspect, we limit our study to

a common task in our daily lives – cutting fruits and vegetables. When using different styles of

cutting, these objects undergo different transformations and the resulting states are easily recog-

nizable by humans. Our goal is to study how these different styles can be applied to a variety of

objects for recognizing unseen object states. More specifically, we select twenty objects and seven

commonly used styles of cuts (plus whole object) which results in object-state pairs with different

granularity and sizes (Figure 6.1). We collect videos of these objects being from four different

viewpoints, and label different object states in each video. Each style of cut changes the visual

appearance of different objects in different ways. To study and understand object appearance

changes, we propose two new benchmark tasks of Compositional Image Generation in Chapter 6

and Compositional Action Recognition in Chapter 4 with a focus on unseen compositions.

5.2 Related Works

The existing image datasets such as MIT-states [76], UT-Zappos [195], COCO-attributes [127],

CGQA [118] and VAW [131], are not suitable for image generation tasks for two reasons: 1)

there are very few transferable objects and attributes, 2) the images are web-scraped and very

diverse with varied background. Due to this, generative models latch on background details

rather than understanding subtle changes in objects. In video domain, there have been various

video datasets with procedural and kitchen activities that capture object and state transformations,

such as Epic-Kitchens [27] with object and hand bounding box annotation version VISOR [29],
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Table 5.1: Comparison with other video datasets. This table highlights the distribution of the objects,
states and compositions in different datasets. Obj. refers to objects, Comp. is compositions of objects
and styles, N refers to the number of compositions that have more than 10 samples, and Styles∗ refers
to grouping of styles: instead of generic names like cut, chop, etc., we use 3 distinct styles (chop/dice,
peel, grate) as styles. MIT-States† is the only image-based dataset, the rest are video-based datasets. All
these data numbers are for edible objects and cutting style actions from respective datasets. Our dataset
has uniform distribution for each metric in the table, which makes it suitable for learning objects and their
states.

Datasets
Total # of Avg. # of Samples

N # of
ViewsSamples Obj. Comp. Styles∗ /Obj. /Comp. /Style

MIT-States† [76] 1676 27 52 4 62.07 32.23 419 48 1

Youcook2 [207] 714 160 313 3 7.3 2.2 166.7 26 1

VISOR [29] 301 58 122 3 5.2 2.5 42.9 3 1

COIN [167] 390 6 7 2 65 55 195 6 1

Ego4D [53] 216 12 12 3 18.2 18 54.5 8 1

50Salads [163] 904 5 6 2 182 152 457 6 1

ChangeIt [161] 264 8 14 4 46.3 26.4 96 14 1

CrossTask [209] 1150 7 8 2 164.3 143.7 575 8 1

Breakfast [86] 1055 3 4 2 351.7 263.8 527.5 4 1

ChopNLearn 1260 20 112 8 74.2 11.8 185.5 112 4

Youcook2 [207], Ego4D [53], COIN [167], HowTo100M [112], Breakfast [86], 50Salads [163],

CrossTask [209] and ChangeIt [161]. There are a few common problems across these datasets:

(1) Most of these datasets lack annotations for the granularity of cutting styles. The styles la-

beled are cut, chop, slice, dice, peel, grate, julienne, which only comprises of

three broader styles of transformations, i.e. chop/dice, peel and grate. (2) The compo-

sitions of different objects and states are highly skewed and similar to image datasets. Some

datasets have a long-tail distribution of objects, which can make it challenging for models to

learn per-object-based states when there is only one sample available in the dataset. And lastly

(3), the frames are noisy with lots of objects and attributes that object states changes are harder

to capture (as shown in left side of Figure 5.2). For most datasets, the ground truth is also not
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Chop-N-Learn

Cutting styles for a squash
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DALL-E

VISOR
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Figure 5.2: Left: We show examples of cutting styles from popular video datasets (VISOR [29]: chop and
peel potato, Youcook2 [207]: chop broccoli, peel radish), image dataset (MIT-states [76]:slice pear, peel
orange) and generation pipelines (DALL-E [139]:baton cut apple, half round slices tomato). Most of these
are either too noisy to capture subtle differences in objects or do not have the granularity of specific cutting
styles. Center: Our 4 camera setup captures videos of one object in 4 different views. Right: We capture 8
styles of object states, which can be derived in a hierarchical manner from larger to small cuts. Each style
is of different shape and granularity.

annotated for object detection, which makes it even harder to look for object of interest. Using an

object detector to remove the background is an option, however with deformable objects, most

Faster-RCNN [141] based object detectors fail to capture the object itself, and latch onto smaller

pieces instead. In Table 5.1, we show statistics of data available in different datasets. The #

of clips from other datasets that has granular annotations of object-state pairs and can be used

for compositional tasks. For instance, COIN [167] has 180 categories with 10000 videos, but

clips that have cutting styles as labels were only 390. Further, these clips only cover cut/peel ac-

tions, and cannot be categorized further based on granularity and shape of pieces. Our proposed

dataset ChopNLearn is designed to capture various objects and their cut styles, with uniformly

distributed samples for 20 objects and 8 styles (including whole, 7 other cut styles Figure 5.2).

5.3 Chop & Learn

Our main objective with Chop & Learn (ChopNLearn) is to understand and learn granular

object states, specifically styles of cuts which can be applied to diverse variety of objects. With
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this in focus, we collect object state transition videos, as well as images of object in various states,

with 4 different camera views (Figure 5.2). We discuss the design choices and motivation below.

5.3.1 Design Choices

5.3.1.1 Selection of States (styles of cuts)

Fruits and vegetables are commonly cut in specific styles based on the need of the recipes.

For instance, for eating an apple, we slice it in relatively large pieces while for using it in a

pie, we might cut smaller or round slices of it. We select 8 common styles of cuts, i.e., large

cut, small cut, baton, julienne, round slices, half round slices, peel,

and whole for our study. These are the most common styles of cuts for vegetables and fruits,

which do not require any additional training to learn apart from common kitchen operation and

knife handling skills. These styles of cuts can also have similarities with respect to shapes, yet

are different in granularity. For example, baton (french-fries style cut) and julienne are

similar in shape (long pieces), but julienne is more finely cut than baton. Similarly, large

cut is a coarser version of small cut, and half round slice is one step from round

slices (as shown in Figure 5.2). We also have annotated the states whole and peel, which

are the base states of objects.

5.3.1.2 Selection of Objects

We want to learn to transfer styles of cuts to different objects. To ensure consistency in

transfer, we also consider the base state, i.e., whole state of objects. For instance, it is hard to
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visualize large cut of carrots, if the seen data only includes rounder objects like oranges.

Hence, we consider some fruits and vegetables with similar colors, textures and shapes to in-

clude consistency across visual similarities after chopping. In this study, we used seasonal

fruits and vegetables categorised on the basis on their shapes, colors and textures: round small

objects: [apple, pear, mango, potato, turnip, onion, kiwi], citrus fruits [lemon,

orange], flower-like textured objects: [cauliflower, broccoli] , larger round objects:

[cantaloupe, watermelon], textured from inside objects: [bellpepper, tomato, persimmon],

and long objects: [cucumber, carrot, squash, banana]. This consists of 10 fruits and 10

vegetable items, with at least one pair of similar objects presents in the dataset.

5.3.1.3 Related Groups

One of the key aspects of this dataset is transferability of cut styles to a variety of ob-

jects. We set up some constraints and create related groups for objects and styles. These related

group enable us with structural and visual style transfer abilities. If an object is seen from re-

lated group A with a particular style, we should be able to transfer that style to another object

from the same related group A and vice-versa. In other words, we group sets of objects and

cut styles which are visually similar (based on color, shape and texture) together to create re-

lated groups for objects and states separately. For states, we combine [baton, julienne],

[round slices, half-round slices], and [large cut, small cut] together as re-

lated groups. For objects, we define seven groups with related objects: [apple, pear, mango],

[lemon, orange], [cauliflower, broccoli], [cantaloupe, watermelon, kiwi],

[bellpepper, tomato, persimmon], [potato, turnip, onion], and [cucumber, carrot,

104



squash, banana].

5.3.2 Data Collection Setup

We collect data using four GoPro cameras [3] positioned at different angles, with three par-

ticipants (Figure 5.2). We use a green screen and green chopping board for minimum distraction

in the background, such that the objects and their cut pieces are easily segmented for each view.

5.3.2.1 Granularity of styles

For ease and consistency across participants, the size of cut pieces can be defined as the

shape and ratio of one piece with respect to the whole object. For more details, please refer to

the appendix. Given a set of n states and m objects, we can have at most m × n compositions.

However, our dataset does not include some compositions which are not commonly found in real

world. For instance, due to the texture of onions, it is not feasible to cut onions in baton or

julienne style, since the layers of the onion do not stay intact, so we do not have a sample

of [baton, onion].

5.3.2.2 Video Recording

We primarily collect video data, and derive state change frames from long videos. Each

video consists of 2-3 object states, which are annotated while data collection process using the

highlight features of GoPros. For synchronizing across different cameras, we initially start with

a clapper to make a clap sound for indicating the beginning of the video. Then, we highlight the

frames in one of the GoPro as the first/initial state. The participant then walks up the object and

starts cutting the object. After the object is cut in one style, the participant steps back and we
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w: whole
p: peel

lc: large cut
sc: small cut

b: baton
j: julienne

rs: round slice
hrs: half round

: 12 samples : 8 samples : 4 samples

w→ lc
w→ p

w→ rs
w→ b
p→ lc

p→ b
lc→ sc
lc→ b

b→ sc
b→ j

rs→ hrs

p→ rs

(a) Image Statistics

(b) Video Clips Statistics

Figure 5.3: Statistics for ChopNLearn: We show the number of samples for each object-style com-
position in a color-coded manner: orange represents 12 samples, green represents 8 samples and blue
represents 4 samples.

(a) (b)

Figure 5.4: (a) The clip length distribution for one camera (315 unique clips). (b) Preliminary results of
using green screen to augment the dataset with different backgrounds. We continue to improve the transfer
results by adding shadows and background matting.
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highlight another frame as the next state. The participant performs at least 2 styles of cut in each

video, which can be done consecutively. For instance, we can first cut an object with large

cuts, and then do small cuts subsequently. The video ends with another clap for the end of

video detection and synchronization across different cameras. Henceforth, we collect video data

along with annotated states for each participant, without extra effort of annotations. More details

and statistics of dataset are shown in Figure 5.3. Average video clip length (one state change for

an object) is 1m40s. The distribution is shown in Fig. 5.4(a).

5.4 Scope and Limitations

The objective of ChopNLearn dataset is compositional generation and recognition, using a

granular and structural understanding of transferable object states. Terms such as ‘slice’, ‘dice’

alone often lead to a loss of granular information. For e.g., a sliced apple can be horizontally

or vertically sliced, or cut in the half, and then sliced as semi-circles. Hence, we use more spe-

cific categories than other traditional state change datasets as shown in Tab. 1. Moreover, the

subtle state change understanding is a challenging task on its own merit [39, 161, 162]. Recog-

nizing/segmenting actions in a video is a complementary task and an interesting future direction,

but is currently beyond the scope of this work.

Moreover, we acknowledge that making the classes more granular can be confusing for the

model, which appears similar. To confirm this, in Fig. 5.5, we show the confusion matrix for

generated images (classified by the StateClassifier (Chapter 6), and action-based method using

the final states (Chapter 4). We see baton and julienne, half round slice and round slice, are two

difficult pairs for compositional generation. In contrast, the action-based method can classify

107



j b hrs rs sc lc w
Generated

j
b

hrs
rs
sc
lc
w

Co
nd

iti
on

40 0 0 0 0 0 0
27 32 0 0 0 1 0
0 0 53 25 0 1 1
0 0 1 78 0 1 0
0 0 0 0 80 0 0
0 2 1 8 5 64 0
0 0 0 0 0 14 66

(a) generated images

j b hrs rs sc lc
Predicted

j

b

hrs

rs

sc

lc

GT

5 1 0 0 0 0

0 8 0 0 0 1

0 0 12 0 0 0

0 0 0 12 0 0

0 0 0 0 16 0

0 2 0 1 0 13

(b) action-based methods
0
10
20
30
40
50
60
70
80

0
2
4
6
8
10
12
14
16

Figure 5.5: Confusion matrix for generation & action-based tasks.

most states correctly. We hypothesize that since action-based methods use trajectory, and multiple

frames for classification, the confusion between similar object-state pairs is significantly reduced.

Further, we chose green screen to focus on the object states, and such that the object pieces

can be segmented easily. As some preliminary work, in Figure 5.4, shows some results on how

thresholding using simple opencv library functions works for segmenting the object pieces after

styles of cuts are applied. Further, we use Midjourney [4], which is a Stable Diffusion [69] based

text to image generator tool, to generate a set of images with chopping boards. We show this as

proof of concept for proving and encouraging community to use this dataset without introducing

bias for green screen images.

Dataset Webpage

For more details, results and analysis, please visit our website at: https://chopnlearn.github.io.
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Chapter 6: Compositional Image Generation for unseen Attribute-Object pairs

6.1 Introduction

As defined in the previous chapter 5, we discuss a new task for Compositional Image gen-

eration in this chapter. The objective of this task is to generate an image based on an (object,

state) composition that was not seen during training. As shown in Figure 6.1, during training,

a generative model is provided with images of an (apple, whole) as well as an (orange,

round slices). At the test time, the model has to synthesize a new unseen composition

(apple, round slices). We propose to adapt large-scale text-to-image generative models

for this task. Specifically, by using text prompts to represent the object-state composition, we

benchmark several existing methods such as Textual Inversion [46] and DreamBooth [144]. We

also propose a new method by introducing new tokens for objects and states and simultaneously

fine-tuning language and diffusion models. Lastly, we discuss the challenges and limitations of

Figure 6.1: Given training images of various objects in various states, the goal is to generate images of
unseen combinations of objects and states.
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prior works as well as the proposed generative model with an extensive evaluation.

6.2 Related Work

Object states or attributes have recently received significant attention for recognition tasks,

in images and videos. Some of the common works and their dissimilarities with the proposed

dataset are mentioned here.

Attributes of Objects. In the image domain, states are often referred to as attributes for Com-

positional Learning of attribute-object pairs. Attributes describe the visual properties of objects,

such as shape, color, structure and texture. The common datasets used are MIT-states [76], UT-

Zappos [195], COCO-attributes [127], CGQA [118] and VAW [131]. All of these datasets consist

of web-scraped images of various types of objects (from furniture to shoes and clothes to food

items), which makes the variety of states very diverse. Most of the prior works [95, 106, 118,

119, 132, 135, 147, 158, 187, 191] focus on attribute-object recognition tasks using composi-

tional learning but do not expand to image generation tasks due to the diversity in background

and attributes. Some works in compositional zero-shot learning of attributes show visual disen-

tanglement of attributes from objects [147, 179], however, they only hallucinate compositions of

unseen attribute-object pairs in the feature space, rather than the image space. Moreover, even

newer large vision-language models such as CLIP [138], DALL-E [139] fail to capture the subtle

attributes of objects which are visually discernible [110, 197]. Therefore, the image generation

task for objects with different attributes is still unexplored, which is a major focus of our work.

In our knowledge, compositional image generation for attributes (or states) and objects has

not been explored much in the past, hence there does not exists much literature to compare with.
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6.3 Compositional Image Generation

Large-scale deep generative models [140, 142, 145] trained on open-world big datasets

have made significant breakthroughs in image generation in the last couple of years. These

models, are typically conditioned using a text encoder and also support tasks such as zero-shot

image generation, inpainting, image editing, and super-resolution without explicit training on

these tasks. However, the performance of these models significantly degrades when it comes

to compositional generation [33]. Our dataset, consisting of 112 real-world object and state

combinations, is well-suited to test the compositional capabilities of generative models.

6.3.1 Task Description

The goal of the task is to either train from scratch or fine-tune an existing generative model

using the (object, state) pairs provided in the training, and generate images from unseen compo-

sitions. We consider all 20 objects, each object captured in up to 7 different states, i.e., all the

states excluding peel. We split the (object, state) combinations into a training set consisting of

87 combinations and a test set consisting of 25 combinations. The training set covers all objects

and states used in our dataset, but it does not overlap with the test set in terms of (object, state)

combinations. In other words, for each combination of object and state present in the test set, the

training set includes exactly one of either the object, or the state, but not both. We also ensure

that for each (object, state) combination (o, si) in the test set, there exists a combination (o, sj) in

the training set, where si and sj belong to the same state related group defined in Section 5.3.1.

This setting ensures that all object and state information are available in the training set. Each

combination in our dataset has 8-12 images, resulting in a total of 1032 images in the training
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set and 296 images in the test set. The exact split is provided in the appendix along with some

examples.

6.3.2 Methods

6.3.2.1 Stable Diffusion (SD)

We briefly describe classifier-free guidance in diffusion models. Diffusion models generate

an image from Gaussian noise via an iterative denoising process. Expected mean square error is

used as the denoising objective:

LDiff = Ex0,ϵ,t∼U(0,1)

[
∥ ϵ− ϵθ(αtx0 + σtϵ, c) ∥2

]
(6.1)

where x0 is an image and c is the optional condition from the training data. ϵ is the additive

Gaussian noise. αt, σt are scalar functions of time step t. ϵθ is the diffusion model with trainable

parameters θ. For sampling images from the text condition, SD employs classifier-free guid-

ance [69], such that at every time step (during sampling), predicted noise is adjusted via:

ϵ̂θ(xt, c) = ωϵθ(xt, c) + (1− ω)ϵθ(xt) (6.2)

where ω is the guidance scale. In our experiments, ω is set to be 7.5 in all methods using it. For

details on the SD, refer to the original work [142]

As our first baseline approach, we sample zero-shot images from SD with a text prompt

“An image of oi cut in sj style”, where oi is the ith object and sj is the jth state of the object.

Zero-shot generation with a pre-trained SD model doesn’t work as intended as shown in Fig-
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ure 6.3, and the generated images often perform poorly in capturing the object state. Several

recent works have shown that it is possible to extend models such as SD to achieve high-quality

customized generations [46, 144, 202]. We evaluate several methods that have been proposed for

compositional generation in the recent literature. We also propose a simple yet strong baseline

by fine-tuning a Stable Diffusion (SD) model [142] along with textual inversion.

6.3.2.2 SD + Textual Inversion (TI)

Textual Inversion [46] introduces new tokens in the vocabulary and optimizes their embed-

ding from the given images keeping SD frozen. We adapt the method for our task by introducing

new tokens for the objects {oi} and the states {sj}, and jointly optimize the embeddings of

{oi} ∪ {sj} by providing (image, prompt) pairs from our training data. As before, the prompt is

simply constructed as “An image of oi cut in sj style”.

6.3.2.3 DreamBooth

Next, we adapt DreamBooth [144], which fine-tunes the diffusion model along with the

state-specific tokens. In our experiments, we fine-tune one model for each state in the dataset,

where only the state token is learned. Original DreamBooth optimizes the diffusion loss as well

as a prior preservation loss [144]. We observed that the latter significantly deteriorates the per-

formance thus we skip it.
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6.3.2.4 SD + Fine-tuning (FT)

We also fine-tune SD. In this baseline, only the parameters in the UNet of the diffusion

model are optimized while keeping the text encoder fixed.

6.3.2.5 SD + TI + FT

Finally, we combine SD fine-tuning and Textual Inversion [46]. Specifically, on top of our

SD + Fine-tuning baseline, we also adapt Textual Inversion by introducing new object tokens and

state tokens and optimizing their embeddings along with the UNet parameters.

6.4 Experimental Setup

We use the above defined methods along with finetuning with our dataset. The dataset splits

and evaluation metrics are defined below:

6.4.1 Dataset Splits

In the compositional image generation task, we split all (object, state) compositions into

a training set consisting of 87 compositions and a test set consisting of 25 compositions. For

each composition of object and state present in the test set, the training set includes exactly

one of either the object, or the state, but not both. We also ensure that for each (object, state)

composition (o, si) in the test set, there exists a composition (o, sj) in the training set, where si

and sj belong to the same state related group defined in the previous chapter. Each combination

in our dataset has 8-12 images, resulting in a total of 1032 images in the training set and 296
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images in the test set. Fig. 6.2 illustrates the detailed dataset split used in the compositional

image generation task. In this figure, training compositions and test compositions are marked

with orange and teal, respectively. Unmarked compositions are not included in our dataset.

w: whole
p: peel

lc: large cut
sc: small cut

b: baton
j: julienne

rs: round slice
hrs: half round

: training : test

Figure 6.2: Dataset Split used in The Compositional Image Generation Task. Training compositions
and test compositions are marked with orange and teal, respectively. Unmarked compositions are not
included in our dataset.

6.4.2 Evaluation

We use both qualitative and quantitative measures to evaluate the capabilities of different meth-

ods. This section explains the details of different evaluation metrics we used:

6.4.2.1 Patch FID

Fréchet Inception Distance (FID) [68] is a commonly used metric to assess the quality of

generative models. Given a set of real images and a set of generated images, FID compares

the mean and std of Inception-v3 features of the two sets. For each composition and generative

model, we compute patch FID using all real and 16000 generated patches, and report the average

number for the test pairs. We hypothesize that using patch FID gives more weight to the object-
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state patches, rather than the whole image, which includes almost 50% background pixels. We

further calculate the lower bound for patch FID score by computing it between two sets of real

images. Any score lower than that for this dataset can be disregarded as irrelevant. The deter-

mined lower bound for the patch FID score is 37.2. Specifically, we modify the standard FID by

sampling 224× 224 random crops from the real images, as well as the synthetic images. We use

32 patches per image.

6.4.2.2 Object/State Accuracy using a Classifier

To evaluate the correctness of objects and states in the generated images, we train a classi-

fier on real images for classifying objects and states independently. This classifier is built on top

of CLIP-ViT-B/32 [138]. Classification logits are obtained by computing the cosine similarity

between the image embedding and text embeddings of all possible state labels or object labels.

Cosine similarities between the image embedding and text embeddings of all possible la-

bels are computed as the classification logits, which are used to calculate the standard cross en-

tropy loss for classification problems. During hyperparameter-searching, we fine-tune the CLIP

model on a different training split that all (object, state) compositions are seen, and report the

validation accuracies. One single model is used to predict both object and state. After deciding

on all hyperparameters and training settings, we train our final-version object state classifier on

all available data in our dataset to maximize its performance. We keep all parameters in the CLIP

model learnable and train it 2000 epochs using a learning rate of 3e − 5. We use a batch size of

128, and a warm-up cosine learning rate schedule [101]. To ensure the reliability of the classi-

fier’s results, we train it on the training set from a different dataset split, where all (object, state)
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Table 6.1: Compositional generation evaluation. FID, user scores, and classifier scores of various gen-
erative models. User Realism is on a scale of 1-5. (⋆) denotes that accuracies are evaluated on a seen data
split. Bold represents the best result.

Method Patch User Classifier Acc. (%) User Acc. (%)
FID ↓ Realism ↑ Object ↑ State ↑ Object ↑ State ↑

Real Images - 4.65 87.5⋆ 92.0⋆ 73.6 84.0

SD 178.0 3.41 73.1 27.9 81.6 28.8
SD+TI 145.0 2.58 23.6 37.7 21.6 43.2
DreamBooth 139.9 3.56 53.5 74.2 61.6 72.8
SD+FT 88.9 3.78 70.5 67.7 72.0 65.6
SD+FT+TI 82.2 3.47 67.8 81.4 67.2 79.2

combinations are present.

6.4.2.3 User Study

We conducted a user study to evaluate the generated images. We took images from the test

set as well as samples from our generative models and present them to 30 users. Each user was

presented with 25 distinct images, randomly sampled with an even distribution from our models

and the test set. After giving a tutorial to the users about the different objects and states present

in our experiments, the users were asked to choose an appropriate object name and state label, as

well as rate the image for realism on a scale of 1-5. We report the object and state accuracies as

well as realism score in Table 6.1.

6.5 Results

6.5.1 Quantitative Results

Table 6.1 displays the performance of all baseline methods evaluated according to the met-

rics outlined in Section 6.4.2. Assessing image realism is a crucial evaluation metric for gener-
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ative models; however, defining and measuring it can be challenging. Note that the patch FID

values and user realism ratings do not align well. This is due to the disparity between the distri-

bution of images in our dataset and that of typical occurrence of those objects in the real world.

The patch FID metric measures the similarity between the generated images with those in our

dataset, instead of the ones most typical in real world. In particular, our results indicate that SD

achieves the worst patch FID score since it has not encountered our dataset before, whereas its

user realism rating is more satisfactory. SD+TI has the lowest user realism rating and a poor patch

FID score, which suggests that only training object/state embeddings is inadequate for generat-

ing high-quality images. DreamBooth receives a good user realism rating but a poor patch FID,

indicating that the images it generates are realistic but not very similar to those in our proposed

dataset. Finally, fine-tuning via both SD+FT and SD+FT+TI achieve better results for patch FID

and user realism.

We next evaluate the accuracy of objects and states in generated images. It is worth noting

that the classification task on our dataset is intrinsically difficult, which leads to imperfect user ac-

curacy on real images. In general, the accuracy scores from classifier closely align with one from

users, indicating that the proposed classifier is suited for evaluating compositional generation.

Our results show that SD achieves the best object accuracy but the worst state accuracy.

This is possibly due to the lack of state variations in most existing large image datasets. SD+TI

is the worst performer due to its limited learning capacity. On the other hand, DreamBooth,

SD+FT, and SD+FT+TI attain better state accuracy. Among them, DreamBooth’s object accuracy

is slightly worse as it is particularly trained for states. SD+FT achieves high object accuracy,

and SD+FT+TI attains the best state accuracy with the help of fine-tuning and textual inversion

together.
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Figure 6.3: Compositional Generation Samples. Ground Truth (GT) real images are shown in the first
row for reference. Seven object-state combinations in the test set are displayed, each with two generated
samples for each method. Please zoom in to see details.

6.5.2 Qualitative Results

Fig. 6.3 displays the generated images from various methods for seven (object, state) com-

binations in the test set. The first row of the figure exhibits the ground truth real images for

reference. We observe that vanilla SD often generates correct objects in random states, while

SD+TI frequently synthesizes images without displaying the object. DreamBooth performs bet-

ter than SD+TI, but worse than a simple finetuning of SD. SD+FT and SD+FT+TI perform well

in terms of state generation. To better compare the compositional image generation performance

of various methods discussed in [148], we show additional generated images from them for seven

(object, state) compositions in Fig. 6.4 and Fig. 6.5, where the compositions are from the training

set and test set, respectively.
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Figure 6.4: Additional Compositional Generation Samples Using Training Compositions Ground
Truth (GT) real images are shown in the first row for reference. Seven object-state compositions in the
training set are displayed, each with four generated samples for each method. Please zoom in to see the
details.

6.6 Ablation Studies

6.6.1 Green Screen Removal

One of the main challenges for understanding fine-grained object-state pairs with existing

datasets such as MIT-states [76] is diverse backgrounds. Using them for training often leads to

the model latching on to unwanted background details and missing out on the state understanding.

Hence, we collected ChopNLearn with a clean green screen background for the benchmark tasks.

While we acknowledge the limitations it poses to our trained models, we highlight that the green

screen can potentially enhance our ability to generalize to diverse scenes. This can be achieved
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Figure 6.5: Additional Compositional Generation Samples Using Test Compositions Ground Truth
(GT) real images are shown in the first row for reference. Seven object-state compositions in the test set
are displayed, each with four generated samples for each method. Please zoom in to see the details.

by segmenting out images and placing various backgrounds, along with scaled and rotated object-

state images (Figure 6.6). As a proof-of-concept, we train a SD+FT+TI model on background-

augmented images, and report the Patch FID, classifier object accuracy and state accuracy in

Tab. 6.2. Note that here we employ a newly trained classifier that uses background-augmented

images, and the patch FID scores are also computed based on these images. We further reference

the lower bound of the patch FID as defined in Section 6.4.2. Due to the complex backgrounds

introduced, the object accuracy and the patch FID of the new model are slightly compromised.

However, it maintains a high and even improved state accuracy. This demonstrates the poten-

tial of the background-augmented ChopNLearn in enhancing fine-grained compositional image

generation.
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Figure 6.6: Preliminary results of using green screen to augment the dataset with different backgrounds.
We continue to improve the transfer results by adding shadows and background matting.

Table 6.2: Green screen removal evaluation Both rows employ the SD+FT+TI but are trained using
images with varying backgrounds. Classifiers specific to each dataset are trained to assess Classifier Acc.
Validation images used to calculate Patch FID differ between the two rows. Patch FID Lower Bound is
computed by evaluating the patch FID on one-half of the validation images relative to the other half. For
further details, refer to Section 6.5.2.

Data Classifier Acc. (%) Patch FID ↓ Patch FID
Background Object ↑ State ↑ Lower Bound

Green Screen 67.8 81.4 82.2 37.2
Various 46.3 82.3 133.6 46.4
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6.6.2 Number of views

We assess the impact of the number of views on the image generation task in Tab. 6.3 using

the SD+FT+TI setting. Using more views improves training data in terms of both quantity and

diversity, yielding results with better patch FID and object accuracy, and maintaining high state

accuracy even though generating images in more views is more difficult.

Table 6.3: Number of views ablation results.

View IDs Object Acc. (%) ↑ State Acc. (%) ↑ Patch FID ↓

1 42.4 78.2 184.7
1, 2 56.8 81.2 121.4
1, 2, 3 66.2 78.3 115.4
1, 2, 3, 4 67.8 81.4 82.2

6.7 Conclusion

In this chapter, we propose a new task to generate unseen compositions of objects in differ-

ent states, a skill known as compositional generalization for image generation. We also propose

strong baselines and emphasize the challenges with granularity that can be learnt with this dataset.

Admittedly, ChopNLearn is a small scale dataset with green screen background, which restricts

the models trained on it to have specific biases. Nonetheless, this is the first attempt to under-

stand how fine-grained states (cut styles) can be transferred to diverse objects. We explore this by

using ChopNLearn as a test set for larger models, fine-tuning these models using ChopNLearn

and trying them with or without a green screen background.
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Chapter 7: Consistent Attribute-Object Insertion in Videos

7.1 Introduction

The emergence of image and video generation algorithms has opened up exciting new

possibilities for utilizing generated data across various domains, including media production,

AR/VR, and synthetic data for model training [36, 57, 133, 140, 142, 159]. However, uncon-

strained text-to-image/video generation suffices only in a limited set of scenarios. In practice,

there is often a need for enhanced control over image/video generation processes, encompassing

aspects such as character consistency, pose, and beyond. This need has prompted the develop-

ment of numerous algorithms in the image generation domain, including inpainting [103, 142],

LoRA[73, 144], and ControlNet [202]. These techniques ensure that the generated images adhere

to constraints such as background, style, and pose. In the realm of video generation, algorithms

such as [15, 49, 182] have addressed the demand for control, but many predominantly focus on

comprehensive restyling of entire videos rather than the nuanced task of inserting or replacing

specific objects within the video – a process commonly known as inpainting. Furthermore, while

some approaches tackle object manipulation, they often extend changes to the entire scene’s

background rather than solely concentrating on modifying the subject. In this work, we focus

on the tasks of adding and replacing objects in a video (Figure 7.1). Unlike recent techniques

such as those presented in [49, 182], we choose text-to-image diffusion models instead of text-
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Figure 7.1: InVi inserts objects into a background video using a foreground mask, a control signal (e.g.,
pose, canny, depth map), and a text prompt by leveraging off-the-shelf diffusion models. It ensures that
the inserted object aligns semantically with the text, is temporally coherent in time, and also conforms
spatially to the control signal.

to-video diffusion models, as the latter necessitate significant modifications for our specific task.

Moreover, by building upon text-to-image models, we circumvent the requirement for training on

extensive video datasets and can leverage a wide array of established text-to-image models span-

ning various domains, including anime, art, photography, autonomous driving, and more. This

strategic choice enables us to take advantage of pre-trained conditional models like inpainting

[142], LoRA[73, 144], ControlNet [202], and seamlessly integrate them into our algorithm.

Existing approaches for video editing exhibit shortcomings, such as not generating all the

frames [49] or requiring expensive per-video fine-tuning [182]. Methods like Tokenflow [49],

which opt for a joint synthesis approach, however, generates only a subset of the required frames

and rely on optical flow to generate the remaining ones. This limitation arises from the challenge

of synthesizing all frames jointly, which becomes increasingly challenging due to GPU memory

limitations, leading to performance degradation as the number of frames increases. On the other

hand, methods like Tune-a-Video [182] require additional temporal layers and fine-tuning on the

target video, leading to significant latency.

To tackle these challenges, we introduce InVi, a novel method for inpainting objects in

videos. Leveraging off-the-shelf text-to-image latent diffusion models, our approach seamlessly

applies to videos of any duration, eliminating the requirement for individual fine-tuning for each
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video. In addressing object inpainting in videos, our method addresses two primary challenges:

(1) Ensuring realistic blending of the inserted object in the target video, avoiding a resemblance

to its appearance in the source image. (2) Ensuring consistency across frames during the video

synthesis process. To achieve a seamless integration of the source image into the target image,

InVi introduces a two-step inpaint and match process. Initially, the object is inserted into a single

video frame, leveraging the effectiveness of image-based inpainting. Subsequently, the inpainted

frame serves as the reference for generating subsequent frames, ensuring that video synthesis

is conditioned on features within the domain of the target video rather than the source image

alone. To maintain coherence across frames, InVi employs an auto-regressive architecture with

extended-attention to incorporate features from the preceding frame while generating the current

frame. Through experiments conducted on several videos from the DAVIS dataset and our own

test set, which includes novel object insertion scenarios, we observe that InVi outperforms other

methods by more than 40 points in background consistency metrics and is the preferred choice in

nearly 70% of the videos in our user study.

7.2 Related Works

7.2.1 Conditional video generation and editing

Based on the progress in generating images from text with diffusion models [140, 142,

145], there has been an increase in works that address video generation [21, 57, 182]. This

has facilitated the creation of videos from textual descriptions, which can be further refined to

achieve video-to-video generation by using attributes derived from initial video inputs. For in-

stance, Gen-1 [36] utilizes estimated depth as a conditioning factor, while VideoComposer [177]
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uses a broader array of inputs such as depth, motion vectors, and sketches. However, most of

these methods need explicit training on videos for learning motion [21, 57], and ensuring that

these models generalize to arbitrary motion patterns requires access to carefully curated large

video datasets, which are relatively fewer (or non-existent) than those available for images [151].

Additionally, substantial computational resources are required for the development of these mod-

els and their derivatives for conditional generation. To the best of our knowledge, there does

not exist a text to video model which is trained end-to-end, which supports inpainting objects

in videos, while providing support for using auxiliary conditions like pose, depth, edgemaps,

etc., as is commonly available for images. To overcome the challenges associated with training

such complex models on videos, some approaches resort to single-image editing, subsequently

extending these modifications across video sequences by identifying and applying edits to cor-

responding pixels throughout the frames and their efficacy hinges on robust tracking. Various

methods [55, 192] have employed techniques such as optical flow, keypoint tracking, or other

forms of motion detection to address this challenge. However, these techniques are hard to scale

to long videos, for consistent appearance changes in objects.

7.2.2 Adapting Image Models for Video tasks

Many methods have extended image-to-image models for swapping objects in videos. For

instance, [81] modifies self-attention mechanisms in diffusion models, while [182] conducts per-

video fine-tuning and employs inversion-denoising techniques for editing purposes. MasaCtrl

[15], originally developed for image editing tasks, has been extended to video generation tasks

and leverages the first frame generated as a reference to synthesize subsequent frames in the
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video sequence. [98] and Fate-Zero [136] adapt image-to-image pipelines [14, 67, 168] for video

editing by introducing modifications to cross-frame attention modules, incorporating null-text

inversion, and more. However, most existing methods are limited to generating very short video

clips. TokenFlow [49] produces keyframes and employs a nearest-neighbor field on diffusion fea-

tures to extend keyframe attributes to remaining frames. However, as the video length increases,

interpolation performance may degrade due to accumulated interpolation errors over time. In

contrast, our model enhances spatio-temporal attention [81, 98, 136] with anchor-based cross-

frame attention, enabling the generation of long videos with any desired number of frames. Our

work also differs from TokenFlow [49] in its support for inpainting. [49] does not support in-

painting, as it is tailored to preserve the structure and motion of the original video and cannot

handle edits like changing the size, shape, pose or motion patterns of objects. We use similar

ideas of latent inversion of the source video, but they can be of a video from a different domain,

and we can use it’s pose or canny features to inpaint a similar object in new videos. This ensures

sharp and consistent object insertion in new videos, while [49] fails in maintaining sharpness of

a new object, due to its optical flow propagation in the latent space.

7.3 Preliminaries

We introduce concepts that are required to understand our methods. Readers are encour-

aged to refer to the methods for a more in-depth treatment.
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7.3.1 Diffusion models

Diffusion Models [70] gradually introduce Gaussian noise to a sample x0 ∼ q(x0) over T

steps, yielding noisy samples xt, t = 1, . . . , T . The distribution of these noisy samples is gov-

erned by q(xt|xt−1) = N (xt;
√
αtxt−1, βtI), where βt denotes the noise variance at a diffusion

step t and αt = 1−βt. Eventually, this forward process leads to xT ∼ N (0, I), rendering the im-

age xT as white noise. Conversely, the reverse process inversely applies the aforementioned pro-

cedure through the θ-parameterized Gaussian distribution: pθ(xt−1|xt) = N (xt−1;µθ(xt, t), βtI).

The learning involves estimating µθ to be able to generate a data sample from noise in T reverse

process steps.

7.3.2 Latent Diffusion Models (LDM)

LDMs [142] improved the learning and generation process by shifting it from the image

space to a latent space. The image is encoded into the latent space using an encoder, E, and both

the forward and reverse diffusion processes occur in this latent space. The latent space samples

are converted back into an image samples using a decoder, D. The denoising model, based

on the U-Net architecture [143], is composed of self-attention layers [169] and cross-attention

layers [169] to seamlessly integrate textual conditions. These models are also referred to as text-

to-image models as a text prompt can be converted into tokens and used within cross attention

layers of the U-Net model.
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7.3.3 DreamBooth-LoRA based fine-tuning

LoRA [73, 144] helps personalize the diffusion model by creating a unique prompt and

“binding” it with a specific image. To achieve this “binding”, first, we generate a prompt with a

unique identifier: “a [V] [class noun]”, where [V] denotes a unique identifier linked to the subject

and [class noun] represents a coarse class descriptor of the subject (e.g. boy, horse, etc.). Next,

we condition the diffusion model on this prompt and fine-tune it using the LoRA [73] technique,

ensuring that the prompt aligns with the provided image. LoRA involves creating a duplicate set

of the original diffusion weights, representing them with low-rank matrices, and exclusively train-

ing these low-rank matrices while maintaining the original network’s frozen state. The training

low-rank matrices are then merged with the original frozen weights, preserving the architecture

and keeping the inference time identical to the original model. This approach is the same for

inpainting based diffusion models.

7.3.4 DDIM Inversion

DDIM-Inv converts a clean sample x0 to its noisy version in reverse steps:

zt+1 =
√
αt+1

zt −
√
1− αtϵθ(zt, t, p)√

αt

+
√
1− αt+1ϵθ(zt, t, p), t = 0, . . . , T − 1.

The difference between the forward diffusion process (FDP) and DDIM-Inv is in the noise gener-

ation mechanism. In the FDP, noise is sampled from a Gaussian distribution, whereas in DDIM-

Inv, the noise is the output of the U-Net model.
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7.4 InVi: Inserting consistent Attribute-Object pairs in a Video

We build upon the concepts of Latent Diffusion Models [70, 142], DDIM inversion [49,

142] and Lora [73]. Readers are encouraged to refer to the methods or appendix for a more

in-depth details. Given an input video I = [I1, ..., In] comprising n frames, a text prompt P

describing the desired edit and a control sequence C = [C1, ...,Cn], InVi generates an edited

video Ĩ = [Ĩ1, ..., Ĩn]. As in LDM [142], the video frames are converted to latent feature using

an encoder, E, and the corresponding encoded features are denoted by [x1, . . . ,xn]. Similarly,

the encoded features of the edited video are denoted by [x̃1, . . . , x̃n]. The edited video aligns

spatially with the control sequence C and conforms to the semantic constraints outlined in P . The

text prompt, P , offers generic semantic guidance, influencing factors such as object appearance.

Alternatively, the desired edit’s appearance can be specified directly as an image instead of the

text prompt, for which, we leverage LoRA [73]. In contrast, the control sequence C provides

more nuanced control, such as pose or object shape. Various methods exist for providing spatial

control, denoted by C, such as depth maps, edge maps, and normal maps for generic objects,

or human poses if the object is a person [202]. Next, we will describe each of the steps in our

pipeline in more detail.

7.4.1 Generating the first-frame and pre-processing

First, given the object’s location in each frame via bounding boxes, we extract a region

of fixed resolution by expanding these bounding boxes, as illustrated in Figure 7.2(a). We then

insert an object into the first frame, for which we rely on a ControlNet-based inpainting diffusion

model. This can be any off-the-shelf text to image inpainting model for prompt-based editing
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Figure 7.2: InVi [149] inference pipeline: (a) Given a video and object bounding boxes, first, we crop
a region around the bounding box which is inpainted. (b) Next, we use a ControlNet-based inpainting
diffusion model to inpaint the cropped region in the first frame. (c) To ensure temporal consistency when
inpainting subsequent frames, we employ the previous frame as an anchor image. This is achieved by
adapting the self-attention block of the denoising U-Net with extended attention. Specifically, we augment
the Keys and Values of the current frame being inpainted with those of the anchor frame, allowing for
consistent appearance. Finally, the inpainted crop is seamlessly integrated back into the input video.

and personalized model using LoRA[144] for reference image based editing. Once one frame is

edited using image inpainting pipeline, we use this generated image as an “anchor” denoted as

Ianc and edit the remaining frames.

To prepare the inputs for generating subsequent frames, we first pass the masked image

through a VAE encoder, as done in prior work [142], compressing it into a lower-dimensional

input (64×64×4 in our experiments). This input is then concatenated with a suitably downsam-

pled mask of identical dimensions (64×64), indicating the area to be inpainted. In contrast to the

inpainting pipeline in [142], which combines these inputs with Gaussian noise (sized 64×64×4)

during inpainting, we utilize the output after DDIM inversion on background frames as input for

132



the inpainting model. This step is crucial for maintaining video consistency, as DDIM inversion

on the background frame ensures a consistent noise pattern across frames. Additional conditions

such as pose or depth-map are provided to ControlNet, as outlined in [202]. A comprehensive

wire diagram detailing all inputs for our pipeline is illustrated in Figure 7.2(c).

7.4.2 Temporally Consistent Frame Inpainting

To propagate information from the edited anchor frame Ianc to another video frame, we

propose to use cross-frame attention mechanisms, circumventing conventional methods such as

optical flow or explicit point tracking. Given an anchor frame, Ianc, we incorporate it as an

additional input to the diffusion model and replace the self-attention mechanism in the model

with cross-frame attention.

Specifically, we use the anchor frame features to augment keys, denoted by K, and values,

denoted by V, within the attention layers of the diffusion model. We denote the key and value

matrices of the ith frame as Ki,l,t and Vi,l,t, respectively, where l is the layer index of the diffusion

model and t is the diffusion step. Similarly, we denote the key and value matrices of the model

obtained when the anchor frame is passed to the model as Kanc
l,t and Vanc

l,t
*, respectively. To edit

i-th frame Ii, we modify the self-attention module to a cross-frame attention using the key and

value vectors of anchor frames as follows:

lthlayer feature = Softmax

(
Qi,l,t[Ki,l,t,K

anc
l,t ]

T

√
d

)
[Vi,l,t,V

anc
l,t ], ∀l,∀t ∈ [1, . . . , T ].

*For brevity, we will omit the subscripts l and t where context makes it clear.
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Note that this augmentation does not change the network architecture and does not re-

quire any learning of new parameters. Our method, as shown in Figure 7.2(c), utilizes softmax-

generated attention scores to integrate Vanc features from the anchor frame. This process effec-

tively enforces the temporal correspondence between the current frame and the anchor frame, and

facilitates the propagation of value features from the anchor frames to the current frame through

the multiplication of attention scores with Vanc. By substituting the self-attention module with

an anchor-based cross-frame attention mechanism, we achieve temporal consistency across the

edited video frames.

We could use one anchor frame for the entire video, however, this is not ideal as the back-

ground appearance and the pose of an object gradually evolves over time. Therefore, once we

generate a frame i, it serves as the anchor for generating the next frame i + 1. This sequential

process is described in Algorithm 1.

Algorithm 1 InVi: Object Insertion in Videos
Input:
X = [x1

b , . . . ,x
n
b ] ▷ Background video in latent space

M = [M1, . . . ,Mn] ▷ Downsampled input mask
Xbm = [x1

bm, . . . ,xn
bm] ▷ Masked background in latent space

C = [C1, . . . ,Cn] ▷ Conditional inputs
P , ϕ ▷ Target text prompt, ControlNet-based inpainting model
{xi

t}Tt=1 ← DDIM-Inv[xi
b] ∀i ∈ [1, . . . , n], ∀t ∈ [1, . . . , T ]

For t = T, . . . , 1 do
x̃1
t = ϕ(x1

t ,x
1
bm,M1,C1)

Kanc
l,t ,V

anc
l,t ← K1,l,t,V1,l,t ∀l ▷ save first frame features in a cache

For i = 2, . . . , n do
For t = T, . . . , 1 do

load Kanc
l,t ,V

anc
l,t from cache

x̃i
t ← ϕ(xi

t,x
i
bmt

,Mi
t,C

i
t,K

anc
t , V anc

t ) ▷ inpaint i-th frame with anchor features
save Ki,l,t,Vi,l,t

Kanc
l,t ,V

anc
l,t ← Ki,l,t,Vi,l,t ▷ Update cache with i-th frame features

Output: X̃ = [x̃1
1, . . . , x̃

n
1 ] ▷ Latents for inpainted frames at t = 1
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Figure 7.3: Post-processing to remove flickering square artifacts. a) Background image. b) Initial image
generated from our pipeline. c) Zoomed-in view revealing artifacts around the inserted object. d) A trimap
is generated to facilitate seamless blending of the object into the background. e) Post-processed frame
showcasing the final result after blending the inserted object with the background.

7.4.3 Post-processing

After inpainting the object within the Region of Interest (RoI), an occasional subtle halo

effect emerges, resembling a flickering square, in the vicinity of the inserted object. In the case of

high-resolution videos, due to the limited training of base diffusion models on such resolutions

(and an order of magnitude higher inference time), object inpainting can only be performed within

a small RoI. The subtle differences which result from VAE based reconstruction are not very

prominent (although noticeable) when the inpainted RoI is composed with the original frame but

this gets amplified in a video as the object moves. Consequently, to achieve seamless and efficient

blending for high resolution videos, we adopt a multi-step approach. Initially, we extract the mask

of the inserted object using grounding-DINO [99] (for detecting arbitrary classes) and SAM [84]

(getting object masks inside bounding boxes). Once the mask is obtained, we employ dilation

to expand its boundary. Subsequently, we utilize Lama [164] to inpaint the pixels within this

boundary, ensuring smooth blending throughout the video sequence as shown in Figure 7.3. This

comprehensive strategy enhances visual coherence and minimizes any artifacts or discrepancies

resulting from the object insertion process. Note that for low resolution videos where the entire

frame can be inpainted, we do not require this step.
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7.5 Experiments

Our method is evaluated across diverse datasets, including videos from the DAVIS dataset

which are used in prior work [130], a selection of videos from the VIRAT surveillance dataset [123],

as well as human-centric videos sourced from YouTube. Additionally, we curate our own video

footage featuring cars, traffic cones, falling balls, and various moving objects to further assess

the robustness and efficacy of our method. To replicate synthetic assets suitable for insertion into

a 3D scene using simulation engines for applications like surveillance, AR/VR, and autonomous

driving, we adopt two approaches. Firstly, we gather videos with a static camera over extended

durations, enabling the extraction of conditional inputs from earlier time frames. Alternatively,

we employ object removal software (RunwayML) to artificially remove objects from scenes, al-

lowing us to utilize conditional inputs from the original video. We attach examples of these in

the supplementary material. The spatial resolution of our videos (after cropping) is 384×672 or

512×512 pixels, and they consist of anywhere from 24 to 200 frames. Our evaluation dataset

comprises of 30 text-video pairs. When training a LoRA-Dreambooth model, we train for 1200

iterations with a rank of 96, using a single reference image, without setting any regularization. In

our experiments, we use the inpainting version of RealisticVision 5.0, which is based on Stable

Diffusion 1.5 [142]. Our computational overhead (apart from DDIM inversion) is minimal com-

pared to the per-frame baseline as we only double the FLOPs, and memory in the self-attention

blocks of the transformer layers, while everything else remains the same.
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"Spiderman sliding on the railing" "An orange car driving on the road"

"Daniel Craig as James Bond playing with a basketball in a tuxedo" "A traffic cone in the middle of the road"

"A basketball jumping on the road"

"A woman walking to college with a black backpack"

Figure 7.4: Qualitative results. The first image is a background frame from the video undergoing inpaint-
ing. Subsequent frames depict the video with the inserted object.

7.5.1 Baselines

We benchmark InVi [149] against several video editing methods that swap objects while

preserving their structure. These include: (1) Fate-Zero [136], a zero-shot text-based video edit-

ing method; (2) Tune-a-Video [182], which fine-tunes the text-to-image model on the given test

video; and (3) TokenFlow [49], which edits selected anchor frames and propagates the implicit

flow from the keyframes to the rest of the video using an off-the-shelf propagation method. We

employ PnP-Diffusion [168] based editing with TokenFlow. These methods alter the entire frame

and do not preserve the background. Since there are no existing video inpainting methods that

utilize off-the-shelf diffusion models, we include two additional baselines to evaluate the inpaint-

ing performance: (1) Per-frame diffusion-based image inpainting baseline using ControlNet; and
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Table 7.1: Quantitative Results for object swapping (on the left) and object insertion (on the right). Eval-
uation for background consistency, temporal appearance consistency, and alignment with prompts.

FateZero Tune-a-Video TokenFlow InVi

CLIP-Text 0.30 0.31 0.32 0.33
CLIP-Temp 0.95 0.95 0.96 0.97
Back-L1 35.66 100.98 42.26 6.40

Frm+Inp TokenFlow+Inp InVi

CLIP-Text 0.24 0.26 0.28

CLIP-Temp 0.96 0.97 0.98

LPIPS 0.07 0.05 0.02

(2) a ControlNet [202] based inpainting pipeline for TokenFlow.

7.5.2 Quantitative Evaluation

Following previous work[49, 136], we use several metrics to evaluate various aspects of

our object editing and inpainting techniques. Firstly, we compute CLIP-Text, which represents

the average CLIP feature similarity between the generated frames and the target prompt, serving

as an indicator of video-text alignment. For assessing temporal consistency within the video, we

utilize CLIP-Temp, which measures the similarity of consecutive frames and averages the results

across the generated video. Given the importance of maintaining background consistency while

editing a specific object in videos, we use a background mask to evaluate Back-L1 which is the

average L1 distance between each pixel across corresponding frames of original video and edited

video. Video editing is more common task, hence we compare with existing baselines which

operate off-the-shelf without any training, for a fair comparison with our method. For inserting

new objects in a video, all baselines and our method inpaint only the object, the background

remains consistent. Hence, instead of Back-L1 we use average LPIPS [203], which is patch

based perceptual similarity score across consecutive frames of the video. Lower LPIPS means

more similarity across frames. Finally, in addition to objective metrics, we conduct a user study

to gauge the alignment of the edited video quality with human preferences, covering aspects such
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Figure 7.5: User Preference Study: InVi Outperforms Baseline Methods in text alignment, background
and temporal appearance consistency and overall video quality.

as text alignment, background changes, temporal consistency, and overall impressions.

7.5.3 User Study

Video editing and inpainting is a subjective task, where quality of results cannot be eval-

uated with quantitative metrics alone. Hence, we also conduct a user preference study (with 15

users, 195 question responses), where users are shown videos of baselines and our method, and

are asked to pick the video with best text alignment, background consistency (for edited video),

temporal consistency (if the inpainted object is consistent in appearance across frames) and over-

all visual quality (least blurriness and extra artifacts). Figure 7.5 shows that users prefer InVi

across all questions ∼ 75% times. While Tokenflow [49] is preferred ∼15% of times across all

the qualitative categories. More details can be found in Appendix 10.

7.5.4 Qualitative Evaluation

As depicted in Figure 7.6, we conduct a comparative analysis of InVi against prominent

baselines. Our approach, represented in the bottom row, demonstrates superior performance by

closely adhering to editing instructions and ensuring temporal coherence in the edited videos.

Conversely, other techniques often struggle to achieve both objectives simultaneously. Tune-
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Figure 7.6: In our qualitative comparison, we contrast the performance of InVi with three baseline meth-
ods: FateZero, TokenFlow, and Tune-a-video. FateZero frequently diverges from the editing prompt, as
seen in the woman running example. Meanwhile, both TokenFlow and Tune-a-video unintentionally mod-
ify the background. InVi, however, consistently yields results that closely align with the editing prompt
while preserving the background.
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A-Video [182] expands a 2D image model into a video model and fine-tunes it to follow the

video’s movement closely. While effective for short clips, it encounters challenges in accurately

capturing movement in longer videos, resulting in visual artifacts such as cartoonish appearances

in the edited videos, as observed in the car example. Similarly, fate-zero also exhibits artifacts

and deviates from the editing text-prompt closely. Although TokenFlow [49] yields reasonable

results overall, it fails to perform well for inpainting. While it effectively edits rigid objects using

flow, it struggles with inserting articulated moving objects like walking people. Moreover, all

baselines exhibit inconsistencies in maintaining the background consistent with the source video,

often modifying the background along with the object to be edited. Through a comprehensive

user study and qualitative assessments, as shown in Table 7.1 and Figure 7.4, we demonstrate that

InVi excels in preserving background consistency while inserting new objects into the scene.

7.5.5 Ablation: Advancing Beyond TokenFlow for Inpainting Tasks

TokenFlow [49] primarily works for video editing tasks, and relies on optical flow in the

latent space. However, as seen in Figure 7.7 (Row 3), it results in color leakage in edited objects

and unwanted color saturation changes in background colors. To compare with an inpainting

pipeline, we modified TokenFlow to include a 9-channel inpainting based UNet for inference

alongside ControlNet [202]. This mitigates the color leakage issues and enhances background

consistency, as seen in Row 4 of Figure 7.7, but leads to blurry and unrealistic video outputs.

TokenFlow relies on two main components: (i) Extended-attention, which selects and edits 5-6

frames sparsely from the video, ensuring consistent appearance across all frames, and (ii) Flow

propagation across other frames, which computes latents for unedited frames through interpo-
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“A red suv driving down a curvy road in the countryside”

Figure 7.7: Ablation experiments: We make simple changes to the baseline methods. Frm+Inp conducts
frame-wise inpainting using a constant seed and prompt. Tokenflow preserves the exact structure of the
original jeep (like preserves the grills and mostly changes the color). TokenFlow+Inp combines Con-
trolNet along with an inpainting method, serving as a baseline for inpainting, but leads to blurry results.
TokenFlow+Inp (No Flow) removes the nearest-neighbor field computation from Tokenflow, and keeps
the sliding window based inpainting of 2 frames at a time. Finally, InVi, which surpasses these methods in
terms of clarity, consistency, and sharpness, establishing itself as the preferred choice for inpainting tasks.
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lation in the latent space based on edited frames. Our hypothesis suggests that the blurriness

observed in TokenFlow results from flow computation. We experiment with using only extended-

attention with a sliding window, which results in sharper inpainted objects (Row 5). InVi edits

one frame and recursively use the generated frames for editing the remaining video, which en-

sures consistency in appearance throughout the video. Because of the recursive approach, we do

not need to jointly generate K frames sampled across the video, but we only use the previously

generated frame while generating the next frame. Hence, our memory usage only increases by a

factor of 2 compared to Tokenflow [49].

7.6 Conclusion

We presented a new approach to use text-to-image models for video inpainting tasks, using

off-the-shelf models which operates without the need for video-specific training. By harnessing

DDIM inverted latents extracted from the source video and incorporating the structural infor-

mation of new objects via conditional ControlNet inputs, InVi seamlessly inpaints new objects

into scenes. Utilizing anchor-frame based extended-attention for editing frames, InVi ensures

both consistency in appearance and structure of the inserted object. Our method surpasses exist-

ing baselines, showcasing significant enhancements in temporal consistency and visual fidelity.

Moreover, unlike prior methods, InVi efficiently handles longer videos with limited GPU mem-

ory and enables the insertion of dynamic objects without requiring an explicit motion module.

One limitation of our work is that our method relies on 2D bounding boxes in each frame, which

can either be provided by the user or estimated using the geometry of the scene. In future work,

we plan to automate the generation of these boxes using GPT based layout generation techniques,
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so that it can be more broadly applicable. As our work builds upon existing image generation

methods, we inherit both the positive and negative societal impact of such methods.
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Chapter 8: Conclusion and Discussion

This dissertation introduces two fundamental pillars for enhancing visual comprehension

through the deliberate incorporation of compositionality into deep networks. The first pillar

involves learning to decompose and compose new concepts, thereby enabling generalization to

both seen and unseen attribute-object pairs derived from primitive concepts. Additionally, this ap-

proach utilizes compositional understanding of attributes and objects to capture nuanced changes

and associated actions for video action recognition. The second pillar centers on generating com-

positions of attribute-object pairs within the image domain, alongside the consistent editing and

seamless insertion of new compositions in videos.

In the initial part of this thesis, we successfully demonstrated the capability to disentangle

objects and attributes within the visual feature space. This achievement allows us to generate

novel, complex concepts and refine object-attribute recognition models, as outlined in Chapter 2.

Through comprehensive experiments, we have established the superiority of our method over

previous techniques across three distinct benchmarks. Furthermore, we introduce a new bench-

mark tailored for the compositional zero-shot learning (CZSL) task featuring images of objects

in natural settings, aiming to steer community focus towards more complex scene analyses. We

also acknowledge the limitations of our work, particularly the challenge of multi-label attributes

in objects, which we hope will inspire further research into CZSL under more realistic conditions.
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Chapter 3 serves as a direct continuation of this work, enhancing the practicality and re-

alism of CZSL. In the context of advanced models like CLIP [138] and DALL-E [139], the

scarcity of labeled data remains a significant constraint, which these larger models circumvent

by utilizing extensive labeled datasets. We introduce a novel task, OV-CZSL, which not only

focuses on learning unseen compositions of known attributes and objects but also extends to in-

clude completely unseen attributes, objects, and their combinations. We have developed new

benchmark splits, underpinned by robust methodologies applied to existing datasets such as

MIT-states [76], C-GQA [118] and VAW-CZSL [131, 147]. Any CZSL model—or even large

language models (LLMs)—can be adapted to address OV-CZSL by incorporating Neighborhood

Expansion Loss, leveraging semantic transfer from pre-trained language embeddings. Despite

these advancements, open vocabulary compositional learning remains a formidable challenge,

with significant opportunities to enhance benchmarks, including datasets and evaluation metrics.

Consequently, we encourage the community to delve deeper into the generalized compositional

learning of attributes and objects.

In Chapter 4, we introduce a framework for recognizing object-centric actions through

the lens of object states. By capitalizing on these states, we have developed a methodology to

learn both object-transforming and context-transforming actions. A novel fluent attention mod-

ule, equipped with affinity and differential amplifiers, plays a critical role in discerning the subtle

similarities and differences between object states. Our findings also include successful general-

ization to unseen objects and out-of-domain datasets, as well as showcasing the capabilities of

our approach in compositional action recognition tasks, which adapt to unseen state-object action

pairs. Looking forward, we plan to explore the application of object states in procedural planning

and action segmentation.
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In the second segment of this thesis, beginning with Chapter 5, we introduce ChopNLearn,

a novel dataset engineered to evaluate the ability of models to recognize and generate unseen

compositions of objects in various states—a concept known as compositional generalization. Fur-

thermore, in Chapter 6, we propose the Compositional Image Generation Task and benchmark the

performance of leading-edge generative models. We highlight the limitations of existing method-

ologies, particularly their occasional failure to adapt to new compositions. Yet, this endeavor is

merely the beginning. Understanding object states holds significance for a multitude of image

and video applications, including 3D reconstruction, future frame prediction, video generation,

summarization, and extended video parsing. We anticipate that our dataset will inspire the com-

puter vision community to propose and explore new compositional challenges across images,

videos, 3D contexts, and beyond.

Finally, in Chapter 7, we present a novel method for consistent attribute editing and object

insertion in videos, leveraging readily available models without the need for video-specific train-

ing. Utilizing DDIM-inverted latents extracted from the source video and integrating the struc-

tural details of new objects through conditional ControlNet inputs, our approach, InVi, adeptly

inpaints new objects into scenes. Employing anchor-frame based extended-attention for frame

editing, InVi ensures both the consistency and structural integrity of the inserted objects across

sequences. This method outperforms existing baselines, significantly enhancing temporal con-

sistency and visual fidelity. Moreover, InVi efficiently handles longer videos with minimal GPU

memory requirements and supports the insertion of dynamic objects without a dedicated motion

module. One current limitation is our reliance on 2D bounding boxes for each frame, which

are either user-provided or estimated from scene geometry. In future developments, we aim to

automate this process using GPT-based layout generation techniques.
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Chapter 9: Future Work

While this thesis has explored several approaches for applying compositional learning in

recognition and generative domains, it represents only an initial foray into the complex problem

of compositional generalization. The methods we have introduced can effectively understand

and generate compositions of primitives observed during training with a reasonable degree of

accuracy. However, real-world applications, such as in robotics, frequently require the ability to

generalize beyond these seen compositions. For instance, a model trained to recognize or create

an image of a baby playing with blocks might struggle to comprehend or synthesize a robotic arm

stacking blocks due to a lack of corresponding training data. A significant challenge in composi-

tional generalization also lies in the order of composition; composing multiple primitives is often

non-commutative, meaning the outcome can vary depending on the sequence of composition.

9.1 Future directions using Chop & Learn

With the ChopNLearn dataset, we aim to pave the way for the community to create more

granular and realistic compositions. Current generative models excel at creating fragments of

objects, but assembling these fragments into a coherent whole that maintains correct proportions

and scale remains a challenge for realistic generation. Additionally, managing a vast array of seen

and unseen primitives and deciphering their relationships over extended timeframes continues to
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pose significant challenges in both 2D and 3D video understanding and generation. Some of

the potential future tasks that could be studied with the proposed new dataset Chop & Learn are

mentioned below.
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Figure 9.1: We show different uses of our dataset. The first column shows the raw images. The second
column shows basic Python based green screen removal techniques on the dataset. The third column
uses generated kitchen chopping board images replacing the green screen using the segmented object
pieces. The fourth column shows results of training stable our benchmark SD+TI+FT model with the
images without a green screen. Further the rightmost four columns show promising results towards 3D
reconstruction of deformable objects, which can be a potential future research problem ChopNLearn can
be used for.

9.1.1 Green Screen augmentation

We chose green screen to focus on the object states, and such that the object pieces can be

segmented easily. As some preliminary work, in Figure 9.1, shows some results on how thresh-

olding using simple opencv library functions works for segmenting the object pieces after styles

of cuts are applied. Further, we use Midjourney [4], which is a Stable Diffusion [69] based text to

image generator tool, to generate a set of images with chopping boards. For each camera angle,

we generate 7-10 images, for red, yellow, blue, white and wooden chopping boards. The captions
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used for this explain the color of board, the view or angle and the surrounds, for instance “empty

plastic red colored chopping board in from this view point –style raw ” is one of the captions used

for one view. Nonetheless, we are aware that achieving precise camera angles during image gen-

eration is a challenging task. Many of these models exhibit a bias toward placing certain fruits or

vegetables around or atop the chopping board. As a result, we have occasionally supplemented

the model with a reference image from the dataset, accompanied by a directive to ”generate

the same viewpoint and camera angle relative to the chopping board.” Despite these efforts, the

outcomes we achieve remain suboptimal, particularly when it comes to three-dimensional per-

spectives. The top view seems to yield the most favorable outcomes for background generation.

We utilize these images to substitute the backgrounds in segmented images. However, there are

instances where the generated background’s view and angle do not align with those of the actual

image from which the object segments originated. This occasionally results in sections of the

objects appearing to levitate above the chopping board. While we acknowledge that the authen-

ticity of these generated images may sometimes fall short due to occasional inaccuracies in green

screen removal and misalignment between object positioning and background image angles, this

experiment still holds value in mitigating green screen bias during model training. Additionally,

our analysis with respect to green screen removal and background addition sheds light on a sig-

nificant prospective challenge – the ability to mat and position objects convincingly from diverse

angles within backgrounds to achieve a realistic effect. Hopefully, paves the way for new av-

enues of research and potential applications of ChopNLearn in the realm of detailed background

matting.
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9.1.2 3D reconstruction

Collecting data as well as generating 3D models for deformable objects is still an open

problem. We demonstrate results of some preliminary experiments with our dataset for this task.

We use RealFusion [109] to recover a promising 3D scene from a single image of our various

cut states Figure 9.1. We believe that with our multi-view camera setup, this direction is worth

exploring in future work for more accurate 3D reconstruction and can be an interesting task.

9.1.3 Long-term Video Parsing

We use compositional state recognition to further understand the temporal dynamics [35,

62, 63, 64] with the aid of a video parsing graph construction as previously explored in Ego-

Topo [120] and VideoGraph [74]. Each clip in the training set has one state transformation (top

example in Figure 9.2). We visualize the class activation maps corresponding to the most salient

intermediate state transitions with Grad-CAM [152], to learn the transition in each frame of the

video for training data. This is illustrated as a graph for a training video. Having learned multiple

single transformations, we can now extend this knowledge to understand long activities, with

multiple transitions. As shown in Fig. 9.2, we can learn state changes for orange from large

cut→ small cut using our training clip. Given a long unseen video with multiple clips, we

can construct a state-transition graph to represent changes in state for a watermelon. Hence,

by using an extensive array of videos, the process of learning transitions between individual states

can be extended to encompass transitions between multiple states. This enables the creation of a

self-supervised transition knowledge graph for comprehensive long-term video comprehension,

as demonstrated in [35, 180].
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Figure 9.2: Video parsing graph: For a given video, we use Grad-CAM[152] on the intermediate frames
to identify and visualize the class activation maps corresponding to the most salient states. Top: A training
video clip has one transition of orange from large cut → small cut. Bottom: We can learn
single transitions from training data, to generalize transitions in a long video with multiple state changes
and parse the video as a graph.

9.1.4 Intermediate state generation and Video Interpolation

Generating granular and sparse states between two states such as ‘whole’ and ‘large cut’

is still a challenging and open problem. So far most of the methods rely on textual conditioning

for guiding the generative models. However, textual embeddings as guidance also come with

bottleneck of discrete embedding space. IN terms of video frame interpolation and intermediate

object state generation, teh smbedding space needs to be smooth between two states, to generate

a relevant frame in between. Moreover, it is difficult to define the intermediate states with the

right set of textual prompts. For instance, we might say ’apple in large cut with 25% cut’ or

’potato with one piece cut’, however the textual embeddings do not carry much weight about the

granularity of the state. A better way to measure of control the granularity of cut can be using a

slider, to interpolate between two frames, as shown in Figure 9.3.

152



Input Image State: Large Cut

0 25 50 75 100
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Figure 9.3: Intermediate object state generation: Textual conditioning is still limited to sparse and
independent frame generation. However, using a slider control for generating intermediate states of cut
between two well known states is an open problem.

Start GoalInterpolate intermediate frames and states 

Figure 9.4: Frame Interpolation: Dense frame interpolation with start and end frames is also a new
problem which ChopNLearn can support.
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Once we can solve the task with more control-ability, the next step of generating closer frames

with intricate difference would be the next step. However, another limitation with current models

is, generated images might not be realistic in terms of composition. For instance, if we cut an

apple in large cut, we might get 4-8 large pieces. While generating the images with current

state-of-the-art image generation models, might generate random number like less than 4 or more

than 8 pieces, which might not fit in together to generate a whole apple. BY gradual control and

generation of frames one by one, for video generation task (Figure 9.4), this consistency might be

possible to achieve yet still a very hard problem as of now. Moreover, understanding hand pose

for slicing an object is also a well known challenge in dexterous object manipulation. Hence, this

dataset opens new domains for exploration with different set of challenges and opportunities.

We hope this thesis underscores the importance of integrating compositional thinking in

developing new methods for visual understanding, highlighting the need for models that can

operate effectively across diverse vision applications in an open-world setting.
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Chapter 10: Appendix

Chapter 2: Disentangling Visual Embeddings for Attributes and Objects

10.1 Benchmark Details

While experimenting with MIT-states [76] and UT-Zappos [195], we found several short-

comings with these datasets and discovered issues across all baselines using these datasets:

• Both datasets are small, with a maximum of 2000 attribute-object pairs and 30k images, leading

to overfitting fairly quickly.

• Random seed initialization makes performance fluctuate significantly (0.2-0.4% AUC). More-

over, [7] found 70% noise in human-annotated labels on MIT-States [76].

• A new dataset C-GQA was introduced in [118], but the dataset is still small and we found a lot

of discrepancies (kindly refer to the suppl.).

To address these limitations, we propose a new benchmark VAW-CZSL, a subset of VAW [131],

which is a multi-label attribute-object dataset. We sample one attribute per image, leading to

much larger dataset in comparison to previous datasets as shown in Table 2.1.
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10.1.1 Dataset issues of C-GQA.

GraphEmb [118] proposes a new benchmark for compositional zero-shot learning. However,

there are some issues with the dataset have been raised on their official github page [1, 2]. These

issues are related to (1) the attribute-object pairs being placed into the incorrect train, validation,

and test subset, and (2) there are missing images for a decent amount of pairs (20%), which

could potentially affect the final experiment results. Due to [118] being unable to provide a cor-

rected version of the dataset in time before the CVPR 2022 deadline, we were unable to run

any experiments for C-GQA. Post the deadline, we did run some preliminary results where our

method outperformed GraphEmb [118]. Although, a major issue we observed was for OADis,

C-GQA [118] training set did not have similar attributes and objects samples for constructing Iattr

and Iobj. However, we propose for learning compositional concepts, firstly disentangled concepts

must be learnt, and for that, we require Iattr and Iobj. Hence, we do not report results on C-GQA

for OADis.

10.1.2 Creating Dataset: VAW-CZSL.

We propose a new benchmark for the compositional zero-shot learning task (CZSL), focusing on

images of objects and attributes in the wild that span across a much larger number of categories.

We select the VAW dataset [131] to create our benchmark. VAW contains images originally

from Visual Genome (thus objects and attributes in the wild). Every image of an object instance

contains an object label and one (or possibly multiple) attribute labels. In the followings, we

describe our steps in creating the VAW-CZSL benchmark, which shares some similarities with
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the C-GQA dataset.

Different from C-GQA, we consider object instances whose bounding boxes are larger

than 50 x 50. C-GQA selected instances whose boxes are larger than 112 x 112, which could

possibly leave out small, narrow objects that are still recognizable from images. For every object

instance, among its possibly multiple attributes label, we keep only one attribute that has the

lowest frequency in the dataset (i.e., the uncommon attribute) to be consistent with the standard

CZSL benchmark. By keeping the most uncommon attribute and using the top-3 & 5 evaluation

metrics, all methods will be evaluated based on whether they are able to rank this uncommon

(but still representative) attribute in its top-3 & 5 predictions rather than always predicting the

most frequent attributes. From this, we follow the similar steps from [118] to merge plurals

and synonyms (e.g., {airplane, plane, aeroplane, airplanes...}, {rock, stone, rocks...}). We then

keep only those attribute and object categories with frequency greater than 30 to make sure all

primitive concepts have a decent amount of data for training and evaluating.

We use images in VAW-training as our training set, and use images in VAW-val and VAW-

test for creating the validation and testing splits following the standard generalized benchmark

in CZSL. We first merge VAW-val and VAW-test in one set, and follow similar steps mentioned

in [118] to create a validation and test set of seen and unseen attribute-object pairs. At the end,

we remove objects and attributes that no longer appear in the training set. This is because a

model that has never seen an attribute (or object) will find it impossible to generalize to un-

seen pairs containing this attribute (or object). This problem happens with the C-GQA dataset

where 8% of attribute and 22% of object categories do not exist in their training set. More

details about dataset can be found in Table 2.1. The dataset splits are made publicly available at

https://github.com/nirat1606/OADis.
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10.2 Negative Impact of OADis

Our work is a new initiative in the direction of learning visual features for objects and it’s at-

tributes. We present it as a prototype, or an alternative direction for understanding attributes-

object pairs. Similar to any other work in vision, learning attributes of objects can have various

positive implications, e.g. in object detection, knowing attributes can provide additional knowl-

edge about the objects. However, knowing the additional information about attributes, it can be

used for persuasion for marketing policies, for even worse factors. Even though it seems very far

fetched ideas, but using attribute classification along with object detection, knowing the attributes

people can build weapons and ammunition to either counter attack the present ammunition. At-

tribute classification can also be used on humans, to detect certain traits of human for bypassing

large-scale surveillance applications. In general, attributes provide additional information for

objects, which can be used negatively or positively.

Chapter 3: Composition of attributes and objects beyond seen primitives

10.3 Benchmark Details

10.3.1 Dataset Splits

Following the ZSL works [59, 176], we split attributes and objects into 75-25% split for

training and testing. Since we are using ResNet18 [65] trained on Imagenet [30] as backbone

for visual features, we make sure that attributes and objects common with Imagenet labels are
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Table 10.1: Exempt Classes which match the categories in Imagenet. To ensure that OV-CZSL setup
is truly Zero-shot Learning (ZSL) for attributes and objects, we must include all common attributes and
objects seen in ImageNet [30] in the seen attributes and object sets. Hence, while creating seen attributes
and objects sets for MIT-States, we fist find out the objects and attributes in MIT-states [76] which are
already present in ImageNet [30], and make sure these categories are part of seen attributes and objects.

Datasets Common Objects Common Attributes

MIT-states [76] balloon, banana, brass, bubble, bucket, candle, castle, upright
church, cliff, desk, drum, envelope, fig, laptop,
lemon, library, necklace, orange, pizza, plate,
pot, screw, tiger,vacuum, valley, velvet, wool

part of training set (seen attributes and seen objects). This ensures that the unseen attributes and

objects are truly zero-shot, and are never seen. A set of valid compositions of seen attribute

and object pairs becomes the training set Y s. Test set, denoted as Y u has unseen compositions

of seen attributes and objects (AO)∗, as well as, other sets of seen and unseen attributes with

unseen objects (AO∗, A∗O, A∗O∗). We further split Y u 40-60%, to make validation and test

splits, similar to CZSL. To evaluate learnability on seen compositions, test and validation split

also have subset of Y s. All split creations are random and are selected from 10 random splits,

based on the balance between seen and unseen accuracies (refer supplementary). Table 3.1 shows

statistics of the benchmark split.

10.3.2 Dataset Creation

Proposing a new benchmark is always challenging and requires meticulous efforts. Since

the problem OV-CZSL, requires constructing multiple splits, we create multiple random splits

and then pick the best split for each dataset by evaluating seen and unseen accuracy using two

standard baselines. Overall, the steps involved in creation of benchmark splits for MIT-states [76]

dataset is as follows:
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• Step 1: As explained in Chapter 3, the proposed OV-CZSL task is combination of general-

ized ZSL and CZSL. As a visual feature backbone, we use ResNet18 [65], pre-trained on

ImageNet [30]. To ensure that our setup is truly Zero-shot Learning (ZSL) for attributes

and objects, we must include all common attributes and objects seen in ImageNet [30] in

the seen attributes and object sets. Hence, while creating seen attributes and objects sets

for MIT-States, we fist find out the objects and attributes in MIT-states [76] which are al-

ready present in ImageNet [30]. We exempt those common attributes and objects, shown

in Table 10.3, from being part of unseen attributes and objects A∗ and O∗. In other words,

these attributes and objects are always part of seen set A and O, for every random split.

• Step 2: We randomly select 20-25% attributes and objects as unseen attributes A∗ and

unseen objects O∗.

• Step 3: The set of all the compositions which have seen attributes and seen objects is

denoted as AO. Among this set, 80% pairs make up the training set Y s. The rest 20% pairs

are part of the test and validation set, to evaluate the model performance on seen attributes,

seen objects yet unseen compositions (AO)∗.

• Step 4: Iterating through rest of the valid compositional pairs present in MIT-States [76],

we split the pairs in 3 other sets: AO∗ has pairs which have seen attribute and unseen

object, A∗O has pairs with unseen attributes and seen objects, and A∗O∗. Hence, test set

Y u composes of {(AO)∗, AO∗, A∗O, A∗O∗}.

• Step 5: In order to evaluate on pairs which are already present in training set, we select 25%

and 30% pairs from training set AO and add 18% samples of these pairs in the validation
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and test set. This becomes the set of seen pair samples in the test and validation set, which

is used for stopping criteria. Similar split of seen pair exists in CZSL splits as well.

• Step 6: Lastly, we split Y u into 45%/55% ratio as validation and test sets, such that each

set of seen-unseen compositions are part of validation an test sets. Results can be found in

chapter 3 [150].

This process creates one split. We randomly create 10 such splits for each benchmark. To ensure

the stability of the benchmark split, it requires a balance in performance between the seen pairs

AO and unseen pairs {(AO)∗, AO∗, A∗O, A∗O∗}. Hence, for each split, we run two common

CZSL baselines, LabelEmbed (LE) [119] and CompCos [118]. Based on the AUC and difference

between best seen and unseen accuracy, we choose one split as the benchmark split for OV-CZSL

of the dataset. This process is performed for all datasets (C-GQA [118] and VAW-CZSL [131,

147]), but we only show the 10 random splits and their baselines performance for MIT-States [76]

in Table 10.2.

10.3.3 Limitation for Open-world evaluation

Current evaluation setup in Chapter 3 [150], is closed world. That means the model is

only evaluated on valid compositions of seen and unseen attribute-object pairs. However, in real

world, more realistic setting would be open world, where during evaluation, we do not know

valid compositions. CompCos [118] and KG-SP [79] are two state-of-the-art methods for Open

World evaluation for CZSL task. However, when we train our splits for open world evaluation,

these SOTA methods do not perform well on the unseen compositions: {AO∗, A∗O, A∗O∗}. To

make sure the model can identify the invcalid compositions such as “ripe dog”, CompCos [118]
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and KG-SP [79] use feasibility scores, which removes the invalid compositions from feature

space during inference. Moreover, this feasibility score is used during training as well, to avoid

transfer of knowledge from seen compositions to unseen and invalid compositions. KG-SP [79]

uses ConceptNet to compute the feasibility scores. We use the open-world evaluation for MIT-

States [76] OV-CZSL benchmark, for CompCos [118] and KG-SP [79]. However, while evalu-

ating in Open-world scenario, both CompCos [118] and KG-SP [79] fail to generalize to unseen

composition {AO∗, A∗O, A∗O∗}. Our hypothesis is that for CZSL, all attributes and objects

are seen. Hence, feasibility of pairs of seen attributes and objects, but unseen compositions can

be computed through various means, such as using feasibility scores of ConceptNet features,

which is used during training to transfer knowledge to valid compositions. However, for OV-

CZSL, when unseen attributes and objects are not known during training, the feasibility scores

describing valid compositions are only used during evaluation. Hence, the model fails to learn the

validity of scores, during inference and fails to perform for the unseen compositions. Therefore,

we conclude that OV-CZSL is more challenging setup than CZSL, and currently can be evaluated

in Closed-world setup only.

Chapter 4: Attribute-Object Compositionality for Video Recognition

Recognizing Actions using object states

10.4 Dataset Splits

We use Epic-Kitchens-55 (EK-55)[28] as our primary dataset.
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Break	Stock (Fill) Divide	Tomato	(Close)

Open	Avocado (Cut) Fill	Box	(Open)

Figure 10.1: We show some of the misclassified actions from the test set for EK-55. The action in green
is the actual label for the pair, whereas our model predicts it incorrectly shown in red. The first action
is “ break stock” since there is water in the pan, our model predicts it to be “fill” instead, next is “open
avocado”, since the avocado is split into two pieces, our model predicts as “cut”. Similarly “divide tomato”,
predicted as “close” and “fill box” predicted as “open”. This shows our model works for actions that have
clear distinct before and after states, which are different from other action states.

10.4.1 Long-tail Distribution

Our pipeline includes object state detection in the videos, which reduces the total number

of used clips for each action. Our processed dataset is a long-tailed distribution of classes, where

the total number of samples varies between 1600 and 11. Figure 10.2 shows the distribution of

samples for each class. The figure shows the training samples, seen transformation set (valida-

tion), and unseen transformations (test set) with different colors. Note that we do not follow the

splits provided with the dataset but curate our own splits such that objects which are seen for an

action in the train set are not present in the test set.
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10.4.2 Multiple splits

In total, we use 13 object-transforming and 30 context-transforming actions. Since the

number of object-transforming and context-transforming actions are not equal, we create and

evaluate over five splits of dataset, which consists all object-transforming and randomly se-

lected 13 context-transforming actions. Moreover, to make the object-transforming and context-

transforming split consistent with each other, we choose the same number of majority and minor-

ity classes.

Firstly, for each type of action (object-transforming or context-transforming), we split the

action classes based on the number of total samples. We create three separate action sets: Major-

ity classes: classes with more than 65 actions, Mid-sized classes: classes that have more than 25

samples but less than 65 samples, and Minority classes: classes that have under 25 samples in to-

tal. Table 10.2 shows the names of such classes for object transforming and context transforming

actions.

Among 13 classes for object transforming actions, 3 are Majority classes, 6 are mid-sized

classes, and 4 are minority classes. For each split, from context-transforming action classes, we

choose three majorities, six mid-sized and four minority classes, to make sure the distribution for

context-transforming actions matches the object-transforming action. The object-transforming

actions in each split remain the same. This step is crucial since we use a skewed distribution and

make sure our model learns all classes in the same manner without any bias towards one class.

Table 10.3 describes the chosen context-transforming actions for each split.
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Table 10.2: To create five splits of the dataset, firstly, all actions are divided into the majority, minority,
and mid-sized classes based on the number of samples. This table shows all actions and which class do
they belong to.

Object-Transforming Actions

Majority Classes Mid-sized Classes Minority Classes

close cut empty fill break crush
open peel press divide roll

squeeze wrap

Context-Transforming Actions

Majority Classes Mid-sized Classes Minority Classes

dry insert apply filter add adjust
mix move fold scrape cook flip
pour put scoop shake hold look

remove take sort turn measure pull
turn-off turn-on search soak

wash sprinkle
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Figure 10.2: Distribution of Dataset: This histogram shows the number of samples for training, validation
and test set. Our dataset is long-tail distribution, as observed in the graph. We show object-transforming
and context-transforming actions with different colors (orange and blue respectively).
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Table 10.3: This table shows the distinct context-transforming actions used in each split. Note that since
we have fewer number of object-transforming actions, all those actions are part of each split. Combination
of all these 5 splits cover total 30 context-transforming actions. We choose split classes randomly from all
the classes, while making sure 3 majority, 4 minority and 6 mid-sized classes are in each split.

Split1
add adjust filter fold look mix scrape
shake sort sprinkle turn turn-off wash

Split2
cook filter fold look measure pour pull

remove scoop scrape shake sort take

Split3
add apply dry filter flip fold measure

pour scrape shake soak take turn

Split4
add apply dry filter flip fold hold
move put scrape sort sprinkle turn

Split5
add apply filter flip fold insert measure

search shake sort take turn turn-on

Table 10.4: This table shows analysis of different temperature λ variable for the experiments. Although,
changing λ does not significantly impact the overall accuracy, we optimize for mean classwise accuracy,
which is maximum for λ = 100.

All Actions Object Transforming Context Transforming
λ Acc. Mean Acc. Acc. Mean Acc. Acc. Mean Acc.

0.1 42.45 12.11 46.97 13.08 31.51 9.84
10 43.96 11.06 48.42 12.45 33.87 9.63
50 43.62 11.01 47.94 12.37 33.89 9.65
100 43.62 13.10 48.42 14.42 32.78 10.71
500 41.77 12.87 45.52 13.32 33.33 9.26
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10.4.3 Discrepancy in labels

It can be observed that some of the classes are similar to each other. For example, “break”

and “divide” are very similar actions. However, these actions are applied to different objects.

“break” is commonly used for eggs or paper towels, whereas “divide” is similar action performed

on the dough, meat, or other vegetables. Apart from being minority classes (having fewer samples

to learn from), some actions are very similar to each other. For few actions, transformed states

are visually similar, i.e., “cut”, “break”, and “divide”, all actions transform different objects

from whole→ pieces. These actions are more likely to be incorrectly classified by our model.

Figure 10.2 we show some samples our model fails on due to their similarity with other actions.

10.5 Experimental Setup

We discuss the object state detection and details about our architecture in this section:

10.5.1 State detection

To emphasize the importance of object states instead of the complete frame, we show some

examples of frame vs. the object state. Figure 10.3 shows the frame and small portion the object

occupies, which we use for our model. It also explains the complexity of finding the small objects

in different shapes and forms for the object detection system. For extracting object states, use

a Faster-RCNN [141] detector, pre-trained on EK-55 [28]. This step is crucial for our pipeline,

as the detector needs to be robust to identify objects in different shapes and colors. For each

object, we can observe different forms and states detected by the object detector. This is possible

due to sparse labels available with the dataset. The detector is trained with 295 object categories
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Egg

Drawer

Potato

Garlic

Salt

Button

Figure 10.3: Our Pipeline uses object detector as a pre-processing step. We show that usually objects
occupy a small area in the image, hence it is important to capture the object in order to understand the
object state. Some examples here show the ratio of area occupied by the objects in the frames.

from EK-55. In Figure 10.4, we show diverse object states extracted using detector. Note

that object states are not always the best since the detector mis-classifies sometimes. Among all

action clips, detector only works 70% of the times. Moreover, we only use detections with more

than 65% confidence to eliminate spurious objects. This step results in a smaller dataset than the

complete dataset. Even with such constraints, some detections are blurry and do not capture the

objects. Having noisy object states directly impact our action recognition accuracy. Among all

mis-classified action clips, around 40% manually checked clips have noisy object state where the

object is not even visible. We show some object states in Figure 10.5.
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Bread

Oil

Ginger

Spinach

Figure 10.4: We show some qualitative results of our detector. Note that our detector is trained on the
dataset, and hence captures diverse states and textures of objects.

Close

Crush

Figure 10.5: We show our detector misfires for certain objects qualitatively and do not capture the object at
all. In these images, the before and after state of the objects is visible. It can be observed that sometimes,
the detector finds the object in one state but does not capture the object at all in the other state. Here are the
row-wise results explained for each action (left to right):Row1: close bag (no bag visible in both states),
close bag (bag visible partially), close bag (different bags visible), close bin (bin partially visible) Row2:
crush coffee (coffee not visible in end state), crush ginger (not visible in end state), crush garlic (no change
in states), crush pepper (not visible)
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10.5.2 Model and Parameters

Our model uses ResNet50 [65] features as input. We do not fine-tune the backbone net-

work. Input features are passed through a linear layer, with ReLU activation, and then through

the fluent attention module. Our model is robust to temperature variable, as shown in Table 10.4.

Note that the results are shown for split1, similar observations follow for the rest of the splits.

Since our dataset is long-tail, we prefer optimizing for mean classwise accuracy instead of overall

accuracy, hence we use temperature λ = 100.

Compositional Action Recognition

10.6 Benchmark Details

Given the diversity of views and object types and styles, we can construct multiple training

and testing splits. In this chapter 4 [148], we present results on three selected splits. For each

split, we create training, test and validation set. The validation set is for evaluating the model on

training classes, which consists of 10-15% unseen samples for the seen training compositions.

Training and test sets have a disjoint set of compositional classes, in an 80-20% ratio. All of the

splits in our dataset are created based on object-final state compositions in the videos.

We leverage these related groups defined in chapter 5 [148], to create different splits for

training and testing. All splits use multi-view camera angles and involve creating seen and unseen

object-final state compositions in training and testing sets. This ensures cross-view training and

test splits, as used in other multi-view datasets [153, 171]. The training set consists of samples

from three cameras, while the test set includes samples of compositions from one camera whose
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view is never seen during training.

Similar to the three splits mentioned in the chapter 4, we explore multiple other splits, with

different constraints to choose those 3 splits. We find that other splits were not as challenging

for the existing baselines, and hence only propose 3 splits that are challenging. In Table 10.2,

we present the results for splits 4-9, which were considered for the data. We only show I3D [17]

based Transformer model for these splits. All the splits consider the constraints for the object-

final state. The details of each split are as follows:

Split 4: This is the same as the split used for the Compositional Image Generation task (men-

tioned in chapter 6). We use the related groups to split the object-final states, such that objects

which are seen with one of the states in a related group in training, are tested on the other related

group during testing. This is also similar to Split 2 in the chapter 4, however, the multi-view

constraint is not there. All the camera views are used for training and testing.

Split 5: In this split, we have the participant constraint. All samples from participants 1 and 2

are part of the training set, while samples from participant 3 are in the test set.

Split 6: This is a combination of split 4 and 5, which has two constraints: using related groups

for splitting object-final states in different splits, and using only participant id 3 for the test set.

Split 7: This split is about multi-camera view. We use Camera 1,2,3 views in the training set,

while the camera 4 view is part of the test set. No other constraint regarding related groups for

splitting on the basis of object-final states is used.

Split 8: This split is similar to Split 1 in the chapter 4, without the multi-camera constraint. The

object-final state compositions are split randomly into train/test. We use all camera views for

both sets, without constraining to distinct views for each set.

Split 9: This split is similar to Split 3 in the chapter 4, without the multi-camera constraint. The

171



object-final state compositions are split based on random groups for objects and states. We use

all camera views for both sets, without constraining to distinct views for each set.

We do not have a split having all constraints, i.e. participant constraint, related groups and multi-

view constraint, since all of these together end up leaving a total of 400 video clips, which are

very few for training and testing.

Chapter 6: Compositional Image generation for unseen Attribute-Object pairs

10.7 Questionnaire for user study

The purpose of conducting a user study was to see if our generative models were able to

create images that were of high fidelity and stayed true to capturing the semantic understanding

of the object-state composition provided as a text prompt. We chose 20 compositions from the

test set, which are unseen as a pair in the training and finetuning of the generative models. These

compositions from the test set are also given as a text prompt to five generative models, i) Dream-

booth ii) Stable Diffusion iii) Stable Diffusion+Textual Inversion iv) Stable Diffusion finetuned

on our training dataset v) Stable Diffusion + Textual Inversion finetuned on our training dataset.

We evenly chose a distribution of 5 samples per composition, and including the test set + 5 gen-

erative models, we had 6 sets to sample images from. The total number of images used for the

study was 750 and we asked 30 participants to label each of these images for their object and state

as well as rate the realism on a scale of 1-5. We show some examples of images encountered in

our user study in Figure 10.6 and a snapshot of how the user study questionnaire looks like in

Figure 10.7.
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Figure 10.6: Examples of images from the test set and samples from the generative models presented to
participants in the user study

Chapter 7: Consistent Attribute-Object Insertion in Videos

10.8 Questionnaire for user study

We evaluate our approach with a user study, for 13 text-video pairs and 15 participants.

The users were shown source video, and 3-4 methods, randomized (with InVi included), and are

expected to answer 3 questions. There are two types of videos: (a) videos for Object swapping

and (b) videos for object insertion. In object swapping video, the source video also has the

objects, which are modified with a prompt. In Object insertion, the source video do not have the

object, and using conditioned control images, we insert a new object in the scene. Moreover, for

object swapping videos, we use existing video editing methods are baselines: FateZero [136],
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Figure 10.7: Snapshot of questionnaire presented to participants of the user study

Tune-A-Video [182] and TokenFlow [49]. For object insertion, there are no video inpainting

pipelines using text-to-image pre-trained models. Hence we use baselines Framewise inpainting

(Frm+Inp) and TokenFlow with Controlnet and inpainting pipeline (Tokenflow+Inp). For object

swapping, we ask users the following questions:

• Which video demonstrates the highest consistency with respect to the source video?

Choose the method which is BEST at preserving the background from the source video.

• Which video aligns most accurately with the provided text prompt?
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Figure 10.8: Survey Preview for Object swapping videos. The users are shown 4 videos along with source
video and prompt used for editing, to answer questions about visual quality, text alignment and background
consistency.

Choose the method which BEST captures the details in the prompt (given on top of the

video).

• Which video demonstrates the highest visual quality?
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Choose a video which has the LEAST amount of extra artifacts (jitter, unwanted blobs),

blurriness, unrealistic lighting and flickering.

Figure 10.9: Survey Preview for Object Insertion videos. The users are shown 3 videos along with source
video and prompt used for editing, to answer questions about overall visual quality, text alignment and
temporal consistency.

For object insertion, we ask users the following questions:

• Which video demonstrates the highest temporal consistency across new object appearance?
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Choose the video with the BEST appearance consistency overtime for the new inserted

object.

• Which video aligns most accurately with the provided text prompt?

Choose the method which BEST captures the details in the prompt (given on top of the

video).

• Which video demonstrates the highest visual quality?

Choose a video which has the LEAST amount of extra artifacts (jitter, unwanted blobs),

blurriness, unrealistic lighting and flickering.
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