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Repetitive patterns are ubiquitous in various fields, including textile design, digital

art, web design, and graphic design, offering significant practical and creative benefits.

This dissertation delves into the automated analysis and synthesis of these patterns within

digital imagery. We focus on the replication of geometric structures in vector patterns and

geometric analysis of raster patterns, highlighting the unique challenges and methodologies

involved in each.

Creating repetitive vector patterns, characterized by their intricate shapes, is notably

challenging and laborious. This intricate process not only demands significant time invest-

ment but also requires a unique combination of creative insight and meticulous precision.

Although computational methods have streamlined some aspects of manual creation, they

predominantly cater to simple elements, leaving complex patterns less explored. To over-

come this, we introduce a computational approach for synthesizing continuous structures in



vector patterns from exemplars. This approach innovates on existing sample-based discrete

element synthesis methods to consider not only sample positions (geometry) but also their

connections (topology). Additionally, we present an example-based method to synthesize

more general patterns with diverse shapes and structured local interactions, incorporating

explicit clustering as part of neighborhood similarity and iterative sample optimization for

more robust sample synthesis and pattern reconstruction.

Conversely, raster textures, essential visual elements in both real images and computer-

generated imagery, present distinct challenges in editing due to their pixel-based nature.

Traditional texture editing, often a repetitive and tedious task, requires manual adjustments

of textons—small, recurring patterns that define textures. Addressing this, we propose a

novel, fully unsupervised method using a compositional neural model to represent textures.

Each texton is modeled as a 2D Gaussian function, capturing its shape and detailed ap-

pearance. This discrete composition of Gaussian textons simplifies editing and enables the

efficient synthesis of new textures through a generator network. Our method facilitates

a broad spectrum of applications, from texture transfer and diversification to animation

and direct manipulation, significantly advancing texture analysis, modeling, and editing

techniques. This approach not only enhances the capability for creating visually appealing

images with controllable textures but also opens up new avenues for exploration in digital

imagery.
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Chapter 1: Introduction

Repetitive patterns in digital images play an essential role in the realm of digital

image processing, merging the elements of aesthetics, technology, and practical application

seamlessly. These patterns, defined by their consistent motifs and structures, enhance the

visual impact of images and are fundamental to various computational processes involved in

image analysis, synthesis, and editing. This dissertation focuses on exploring these patterns

through the synthesis of vector patterns from examples and the analysis of raster textures

to enable editing or controlled synthesis.

1.1 Synthesis of vector patterns by examples

Repetitive patterns are ubiquitous in natural and human-made objects,and can be

created with a variety of tools and methods. Manual authoring provides unmatched degree

of freedom and control, but can require significant artistic expertise and manual labor.

Computational methods can automate parts of the manual creation process, but are mainly

tailored for discrete pixels or elements instead of more general continuous structures. In this

dissertation, we propose two example-based approaches for synthesizing pure curve patterns

and for synthesizing more general vector patterns with diverse shapes and structured local

interactions without elongated elements.

1



To synthesize curve patterns by examples, our main idea is to extend prior sample-

based discrete element synthesis methods to consider not only sample positions (geometry)

but also their connections (topology). Since continuous structures can exhibit higher com-

plexity than discrete elements, we also propose robust, hierarchical synthesis to enhance

output quality. Our algorithm can generate a variety of continuous curve patterns fully

automatically. For further quality improvement and customization, we also present an

autocomplete user interface to facilitate interactive creation and iterative editing. We eval-

uate our methods and interface via different patterns, ablation studies, and comparisons

with alternative methods. We will introduce this approach in Chapter 2. To synthesize

more general vector patterns by examples, using a sample-based representation, our main

idea is adding explicit clustering as part of neighborhood similarity and iterative sample

optimization for more robust sample synthesis and pattern reconstruction. The results

indicate that our method can outperform existing methods on synthesizing a variety of

structured vector textures. More details will be in Chapter 3.

1.2 Analysis of raster textures for editing

Texture plays a vital role in enhancing visual richness in both real photographs and

computer-generated imagery. However, the process of editing textures often involves labo-

rious and repetitive manual adjustments of textons, which are the small, recurring local

patterns that define textures. In this dissertation, we introduce a fully unsupervised ap-

proach for representing textures using a compositional neural model that captures individ-

ual textons. We represent each texton as a 2D Gaussian function whose spatial support
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approximates its shape, and an associated feature that encodes its detailed appearance. By

modeling a texture as a discrete composition of Gaussian textons, the representation offers

both expressiveness and ease of editing. Textures can be edited by modifying the compo-

sitional Gaussians within the latent space, and new textures can be efficiently synthesized

by feeding the modified Gaussians through a generator network in a feed-forward man-

ner. This approach enables a wide range of applications, including transferring appearance

from an image texture to another image, diversifying textures, texture interpolation, reveal-

ing/modifying texture variations, edit propagation, texture animation, and direct texton

manipulation. The proposed approach contributes to advancing texture analysis, model-

ing, and editing techniques, and opens up new possibilities for creating visually appealing

images with controllable textures. We will discuss this part in detail in Chapter 4.

1.3 Publications

The dissertation is based on the following peer-reviewed publications.

• Tu, Peihan, Li-Yi Wei, Koji Yatani, Takeo Igarashi, and Matthias Zwicker. ”Con-

tinuous curve textures.” ACM Transactions on Graphics (TOG) 39, no. 6 (2020):

1-16.

• Tu, Peihan, Li-Yi Wei, and Matthias Zwicker. ”Clustered vector textures.” ACM

Transactions on Graphics (TOG) 41, no. 4 (2022): 1-23.

and under-reviewed manuscript

• Tu, Peihan, Li-Yi Wei, and Matthias Zwicker. ”Compositional Neural Textures.”

(2024)
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Chapter 2: Continuous Curve Textures

2.1 Introduction

Repetitive patterns are fundamental for a variety of tasks in design [5, 6] and en-

gineering [7, 8, 9, 10, 11]. Manually creating these patterns provides high degrees of in-

dividual freedom, but can also require significant technical/artistic expertise and manual

labor. These usability barriers can be reduced by automatic methods that can synthesize

patterns similar to user-supplied exemplars [1, 12, 13, 14, 15, 5, 6, 16, 17, 18]. However,

existing techniques mainly focus on discrete patterns consisting of image pixels or shape

elements, and might not apply to general patterns consisting of continuous curves, which

can be connected or intersected with one another.

In this chapter, we propose an example-based method that can automatically synthe-

(a) Output of (b)

(b) String

(c) Strip (d) Output of (c) (e) Output of (f)

(f) Maze

(g) Branches (h) Output of (g)

Figure 2.1: Example inputs and outputs of our method. Given a small input exemplar, our
algorithm can synthesize various types of continuous curve textures. Our results are shown
in vector format. Please zoom in to see the details.
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(a) Exem-
plar

(b) Samples
of (a)

(c) [1] (d) [3] (e) [4] (f) Our output
samples

(g) Reconstruc-
tion of (f)

Figure 2.2: Comparison with prior point/sample synthesis algorithms. The methods in
[1, 3, 4] generate samples without considering their connections in the exemplars (b). Thus,
their results, as shown in (c), (d), and (e), preserve the sample distributions less well than
ours in (f). It is also unclear how to reconstruct continuous curve patterns from (c), (d),
and (e). (g) shows the curve reconstruction from (f).

size continuous curve patterns from user-supplied exemplars. Similar to prior pixel/sample-

based methods [19, 1, 20, 21, 12, 6, 3], users can provide exemplars and have the algorithm

automatically produce results in desired sizes and shapes. However, different from previous

methods and systems that are restricted to discrete pixels/elements or limited continuous

structures, our method can handle both discrete elements and continuous curves in a variety

of patterns (Figure 4.1).

Our main idea is to extend prior sample-based element synthesis methods [1, 5, 12, 17]

to consider not only sample positions (geometry) but also their connections (topology) in

all major algorithm components, including pattern representation, neighborhood similarity,

and synthesis optimization consisting of search and assignment steps. Our algorithm uses

a graph representation for both topology synthesis and geometric path reconstruction for

general continuous patterns, in contrast to the graph representations in [17, 18] that only

apply to discrete elements. Since continuous patterns can exhibit higher complexity than
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discrete elements, we propose robust, hierarchical synthesis [22, 23] to enhance output

quality.

Automatically generated outputs, although convenient, might not have sufficient qual-

ity or fit what users have in mind for their particular applications. To facilitate further

editing and customization, we also propose an interactive autocomplete authoring interface

[24, 18] built upon our synthesis algorithm components. Similar to existing design tools,

users can create various free-style patterns. When they have sufficient exemplars and would

like to reduce further manual repetitions, they can specify an output domain to be auto-

matically filled [5, 24]. The synthesized patterns resemble and seamlessly connect with

what has already been drawn. If not satisfied, users can accept or modify the predictions,

or ask for re-synthesis to maintain full control. They can further designate specific source

regions for cloning to target regions.

We analyze our algorithm via ablation studies, compare it with alternative methods,

and demonstrate the quality and accessibility of our system via pattern design results.

In sum, the contributions of this chapter are:

• A hierarchical representation and a synthesis method for both geometry and topology

of continuous and discrete patterns.

• An interactive authoring system with autocomplete functions to reduce manual work-

loads and facilitate user control.
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2.2 Related Work

Our work is inspired by prior art in vector patterns, image textures, and interactive

workflows. Procedural methods [25, 26, 27] can produce intricate structures, but are limited

in scope and difficult to generalize for different types of patterns. Example-based methods

are general, but existing work predominantly focuses on image textures [19, 6, 28] rather

than vector patterns. Below, we survey methods most related to our work.

2.2.1 Example-based Pattern Generation

Example-based methods are designed to generate large patterns from small exemplars

with an optional control provided by the users [13, 1, 12, 14, 15, 21, 3, 17, 4, 29, 30, 31].

However, these methods target discrete elements or samples [13, 1, 14, 21, 17, 18, 4] and

treat continuous structures as special cases via curve/surface reconstruction from point

samples [1, 3]. [3] reconstructs the output surface from synthesized point samples via

their associated surface normals without considering sample connections, and thus can only

be applied to surfaces relatively smooth to the underlying sampling density. [4] extends

neural point synthesis by treating a graph edge as a line of points, which is essentially

point synthesis. The neural optimization method does not provide the same flexibility and

efficiency as in our method and it is unstable when the points contain attributes beyond

positions. Relatively few works focus on curves, such as enriching details of given coarse

curves [32] or growing L-system-like curves [33]. Our system is inspired by these prior

sample-based algorithms [1, 3, 18], but we explicitly incorporate both samples and their

connectivity into our representation and optimization to synthesize more general continuous
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structures, as shown in Figure 2.2.

2.2.2 Interactive Authoring

Workflow analysis has been investigated to assist various content creation task [34].

Examples includes static and animated sketches [24, 35], 3D sculpting [36, 37], texture

design [16], hand-writing beautification [38], and image editing [39, 40]. Our work is inspired

by prior autocomplete [24, 35, 36, 16] and interactive systems [5, 41, 18]. However, these

systems can automate only relatively simple patterns (e.g., repetitive hatches or strokes).

Our method can automatically generate diverse and complex continuous curve patterns to

facilitate iterative design with reduced input workload.

2.3 User Interface

Our system can be used for both automatic synthesis and interactive editing. Similar

to prior work like traditional texture synthesis [19], the user provides an exemplar pattern

and lets our system automatically produce the output with desired size and shape. The

exemplar is represented via Bézier curves. Inputs in other formats can be converted to

Bézier curves (for example, by vectorizing a raster image).

Since the automatic synthesis results might not be what the users want and they might

need to create new patterns manually, we also provide an interface built upon our automatic

synthesis algorithms for users to author patterns interactively. Through the interface, users

can specify an output domain in desired size and shape (Figure 2.4a) and let our system

predict patterns that resemble what the users have already drawn (autocomplete mode,
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Figure 2.3: User Interface. Our interface has a widget panel and a canvas. The widget
panel provides basic tools, such as selection in a vector editor, as well as controls to the
graphics parameters, including color and pen width, and modes unique to our autocomplete
system.

Figures 2.4a and 2.4b). The users can also explicitly control the prediction by copying-

pasting from an input region to an output region (clone mode, Figures 2.4c and 2.4d). They

can accept, partially accept, or reject the predictions via keyboard shortcuts and mouse

selections. They can also perform further edits, such as selecting regions for re-synthesis

or adding paths in the predictions. Please refer to the supplementary video on our project

page for live actions. Since continuous patterns often contain complex structures beyond

fine-grained autocomplete of individual strokes [24], we design our current interface to focus

on autocomplete pattern regions instead of strokes.
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(a) Autocomplete: before (b) Autocomplete: after

Source Target

(c) Clone: before (d) Clone: after (e) User edit

Figure 2.4: Autocomplete and clone. In the autocomplete mode, the user can specify an
output region (shown in yellow) (a) and let our system generate predicted patterns (b). In
the clone mode, the user can specify a source region (in red) and clone it to a target region
(c). Our system can generate predictions adaptive to the existing patterns (d), upon which
users can perform further refinements (e). (e) is generated by editing the top left corner
(in blue) of the predictions, including 1) partially rejecting several paths, 2) copy-pasting
two elements, and 3) adding a path.

2.4 Method

Our method extends the sample-based element texture synthesis method in [1] to con-

sider not only individual point samples but also their curved connections via graphs [17, 18].

We describe our pattern representation in Section 2.4.1, similarity measures in Section 2.4.2,

and the corresponding synthesis and reconstruction algorithms in Sections 2.4.3 and 2.4.4.

Our method can handle discrete elements, continuous structures, and their combinations.

We will describe when and how our algorithms treat them similarly or differently.
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(a) Single-res (b) Multi-res (c) Pattern (d) Graph

Figure 2.5: Pattern representation. Existing algorithms [1] only use a single-resolution
element representation (a). We propose a hierarchical element representation to improve
the synthesis quality (b). Our synthesis proceeds from red, blue, to yellow samples in coarse
to fine levels. A pattern (c) is represented by a graph (d), where we record connections
(yellow edges) and local path orientations (arrows) in addition to point samples. The color
of a sample indicates the number of connections |E(s)| associated with it; orange, green,
and blue indicate 1, 2, and 3.

2.4.1 Representation

We represent patterns and elements via point samples and graphs (Figure 2.5) [1, 3,

17]. Each sample s records its position p(s), attributes a(s) (Table 2.1), and i(s) ∈ [0, 1]

to indicate the confidence of its existence to optimize the number of samples:

u(s) = (p(s), a(s), i(s)) . (2.1)

Table 2.1: Sample attributes. Each sample s records its attributes a(s) that may vary in
terms of types of patterns (discrete element or continuous structure). q(s) ≥ 0 indicates
uniqueness of a sample relative to other samples within a discrete element, and q(s) = −1
for continuous structures. E(s) = {ess′} records all edges associated with s, where ess′ is
an edge between s and s′. o(s) records the local orientations of the paths intersecting at
sample s.

Attributes Sample id Connectivity Orientation

a(s) q(s) E(s) = {ess′} o(s)
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Discrete elements. Following [1, 12], for discrete elements, sample attributes include a

sample id q(s) that indicates the uniqueness of s to other samples within its containing

element.

Continuous structures. In discrete element synthesis, it is sufficient to use only samples

with id q(s) (Figures 2.5a and 2.5b) to encode element shape because every element has the

same topology [1]. On the other hand, continuous structures are composed of paths and

have more flexibilities. In this chapter, we represent paths by linear and quadratic Bézier

curves, even though other vector curve formats can be easily added. The paths may be

connected to each other with complex topologies (Figure 4.1). Thus, samples alone are not

sufficient to disambiguate matching and reconstruction of continuous structures. There-

fore, we also consider connectivity among samples, leading to a graph-based representation

(Figure 2.5d). Note the method in [17, 18] also adopts a graph-based representation, but

it is for discrete elements only without explicitly modeling paths in a continuous pattern.

Specifically, we record the connectivity E(s) for s within a(s). E(s) = {ess′} is the set

of edges associated with s, where ess′ represents the edge between the two samples s and s′.

We use i(e) ∈ [0 1] to indicate the confidence of an edge existence; i(ess′) = 1/0 indicates the

presence/absence of an edge between s and s′. We will relax the binary i(ess′) to be within

the range [0 1] during optimization-based synthesis. While E(s) records pattern topology,

we also record the tangent angles at s on a path via an orientation attribute o ∈ RNo as

part of a(s), where No is the number of entries in o(s). Each entry o of o is within [0, 2π).

We record o to facilitate pattern reconstruction from graphs (Section 2.4.4.2 and fig. 2.15).

Note that, for any input samples si, we always have |E(si)| = No(si) (Figure 2.5d), where
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|E| is the size of the edge set E . However, this strict constraint is relaxed for the output

during the synthesis to facilitate faster convergence.

2.4.1.1 Hierarchical Pattern Sampling

We adopt a multi-resolution representation of sample graphs to handle patterns with

complex structures, analogous to prior multi-resolution algorithms for color texture syn-

thesis [22, 23]. The representation is sparser with less samples at coarser resolutions and

becomes denser with more samples at finer resolutions. By default, we use three level of

hierarchies, which suffice in our experiments. Users can decide to use fewer levels if needed.

Discrete elements. We generate element samples using a simple approach (Figures 2.5a

and 2.5b). The finest level of samples are generated by sampling the element polygon.

The coarest level contains only one sample centered at each element. The middle level

of samples are located at the midpoints of each downsampled finest-level samples and the

coarest-level element centers.

Continuous structures. For continuous patterns (Figure 2.5c), we sample the intersections

(blue samples in Figure 2.5d) and ends of paths (orange samples) and uniformly place

samples (green samples) along paths with spacing δ. We discuss the parameter δ values in

Section 3.7.
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2.4.2 Similarity Measure

A core part of pattern synthesis is a measure of similarity between local regions

[19, 1, 3]. Here, we describe our similarity measure for continuous patterns via their sample-

graph representation (Section 2.4.1), which, in turn, will form the basis for our synthesis

optimization (Section 3.6).

2.4.2.1 Sample Similarity

The difference between two samples s and s′, which includes the differences in the

global position p and attributes a, is defined as follows:

p̂(s, s′) = p(s)− p(s′), (2.2)

â(s, s′) =
(
q̂(s, s′), Ê(s, s′)

)
(2.3)

The differences in sample id attribute q is

q̂(s, s′) = 1 {q(s) ̸= q(s′)} , (2.4)

where 1(·) is an indicator function that equals to one if its condition · holds, and zero

otherwise. The edge set difference is

Ê(s, s′) =

 ∑
esŝ∈E(s)

dist (esŝ, es′ŝ′)

+ β ||E(s)| − |E(s′)|| , (2.5)
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where dist (esŝ, es′ŝ′) = ∥p̂(s, ŝ) − p̂(s′, ŝ′)∥ is the difference between esŝ and es′ŝ′ , and

es′ŝ′ = me(esŝ) ∈ E(s′) is the matching edge for esŝ via the Hungarian algorithm (which

solves the one-to-one matching relationship between edges) [42] to minimize the first term

in Equation (2.5) (m indicates matching relationship). β is a weighting parameter set to

sampling distance δ (Section 2.4.1.1) in our experiments.

For newly added output samples that do not have any edges, either by initialization

or existence assignment (Section 3.6), we want them to be useful and connected to existing

output samples. To this end, they should be encouraged (via lower cost) to match with

input samples during the search step (Section 2.4.3.3). We set β = 0 for these samples and

thus Equation (2.5) becomes 0, as the first term is also 0 since newly created samples do

not have edges.

We do not include o within the attribute similarity term (Equation (2.3)) since E

already contain similar information in o. However, we still need to update o during

synthesis (assignment step, Section 2.4.3.4) and reconstruction (Section 2.4.4). This re-

quires us to match orientation entries o within o from s and s′ respectively. The matching

o(s′) = mo (o(s)) ∈ o(s′) is computed via the Hungarian algorithm [42] by minimizing the

sum of smallest absolute differences between matched o(s) and o(s′)

ô(s, s′) =
∑

o(s)∈o(s)

ô(s, s′), (2.6)

where ô(s, s′) = min (|o(s)−mo (o(s)) |, 2π − |o(s)−mo (o(s)) |).

We also have not found it necessary to include i in the sample similarity measure

(Equation (2.3)). Instead, i will be used to optimize the number of samples.
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2.4.2.2 Neighborhood Similarity

We define n(s), the neighborhood of s, as a set of samples around s’s spatial vicinity

within a certain radius r. The neighborhood similarity is defined as

∥n(so)− n(si)∥ =
∑

s′o∈mn(n(si))

ûsosi(s
′
o, s

′
i) +

∑
s′o∈n(so)⊖mn

c(s′o), (2.7)

where

ûsosi(s
′
o, s

′
i) = ∥p̂(so, s′o)− p̂(si, s

′
i)∥+ γ∥â(s′o, s′i)∥ (2.8)

is the sample similarity between s′o and s′i within neighborhoods centered at so and si

respectively. s′i = ms(s
′
o) is the matching input sample for s′o. We discuss how to match

samples within n(so) and n(si) in Section 2.4.2.3. The positional differences ∥p̂(so, s′o) −

p̂(si, s
′
i)∥ are computed in local neighborhood coordinate systems centered at so or si. The

two terms in Equation (2.7) partition n(so) into two sets. In the first term of Equation (2.7),

mn (n(si)) is the subset of n(so) matched with samples within n(si). In the second term

of Equation (2.7), c(s′o) is the cost resulting from unmatched output samples s′o. In our

implementation, γ = 0.5. Equation (2.7) is designed for our robust neighborhood matching,

described next.

2.4.2.3 Robust Neighborhood Matching

In [1], each output sample is forced to match with another sample in the input, which

could be problematic since some output samples are outliers and should not be matched

to any input samples. Some output samples might be missing in the current iteration of
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optimization. But this forced matching allows to easily define sample similarity for various

sample attributes, as shown in Section 2.4.2.1, since we have one-to-one sample correspon-

dence. We call this hard neighborhood matching (Figure 2.6a). In [3], the neighborhoods

are matched via comparing their density fields estimated with Gaussian kernels. This sim-

ilarity criterion is computed with the neighborhoods as a whole. There is no one-to-one

correspondence between samples. We call it soft neighborhood matching (Figure 2.6b). The

method [3] ”smears the sample attributes into their neighborhood” by encoding them as

the height of the density kernel, which could unnecessarily couple the position and attribute

information. It is not easy to integrate soft matching with various sample attributes, which

can include edges.

Output Input

(a) Hard neighborhood matching

(Density) (Density)

(Kernel)
Output Input

(b) Soft neighborhood matching

Output Input

(c) Robust neighborhood matching

Figure 2.6: Different neighborhood matching methods. In (a) each sample in the output
(left) is forced to match with another one in the input (right), which could be problematic
since some output samples are outliers and should not be matched to any input sam-
ples, and some output samples might be missing in the current iteration of optimization.
Matched samples are with the same color. Black indicates unmatched. In (b) samples are
not explicitly matched but the neighborhood is matched as a whole, by transforming the
samples with density kernels [3]. There is no one-to-one correspondence between samples,
and thus it is not easy to integrate with various sample attributes. Instead, we propose
robust neighborhood matching (c) to generate high-quality sample distributions to accom-
modate various types of patterns. We allow output samples to be unmatched if it can
result in high matching cost increase. In the above example, the yellow output sample in
(a) destroys the hard neighborhood matching and forces other (orange, and gray) samples
to be less matched, while our robust matching leaves the bad sample unmatched.

Instead, we propose to use a robust neighborhood matching that explicitly considers
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outliers in the output to address these issues (Figure 2.6c). An output sample is either

matched with an input sample or unmatched as an outlier with additional cost c. We

apply the Hungarian algorithm to compute the matchings between input n(si) and output

neighborhoods n(so). The input of the Hungarian algorithm is a cost matrix where each

entry indicates the matching cost between an output and an input sample. Inspired by

[43], we define our cost matrix C ∈ RNno×(Nni+Nno) as:

C =
[
Cm Cu

]
(2.9)

Cm =



ûsosi(s
′1
o , s

′1
i ) ûsosi(s

′1
o , s

′2
i ) · · · ûsosi(s

′1
o , s

′Nni
i )

ûsosi(s
′2
o , s

′1
i ) ûsosi(s

′2
o , s

′2
i ) · · · ûsosi(s

′2
o , s

′Nni
i )

...
...

. . .
...

ûsosi(s
′Nno
o , s′1i ) ûsosi(s

′Nno
o , s′2i ) · · · ûsosi(s

′Nno
o , s′Nni

i )


(2.10)

Cu =



c1 c1 · · · c1

c2 c2 · · · c2

...
...

...
...

cNno cNno · · · cNno


, (2.11)

where the superscripts of s′o or s′i represent the index of a sample within n(so) or n(si).

There are Nni and Nno samples within n(si) and n(so), respectively. In [12], the sample

matching is computed via only the Cm part of C, in which case every output sample should

be matched. Our cost matrix is augmented with the Cu side, where each entry represents

the cost of unmatched outliers in n(so). We make sure there are enough samples in the

input neighborhood so that an output sample would not be matched only when it is an
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outlier that would result in a high cost increase in matching. For the same reason, we do

not take missing output samples into account in the cost matrix formulation.

In our implementation, ck is set as min(2, 1.2 + 0.4|E(sko)|)δ if the output sample sko

is from a continuous pattern, and 1.5× average nearest neighbor distance if sko is from a

discrete element. In an interactive system, we may synthesize predictions near the provided

exemplars. If sko is from the exemplars, ck = ∞ because none of the samples from the

exemplars are outliers and all of them should be matched.

In a neighborhood, there might be samples from both discrete elements and contin-

uous structures. We only match samples from the same type of patterns and with the

same id, i.e. continuous structures only match with continuous structures (negative id),

and discrete elements only match the same discrete elements and their samples with the

same (non-negative) ids.

2.4.3 Pattern Synthesis

Based on our pattern representation (Section 2.4.1) and similarity measures (Sec-

tion 2.4.2), we now describe how to synthesize an output similar to a given input.

2.4.3.1 Optimization Objective

We synthesize output predictions O via optimizing the following objective:

E(O) =
∑

si=m(so),so∈O

∥n(so)− n(si)∥+Θ(O,D). (2.12)
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where so is matched with si. This energy sums up the similarity between every n(so) in O

and its most similar n(si) via Equation (2.7). Θ(O,D) is the domain constraint term [44]

to encourage the synthesized samples to stay within the user-specified domain D.

The pattern optimization framework adopts an EM-like strategy to minimize Equa-

tion (2.12), by iterating the search and assignment steps as detailed below.

2.4.3.2 Initialization

Similar to prior patch-based texture synthesis methods [45, 46], we copy new patches

one-by-one with similar boundary patterns to existing patches for initialization. Each

next patch is selected to ensure high similarity (as evaluated by Equation (2.7)) in the

overlapped boundary regions with existing patches. In the overlapping regions, we only

copy samples unmatched with any sample in the existing patches. We make sure that the

initialized samples are within the output domain D by removing samples outside it. We

copy discrete elements in wholes like [1]. In Section 2.5, we will show the robustness of

our method to random sample initializations (Figure 2.14). But patch-based initialization

makes the algorithm converge faster, contributing to the responsiveness of the interface.

For simplicity, we do not copy edges in the initialization step.

2.4.3.3 Search Step

We adopt PatchMatch [47, 48] to compute approximate nearest neighbors (ANN)

for each output sample. The standard PatchMatch algorithm 1) randomly generates the

initial nearest neighbor field, and 2) alternates between propagation and search steps by
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output input

(a) Matched neighbor. pair 1

output input

(b) Matched neighbor. pair 2

output input

(c) Matched neighbor. pair 3

output

i( ) = !
"

i( ) = 0

(d) Assign
existence

Figure 2.7: Existence assignment example. We visualize how to compute confidences of
existence of output samples i(so) (Equation (2.15) and algorithm 1) from a set of matched
input and output neighborhoods. (a) (b) (c) show three pairs of matched input and output
neighborhoods centered at different samples (shown in red) over the same set of samples.
Matched samples are in the same color. Empty black circles indicate samples outside a
neighborhood. Solid black circles indicate samples within a neighborhood but unmatched.
The black cross sample in (d) has i(so) = 0, since it is unmatched with any si (i(si) = 0)
in (a) and (b). The green sample in (d) has confidence i(so) = 2

3
: in the three pairs of

neighborhoods, there are two pairs (a) and (c) where each has an unmatched input sample,
which indicates there could be a missing sample in the output located at approximately
the same location relative to its neighborhood center; the two unmatched input samples
are merged to generate the green output sample in (d).

traversing the regular image grid in a scanline order. Initially, we generate the ANN

by randomly assigning an output sample to an input sample (with identical sample id for

discrete elements). One issue is how to choose a sample traversal order. We follow the steps

from [48] which works on meshes. We build a simple graph by connecting each sample with

its k-nearest neighbors (k = 8 in our implemenetation), and perform breadth-first search.

In the next iteration, the traversal starts from the last sample in the most recent sequence.

In our implementation, for the random search step, the maximum window size is 150,

and the minimum size is 25, and the search window is exponentially decreased with factor 2.

In each pattern optimization step, we need to compute an ANN. In two consecutive steps,

the output sample distributions are similar. So the previous ANN is used to initialize

the subsequent patch match algorithm. Since the initialization is close to the converged

ANN, a small number (2) of Patch Match iterations is used, except for the initial step at
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Figure 2.8: Edge assignment example. This example illustrates how to solve Equation (2.16)
for edge assignment by solving Equation (2.21) in a loop. Each step (b)-(e) solves Equa-
tion (2.21) once. There are four samples and four potential edges (with i(e) > 0). The
numbers near edges or samples indicate the expected confidence of existence i(e) of the
edges or the expected number of edges |E(s)| associated with samples (e.g. i(e2) = 0.8,
|E(s2)| = 1.9). In (a), we initialize all i(e) = 0 and sort all potential edges by its i
from the largest to the smallest: e1 is the one with the largest i and e4 is the one
with the smallest. The optimization loops from e1 (b) to e4 (e) in decreasing i(e) val-
ues. The number below each E ′

e (i(e)) is its computed value (e.g. E ′
e (i(e1) = 1) =

|i(e1) − i(e1)| + |E(s1) − E(s1)| + |E(s2) − E(s2)| = |1 − 1| + |1 − 1| + |1 − 1.9| = 0.9).
The light green edges are not optimized with initial values i(e) = 0. The dark green edges
are optimized with i(e) = 1. The red edge is optimized with i(e) = 0. The light red
indicates there is no edge after optimization.

each level of hierarchical synthesis (Section 2.4.3.5), which uses 5 iterations. Our patch

match implementation is parallelized by equally dividing the output domain into regions,

the number of which equals to that of threads. The search step consumes most of the

computation time needed by the synthesis. The computational complexity of the search

step in an optimization step is O(nON
3
n), where nO is the total number of output samples

and Nn is the average number of samples within neighborhoods. Please refer to Section 5.3

for more details.

2.4.3.4 Assignment Step

Here, we describe how to determine the values of sample positions p, attributes

including edge E and orientation o, as well as sample existence i. The assignments of these

different quantities are extended from the assignment step of pixel colors [49] and sample
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positions [1] by taking votes from overlapping output neighborhoods at the same entity

(such as sample or edge). In particular, discrete samples only have sample id attributes q,

which is used in the search step to make sure only samples with the same q are matched.

Thus, only position assignment is deployed for discrete samples.

Position assignment. For each output sample so and its neighbor s′o, there is a set of

matched input sample pairs (si, s
′
i) provided by the previous search step. The estimated

distance p̂(so, s
′
o) between so and s′o is

p̂(so, s
′
o) ≈ p(si)− p(s′i). (2.13)

We use least squares [1] to estimate p(so) by

argmin
{p(so)}

∑
so∈O

∑
s′o∈n(so)

∥p̂(so, s′o)− (p(si)− p(s′i))∥
2
+

∑
so /∈D

∥p̂(so,D)∥2. (2.14)

The second term in Equation (6.1) is the domain constraint to encourage output samples

to stay within D, where p̂(so,D) is the shortest vector from so to the boundary of D, and

so /∈ D indicates so is outside D.

Existence assignment. Our method adjusts the number of samples within local regions

during the synthesis process for better quality. The number of samples is optimized via

existence i assignment, again via a voting scheme:

argmin
i(so)∈[0 1]

∑
si∈{si}

|i(so)− i(si)|2 , (2.15)
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where si runs through the set {si} we collect during neighborhood matching, i.e. the

corresponding input samples of an output sample from overlapping input neighborhoods.

i(si) = 0 if so is not matched with any si in a pair of matched input and output neigh-

borhoods, and i(si) = 1 otherwise. Equation (2.15) computes the confidence of existence

i(so) ∈ [0 1] of an output sample so. Every iteration , we remove output samples so whose

i(so) < 0.5. The above assignment step is applied to samples that are already in the out-

put sample distribution. To add back missing output samples, we first generate candidate

samples, merge them as output samples, and pick those with i(so) > 0.5 as added output

samples. The energy in Equation (2.15) is not guaranteed to decrease immediately after

sample addition or removal, but it will generally decrease through iterations. Please refer

to Figure 2.7 for an example and Section 5.1 for more algorithm details.

Edge assignment. We assign edges by optimizing the following objective:

argmin
{i(esos′o )∈{0,1}}

∑
{esos′o}

∣∣i(esos′o)− i(esos′o)
∣∣+∑

{so}

∣∣|E(so)| − |E(so)|∣∣ , (2.16)

where the first term computes the difference between the actual and expected edge confi-

dences i(esos′o) ∈ [0 1]. i is the vote by overlapping input neighborhoods on the same edge,

computed using least squares by replacing samples in Equation (2.15) with edges. {esos′o} is

the set of edges that have i(esos′o) > 0, and there is no edge between so and s′o if i(esos′o) = 0.

The second term computes the differences between the optimized number of edges |E(so)|

and the expected number of edges |E(so)| connected to so. |E(so)| is similarly computed
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by voting from overlapping output neighborhoods on the same sample so:

argmin
|E(so)|

∑
si∈{si}

∣∣|E(so)| − |E(si)|∣∣2 . (2.17)

Basically, we compute the average of {|E(si)|}. In sum, the first term is edge-centric while

the second is sample-centric.

It is non-trivial to optimize Equation (2.16), where the optimization variables {i(esos′o)}

are binary. Thus, we solve it in a greedy fashion. We initialize all i(esos′o) = 0. We sort

output edges {esos′o} by its expected confidence of existence i(esos′o), and optimize i(esos′o)

greedily by looping over the sorted {esos′o} in decreasing confidence. For each esos′o , we de-

cide whether i(esos′o) = 0 or 1 by choosing the one that minimizes Equation (2.16). In other

words, the multivariate optimization problem (Equation (2.16)) is optimized by solving

univariate optimization problems in a loop. By decomposing the optimization variables in

Equation (2.16) from a set of edges {i(esos′o)} to a single edge i(es∗os∗′o ) to be optimized and

the rest, the univariate version of Equation (2.16) can be written as:

argmin
i(es∗os∗′o

)∈{0,1}
E ′

e + E ′′
e , (2.18)
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where

E ′
e

(
i(es∗os∗′o )

)
=

∣∣i(es∗os∗′o )− i(es∗os∗′o )
∣∣+∣∣|E(s∗o)| − |E(s∗o)|∣∣+ ∣∣|E(s∗′o )| − |E(s∗′o )|∣∣ , (2.19)

E ′′
e

(
i(es∗os∗′o )

)
=

∑
{esos′o}⊖es∗os∗′o

∣∣i(esos′o)− i(esos′o)
∣∣+

∑
{so}⊖{s∗o,s∗′o }

∣∣|E(so)| − |E(so)|∣∣ . (2.20)

Since E ′′
e is a constant in Equation (2.18), it is equivalent to:

argmin
i(es∗os∗′o

)∈{0,1}
E ′

e. (2.21)

Equation (2.21) can be solved with brute-force search. The search space is 2 ({0, 1}).

Figure 2.8 illustrates how to solve Equation (2.16) by solving Equation (2.21) in a loop.

o13 o23 o24

o11 o12 o21 o22 o31 o32

(a) {o(si)}

o1 o2

(b) o(so)

o3new = median(o13, o23, o24)
o2new = (o12+ o22 + o32)/3

o1new = (o11+ o21+ o31)/3

(c) Updated (b)

Figure 2.9: Orientation assignment example. This example illustrates the orientation as-
signment step when No(so) is increased from 2 to 3. The output sample (b) is matched
with the three input samples (a). Matched orientations o (arrows) are visualized in the
same colors. Unmatched inputs o are in black. (c) shows the updated orientations of the
output sample. The orange onew1 and green orientations onew2 are updated by averaging
matched input orientations. The black output orientation onew3 is newly added by choosing
the median from three unmatched orientations (o13,o23,o24) in (a).
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Orientation assignment. In the search step (Section 2.4.3.3), each o(so) is matched with

a set of {o(si)} associated with input samples coming from different input neighborhoods,

and each entry o(so) ∈ o(so) has been matched with a o(si) ∈ o(si). The local orientation

attribute o(so) is updated by a voting scheme among {o(si)}, where {o(si)} could have

different lengths across different si.

We optimize both dimension No and value of entries o in order. In the input exemplar,

the number of orientation entries No(si) equals |E(si)|. Thus No can be computed like in

Equation (2.17) and rounding the result as integers. Essentially, we are trying to find an

integer No(so) that is the closest to the arithmetic average of {No(si)}.

Similarly, we can update the values o(so) in o(so) using the same voting scheme to

Equations (2.15) and (2.17). A special case is when No(so) is updated to a new value

(changing o(so) vector length). In this case, we will need to add or remove one or several

entries to or from the original o(so). To remove an entry from o(so), we pick the one

whose matched set of input votes {o(si)} has the largest variance. (We have experimented

with another strategy that removes o(so) whose matched set of input votes {o(si)} has the

least number of entries, but have not found visible differences to the maximum variance

strategy above.) To add an entry to o(so), we collect orientation entries {o′(si)} from

the input samples that remain unmatched to any orientation entries o(so) of the matched

output sample, and add a new entry o(so) into o(so) as the median from the unmatched

set {o′(si)}. An example is illustrated in Figure 2.9. In the rare case where we need to add

more than one entry to o(so), we randomly choose from {o′(si)} after the median is used

for the first add-on.
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2.4.3.5 Hierarchical Synthesis

Leaves
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Figure 2.10: Hierarchical synthesis visualization. The hierarchical synthesis proceeds from
the coarsest (first level) to the finest levels (third level), with upsampling sample represen-
tations (Figure 2.5b). The hierarchical synthesis gradually refines the pattern from large
to small scale structures. Note that the initialization has fewer elements than required (top
row), hence our existence optimization adaptively controls the total number of elements.

Instead of using a single-resolution representation [1], we apply a hierarchical repre-

sentation (Section 2.4.1.1) for multi-resolution synthesis. We first synthesize the predictions

at a coarse level using sparse representation, and then reconstruct the patterns based on

sparse samples. We continue this process with a denser and denser pattern representation.

Figure 2.5b shows an example of multi-resolution element representation. For continuous

structures, the sampling distance δ of continuous pattern is gradually increasing with re-

spect to the level of hierarchy. During synthesis, we use multi-scale neighborhood sizes to

keep both large and local structures. The neighborhood size is gradually reduced at dif-

ferent hierarchies. In our implementation, at each hierarchy, there are 7 search-assignment

iterations. See Figure 2.10 for an example.
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2.4.4 Pattern Reconstruction

The reconstruction step takes a synthesized pattern representation as input to gen-

erate output patterns that may consist of discrete elements and continuous structures.

2.4.4.1 Discrete Elements

For discrete elements, each sample is uniquely associated with an element. The

reconstruction is to transform the element shapes by treating samples as control points.

Specifically, we assume similarity transform to reconstruct the elements.

2.4.4.2 Continuous Structures

We have synthesized a graph whose sample positions and edge connections represent

the topology of the output (Section 3.6). However, these edges are piecewise linear, and

they thus capture only connectivity/topology, but not shape/geometry information. The

original continuous patterns can be composed of smooth paths (e.g. quadratic Bézier

curves). Therefore, we need to reconstruct paths from the graph samples and edges. The

samples are used as control points of Bézier curves.

Next, we talk about how to identify which sample and which edge are included within

which path. This process relies on the synthesized sample orientation attributes o.

Samples with only one neighbor are unambiguous and thus only included within one

path. Samples with only two neighbors could be included in one path (all blue samples

with two neighbors in Figure 2.11) as path samples, or two paths as junction samples (e.g.

the yellow sample in Figure 2.11a). Samples with more than two neighbors are junction
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(a) 2-neighbor s (b) 2 paths from (a) (c) 1 path from (a)

(d) >2 neighbor s (e) Recon from (d) (f) Other possible reconstructions from (d)

Figure 2.11: Curve reconstruction from a graph using orientation attributes. If we only
consider the different statuses of the yellow sample in (a), there are two possible recon-
structions (b)(c), depending on whether it is a junction (b) or path (c) sample. If we only
consider the different statuses of the red sample in (d), there are four possible reconstruc-
tions (e)(f), depending on the red sample is included within which two or three paths. For
the yellow (in (a)) and red samples (in (d)), we decide the reconstruction by examining its
associated local orientation attribute and the fact a pair of local orientations of a sample
should be opposite if the sample is included within the path. Our algorithm will reconstruct
(b) from (a) and (e) from (d).

samples (e.g. the red sample in Figure 2.11d) that are included in multiple potential paths.

To disambiguate these cases, we examine a sample’s local orientations o(s). Since

o ∈ o(s) should be tangent to the sample’s local path, if a sample s has a pair of orientations

o(s) that are almost opposite (8π/9 < absolute orientation difference < 10π/9), it will

suggest that the sample is included inside a path as opposed to at the ends of a path.

Therefore, there are three steps to reconstruct a pattern without ambiguity. First, we

identify pairs of local path orientations o(s) (if any) that are opposite (e.g., a pair of

arrows associated with 2-neighbor blue samples in Figures 2.11a and 2.11d, or the orange

and green ones associated with the red junction sample in Figure 2.11d). Second, we match

local orientations o(s) with edges e ∈ E(s) connected to the sample using the Hungarian
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algorithm by minimizing the sum of absolute difference between local orientation and edge

angles. The arrows and graph edges in Figures 2.11a and 2.11d with the same colors are

matched. Third, we generate a path by including edges that are connected together and

matched with opposite orientations. A Bézier curve is generated by interpolating samples

along a path. This reconstruction strategy using o can help preserving the original curve

shapes, as demonstrated in Figure 2.15.

2.5 Evaluation

We evaluate our method with sample results, ablation studies, and comparisons with

existing art. We will make our code repository [50] public to facilitate future research.

2.5.1 Results

Our method can automatically synthesize satisfactory results for a variety of pat-

terns without user intervention, as exemplified in Figures 2.12, 2.13 and 4.1 and our (full)

results in Figures 2.2, 2.10, 2.14, 2.15 and 3.14. However, like existing techniques, our

method might not always produce what users would like to have, and some artifacts can

be visible in local regions (such as unfinished or dangling components in Figure 2.1a and

Figure 2.2g or inconsistent curvatures in Figure 2.10k bottom) and global structures (such

as the regular and warped grids in Figures 2.12h and 2.12p, the rectangular blocks in

Figure 2.12l, and the straight lines in Figures 2.1e and 2.12t). For further quality improve-

ment and customization, users can also interactively edit the system suggestions via our

system interface, as demonstrated in Figure 2.13. Unless otherwise noted, all our results
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(a)
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Figure 2.12: Automatic synthesis results by our method. Within each pair of images, the
input exemplar is smaller and shown on the left, the automatic synthesis result is bigger
and shown on the right.
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Uneven
bricks

Auto User 16 + 11 Edited Zigzag Auto User 11 + 2 Edited

Prisma Auto User 5 + 28 Edited Waves
(small)

Auto User 21 + 0 Edited

Figure 2.13: Automatic synthesis and user-assisted results. We count the number of user
operations needed for correcting artifacts. Red indicates the number of rejection and blue
the number of manual path drawing.

are produced with three hierarchies using neigborhood radii r ∈ {60, 50, 40} with sampling

distance δ ∈ {40, 30, 25}, while the longer side of bounding box of exemplars are vary-

ing between 250 and 500. Our method is robust to variations of neighborhood radii. See

Section 5.2 for more details about our parameter settings.

2.5.2 Ablation Study

Although we use patch-based methods for initialization in our implementation, our

algorithm is robust to different initial conditions (Figure 2.14), even if the initial sample

distribution is randomly distributed (white noise). Figure 2.15 is the ablation study for the

orientation attribute o. Figure 3.14 shows other components of our algorithm. Without

the edge term (Equation (2.5)) or robust matching (Section 2.4.2.3) in the search step,

our algorithm produces lower quality results with obvious artifacts. Without existence

assignment (the third paragraph in Section 2.4.3.4), the algorithm cannot automatically
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Voronoi
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Patch-based final
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Random sample final
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Figure 2.14: Algorithm robustness to different initialization. Our algorithm can generate
similar results with both patch-based or random initialization.

adjust the number of samples within local regions and can produce empty space or extra

broken curves.

2.5.3 Comparison to Previous Methods

To our knowledge, there is no previous example-based method that can generate the

types of patterns we target. The sample-based methods in [1, 3, 4] are the most related.

We compare against [1, 3] and a state-of-art point distribution synthesis method in [4]

which applies convolutional neural networks to preserve both local and global structures.

As shown in Figure 2.2, our method can produce better spatial sample distributions than

[1, 3, 4]. Note that we compare only sample distributions in Figure 2.2 since it is unclear how

to reconstruct continuous curve patterns from synthesized samples without connectivity

[1, 3, 4].

We also enhance [1] for comparisons, by incorporating it with the sample connectiv-
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(a) Crocodile
skin

(b) With o

(c) Zoom-in
of (b)

(d) Without
o

(e) Flame (f) With o

(g) Zoom-in
of (f)

(h) Without
o

Figure 2.15: Ablation study for o. The orientation attribute o is useful to faithfully recover
curve appearance in the exemplars. In the ”crocodile skin” example, the curves should be
smooth at junction; in the ”flame” example, the curves should be sharp at the flame tip.

ity (Figure 2.5d) and edge assignment step (Equation (2.16)), but without the edge set

difference (Equation (2.5)) and robust matching (Section 2.4.2.3) in the search step, as

well as without the existence assignment step (the third paragraph in Section 2.4.3.4). As

shown in Figure 2.17, our method can generate better results than the enhanced version

of [1]. Unlike for [1], we are unable to enhance [4, 3] due to the lack of one-to-one sample

correspondences which are needed for the edge assignment step.

2.6 Conclusions, Limitations, and Future Work

Repetitive patterns have many applications, whose creation has been a main focus of

research in computer graphics and interactive techniques. This work focuses on methods
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Fish scale

Roof tiles Without edge search Without robust
matching

Without existence
assignment

Full result

Figure 2.16: Ablation study. Without using edges (Equation (2.5)) in the search step
(the second column) or robust matching (Section 2.4.2.3) that considers outliers (the third
column), the algorithm produces lower quality results. Without existence assignment (the
third paragraph in Section 2.4.3.4), the algorithm produces broken curves and empty space
due to outliers and missing samples (the forth column). Our results are shown in the last
column.

and interfaces to help users author continuous curve patterns. Analysis and results of

diverse patterns have demonstrated the promise of our approach.

Like other neighborhood-based texture/pattern synthesis methods, our algorithm also

assumes local properties and thus cannot capture global structures and may introduce

stochastic variations, such as broken and distorted curves, as shown in Section 3.7. These

artifacts can be reduced by other improvements, such as bidirectional similarity, additional

feature masks, and smart initialization [51].

Our current reconstruction algorithm is based on Bézier curve interpolation, which

might not preserve the exemplar curves. One possibility is to treat each curve segment like

a discrete element and reconstruct via sample-based warping [1, 18], while ensuring that

curve segments sharing common samples are well connected.
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Waves (large) Roof tiles

Fish scale Enhanced [1] Ours Wood ring Enhanced [1] Ours

Figure 2.17: Comparison of our algorithm with enhanced [1]. We compare our methods to
an enhanced version of [1] that incorporates our ideas, including the sample connectivity
and edge assignment.

Our current algorithm treats discrete elements and continuous structures separately

and thus might not preserve identifiable elements within continuous structures, as exempli-

fied in Figure 2.18. A potential future work is to find a unified representation and approach

for both discrete and continuous patterns.

The pattern synthesis requires nearest neighborhood searching for output samples,

which can become computationally expensive for large outputs. This neighborhood search-

ing process can be readily parallelized [52].

We focus on curves as the first step to handle continuous vector patterns. A next step

is to incorporate more vector graphics features as parts of the sample/edge attributes, such

as color and thickness, as well as higher dimensional primitives including 2D regions and 3D

volumes [53, 54, 55]. More controls can also be added to facilitate more diverse authoring

effects such as local variations in scales and orientations [18]. In addition to optimizing

pattern appearance as in this work, adding mechanical structures constraints can facilitate
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(a) Input (b) Output (c) Input (d) Ouptut

Figure 2.18: Failure case. Our algorithm fails to preserve the identifiable DNA-segment
and tree-leaf elements within the continuous structures.

the application of curve structures for rapid manufacturing [9, 56, 10, 7, 41, 57].
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Chapter 3: Clustered Vector Textures

3.1 Introduction

Vector patterns are common in design and engineering but can require high expertise

and manual efforts to create. To address this issue, significant research has been devoted

to automate the synthesis of vector patterns, either fully for batch generation or partially

for interactive editing [55, 1, 5, 21, 7, 3, 58, 59, 27, 26, 60, 18, 2, 61, 62]. However, existing

methods are more suitable for relatively simple patterns without diverse element shapes

or complex, structured interactions (Figure 4.1). Another approach is to rasterize the

vector pattern, apply image texture synthesis [19, 63], and vectorize the raster results.

However, this process tends to lose the meaning of the original design components such as

integral elements and overlapping shapes in different depth layers, often resulting in broken

or merged elements.

This chapter proposes an algorithm for generating vector patterns with diverse ele-

ment shapes and structured local element interactions with potential overlaps (Figure 4.1).

Instead of post-vectorizing a synthesized raster output [64, 65], our method directly pro-

duces vector patterns by optimizing a sample-based representation [1, 2]. Our main idea

is to explicitly optimize clusters of samples during the synthesis process. Similar to ele-

ments [1] and graphs [2], our clusters help to identify distinguishable pattern components
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(a) input (b) output from (a) (c) input (d) output from (c) (e) input (f) output from (e)

Figure 3.1: Example inputs and outputs of our method. Given a small input exemplar, our
algorithm can synthesize various types of structured vector patterns. All images are shown
in vector format; please zoom in for details. Copyrights: (a) Snejana Sityaeva (c) Eva Kali
(e) mspoint (stock.adobe.com)

that should remain integral (e.g., not merged, broken apart, or deformed) during systhesis.

However, unlike these prior works that just copy element identifications [1] or compute

curve identifications (reconstruct curves) from synthesized graphs as post-processing [2],

our method optimizes clusters of samples as variables along with other pattern attributes

such as sample positions, to facilitate robust optimization and reconstruction of the output

vector patterns. The extra optimization of cluster configurations leads to better optimized

patterns by expanding the feasible region - the set of all possible outcomes of pattern

optimization.

Given a vector input exemplar (Figures 3.2a and 3.2b), our method samples an inter-

mediate clustered representation where each vector element is represented as a cluster of

samples (Figure 3.2c), synthesizes the output sample clusters (Figure 3.2d) via optimization,

and finally reconstructs the output pattern (Figures 3.2e to 3.2g) from the output clusters

(Figure 3.2d). Our algorithm jointly optimizes the spatial sample distributions and cluster

configurations by adding a new clustering step into conventional search-and-assign based

pattern synthesis [1, 2]. We design an objective function to measure the quality of clusters

40



(a)
exemplar

(b)
elements

(c) clusters (d) output clusters (e) reconstruction (f) reconstruction
error

(g) final output

Figure 3.2: Pattern synthesis with clustered sample representation. Given a vector input
exemplar (a) with elements visualized in different colors in (b), our method first samples a
clustered representation (c), synthesizes output sample clusters via optimization (d), recon-
structs the output elements (e) from (d) with the reconstruction error (f), and generates
the final output pattern (g) by filtering out elements in (e) with high reconstruction error
(f). Corresponding clusters and elements are visualized in the same colors. In (f), red and
blue indicate high and low reconstruction errors; yellow indicates filtered-out elements with
errors surpassing a threshold. Copyright: (a) orangemilk (stock.adobe.com)

by taking into account both input-output correspondences and cluster (element) shapes,

and an optimization scheme to minimize the clustering objective.

We analyze our algorithms via robustness and ablation studies and comparisons with

prior art, which show that our method is robust and can significantly outperform existing

methods on synthesizing a variety of structured vector patterns.

3.2 Related Work

Our work is mainly inspired by previous works on example-based and procedural

pattern synthesis and authoring. We summarize the most related works below.

Example-based pattern synthesis approaches have been applied to generate geomet-

ric patterns with optional control, such as discrete elements [30, 13, 1, 12, 14, 15, 21, 17],

continuous structures [2, 3], and their combinations [3, 62, 2]. Existing methods can well

handle relatively simple patterns but not complex ones with diverse element shapes and
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(a)
exemplar

(b)
samples

(c) [1] (d) [18] (e) [2] (f) our samples (g) our result

Figure 3.3: Comparison with previous methods. Given an input exemplar (a), our method
samples a clustered sample distribution (b), synthesizes clustered output samples (f), and
reconstructs the final patterns (g). Clusters are visualized in colors. We compare our
method against prior vector pattern synthesis methods [1] (c), [18] (d), and [2] (e). As
shown, while Ma et al. [1] can generate broken structures and Hsu et al. [18] can only
place elements uniformly, our method can preserve diverse structures from the exemplars.
Since [2] can only handle Bézier curve patterns via graph synthesis which could not be
reconstructed as general shapes, we only show their sample synthesis results here. See
Figures 3.13 and 6.9 for more comparisons. (a) top ©photo-nuke, middle ©ELENA,
bottom ©galyna p (stock.adobe.com).

structured local interactions, as compared in Figures 3.3 and 3.13. Our cluster-based repre-

sentation is inspired by [1] where each vector element is represented by a set of samples with

associated “element ids” (equivalent to cluster id defined in Section 3.4). The multi-sample

representation is later augmented with graph-based representations [2, 18]. However, the

“element ids” in [1, 18] are pre-defined and unoptimized; as each element is associated

with a fixed set of samples, these prior methods may not be able to handle complex, struc-

tured patterns that require changing sample relationships during synthesis (Figures 3.3c

and 3.3d). [2] synthesize graphs and reconstruct curves from graphs by post-processing.
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However, graphs could not be applied for representing complex shapes other than curves,

such as identifiable elements. Instead, our method explicitly optimizes sample clusters (e.g.

their sizes and shapes (Equation (3.15))), which can represent diverse element shapes, and

cluster configurations (e.g. number of clusters and spatial distribution of clusters) with our

proposed neighborhood criteria (Equation (3.2)), and clustering objective (Section 3.6.5.1)

and algorithm (Section 3.6.5.2).

Procedural approaches can produce a variety of distributions and patterns including

point distributions [66, 67], packed elements [59, 68, 69, 70, 18] or structured patterns

[71, 25, 26, 27, 72, 61, 73, 74, 75]. One key advantage of procedural methods is user control

[76], even though the range of outputs can be limited by the underlying grammars or

procedures.

Components of these automatic methods have been integrated with interactive in-

terfaces to facilitate user control in the form of custom brushes or widgets, via exemplars

[6, 20, 5, 77, 78] or procedures [60]. However, existing methods work best for patterns that

can be easily supplied by users, and more complex ones still require significant manual

authoring. Our algorithm aims to narrow this gap with the ability to generate a variety of

structured vector patterns from exemplars, as compared in Figure 3.3.

Our clustering idea also relates to the use of guidance/control maps or channels in

prior image texture synthesis methods [79, 80, 51, 81, 82]. However, instead of providing

coarse user control, the clusters in our method aim to preserve detailed vector structures.

In addition, clustering constitutes a dedicated step in our optimization algorithm.

Unlike raster texture synthesis [19, 63], the output of our method is in vector format

and thus can facilitate further editing (Figure 3.12).
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3.3 Overview

Our method extends prior optimization-based pattern synthesis methods [1, 2] to

represent vector patterns via clusters of samples (Section 3.4 and Figure 3.2c). Analogous

to elements in [1] and connected graph edges in [2], our clusters correspond to identifi-

able pattern components that should remain integral during synthesis, such as avoiding

merging, splitting, or deformation. However, our method treats clusters as variables in our

optimization, along with other attributes such as sample positions as in [1, 2]. We aims to

optimize the similarity between two patterns by maximizing the similarity between local

neighborhoods. In Sections 3.4 and 3.5, we explicitly incorporate the cluster information

into pattern neighborhoods and their similarity (Equation (3.2)) by associating each sample

with a shape context feature [83] computed using its cluster. In Section 3.6, we define the

pattern optimization objective which is the sum of pairwise nearest neighorhood similarity

(Section 3.6.1) and the optimization strategy including initialization (Section 3.6.2) and

iterative search (Section 3.6.3), assignment (Section 3.6.4) and clustering (Section 3.6.5)

steps. The search step finds nearest neighborhoods and the assignment and clustering steps

update samples. The clustering step, which includes a clustering objective (Section 3.6.5.1)

and a greedy optimization-based clustering algorithm (Section 3.6.5.2), is the key new com-

ponent of our method to better handle complex patterns.
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3.4 Representation

3.4.1 Vector pattern

Our input vector pattern is in SVG format [84]. Vector elements are deduced from

the SVG file, such as individual paths and ¡g¿ tags that are used to group SVG elements

[84]. Optionally, users can manually group or split some input paths to reflect their design

intentions. Intuitively, elements are repetitive spatial geometric shapes.

3.4.2 Clustered pattern representation

For pattern synthesis, we use an intermediate clustered representation of vector pat-

terns. We represent each element using a set (cluster) {s} of samples s (Figures 3.2b

and 3.2c). Specifically, we sample interior regions uniformly using a Poisson disk distri-

bution [85] with disk diameter δ. A smaller δ means a denser sample distribution that can

capture more shape details. δ can be chosen proportional to the size of patterns or element

shapes.

Similarly to hierarchical image texture synthesis [49, 86], we further synthesize pat-

terns with hierarchical sampling [2, 49]. Increasing hierarchy levels use denser sample

distributions (with decreasing δ).

Each sample records the following information:

Spatial parameters S, which include sample position p ∈ R2, cluster id i ∈ Z+, which

indicates the cluster C it belongs to, confidence of sample existence ξ ∈ [0 1], which

enables the optimization of the number of samples [2], z-index z ∈ Z+, which defines
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the relative layer order of associated elements appearing in the SVG file [84], and a

feature vector f ∈ RNf (Nf is the feature length), which encodes its relative position

within its cluster C ∋ s. We use shape contexts [83], which can be applied to point-

based geometry, to compute f using the cluster C of samples. The output clusters

are optimized automatically via our method, as detailed in Section 3.6.5.

Appearance attributes A, such as color, opacity, and gradients.

Together, a sample is represented as

U(s) = (S(s),A(s)) (3.1)

3.5 Neighborhood and Similarity

Our synthesis method follows the sample-based neigborhood optimization framework

[1, 2]. Therefore, one of the core parts of our method is to define neighborhoods and their

pairwise similarity criterion.

We define n(s), the neighborhood of s, as a set of samples around s’s spatial vicinity

within a certain radius r, including s itself. The distance between an input n(si) (centered

at si) and an output neighborhood n(so) (centered at so) is defined by matching samples

s′i = ms(s
′
o) within the input and output neigborhoods s′i ∈ n(si) and s′o ∈ n(so), where ms

is the one-to-one sample matching function (i.e. s′i = ms(s
′
o) means that s′i ∈ n(si) is the

matched input sample for output sample s′o ∈ n(so)) defined between two neighborhoods
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ms : n(so)→ n(si). The distance is written as

dn (n(so),n(si)) = min
ms

s. t. si=ms(so)

∑
s′o∈n(so)

s′i=ms(s′o)∈n(si)

ds(s
′
o, s

′
i), (3.2)

where ds(s
′
o, s

′
i) is the sample similarity between s′o ∈ n(so) and s′i ∈ n(si). The distance

in Equation (3.2) is defined as the minimum over all possible sample matchings ms. The

optimal matching ms is computed using the Hungarian algorithm [42], subject to that

centers si and so are always matched si = ms(so).

The sample similarity ds(s
′
o, s

′
i) between s′o ∈ n(so) and s′i ∈ n(si) is defined as

the weighted sum of differences between sample properties U(s′i) and U(s′o) (as in Equa-

tion (3.1)):

ds(s
′
o, s

′
i) = ∥p̂(s′o, so)− p̂(s′i, si)∥+

wf

2

Nf∑
q=1

(f q(s′o)− f q(s′i))
2

f q(s′o) + f q(s′i)
(3.3)

The first term measures the difference on sample positions relative to centers so, si;

p̂(s′, s) = p(s′) − p(s). The second term, where f q is the qth entry in f , measures the

difference of shape context features, defined using χ2 test statistic as in [83]. wf = 10 is the

weight for the second term. Since the shape context feature is computed using clusters, the

sample similarity effectively compares both individual samples and their associated clusters.

We do not consider appearance attributes A in our experiments, as different shapes often

have unique colors and thus considering the differences between spatial S information is

sufficient to evaluate the neighborhood similarity. One can define appearance similarity

as the weighted sum of differences between the appearance vector A(s′o) and A(s′i) when
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necessary.

3.6 Pattern Synthesis

3.6.1 Optimization objective

We formulate the output pattern synthesis as an optimization problem [49, 1, 2]

between input I = {si} and output O = {so} sample sets:

O⋆ =argmin
O,µs

∑
so∈O

si=µs(so)

dn (n(so),n(si)) (3.4)

The sum loops over all the local output neighborhoods over O. si = µs(so) indicates that

n(si) is the most similar input neighborhood to n(so). In other words, µs is the sample

matching function which defines the nearest-neighbor field [47] between input I and output

O. Note µs is different from ms in Equation (3.2), which is the sample matching function

within two neighborhoods. Equation (3.4) is minimized by alternating the optimization

over O and µs through iterative search-assignment-clustering steps (Sections 3.6.3 to 3.6.5).

Essentially, the search step minimizes Equation (3.4) over µs by finding the most similar

input neighborhood for each output neighborhood. The assignment and clustering steps

minimize Equation (3.4) over O by modifying output sample parameters U(so) (so ∈ O)

using µs computed during the search step in the current iteration.
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3.6.2 Initialization

Similar to [1, 2], we randomly copy input patches into the output domain. A patch is

a square block within a pattern domain, which can consist of several clusters, and cluster

samples outside of a patch boundary are ignored. The patch size is chosen as twice the

neighborhood radius 2r. Our algorithm can also generate similar results with random

sample initialization, but patch-based initialization can reach lower optimized objective

values using the same number of iterations [1]. Please see Figure 6.1. All attributes U(so)

of an output sample so are copied from the corresponding input sample si attributes U(si)

except for 1) the position p(so) which is shifted from p(si) during patch copying, 2) the

cluster id i(so) for which i) samples within the same copied patch will receive unique values

different from those in other copied patches and ii) samples in a copied patch will share the

same i(so) if their source input ids i(si) are the same, and 3) the sample feature f which is

recomputed for broken clusters on input patch boundaries.

3.6.3 Search step

In the search step, for each output sample, we find the input sample with the most

similar neighorhood evaluated by Equation (3.2), which is accelerated with the patch match

algorithm [47, 2].

3.6.4 Assignment step

In the assignment step, we optimize the output sample parameters by overlapping

matched input neighborhoods over the output samples [1, 2]. For each output sample, there
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z( )<z( )<z( )
output input

(a) matched neighborhood pair 1

z( )<z( )<z( )
output input

(b) matched neighborhood pair 2

z( )<z( )<z( )
output input

(c) matched neighborhood pair 3

0 2/3 2/3

1/3 0 2/3

1/3 1/3 0

𝑠!
𝑠!"

(d) fs(so, s
′
o)

Figure 3.4: A toy example of computing the probabilistic pairwise ordering function
fs(so, s

′
o). (a), (b) and (c) show three pairs of input and output neighborhoods

(|Nn(so, s
′
o)| = 3) where the output neighorhoods are centered at different samples (in

red) over the same set of output samples. The three input neighborhoods exhibit different
layering relationships among samples. Different samples are visualized in different shapes.
For example, output samples in all three pairs of neighborhoods are shown in the same
shapes because they are the same set of samples. ⊘ indicates samples that are not used as
examples in (d). Matched input and output samples are visualized in the same colors. (d)
shows the computed fs(so, s

′
o) among three output samples (in solid shape). . For example,

fs(•,■) is 2
3
because in the matched neighborhoods (a), (b) and (c) the matched input sam-

ples ms(•) of • is below (<) ms(■) in (a) and (b) but not in (c), so that |Nz(so, s
′
o)| = 2.

Note that we only consider the limited three pairs of neighborhoods (where the output
contains so and s′o) for illustration purposes.

is a set of input samples that are matched with it. For sample position p, least squares is

used to minimize the sum of differences between distances and expected distances between

pairs of output samples. We also adaptively optimize the number of samples as in [2].

Please refer to Section 6.2 for more details. The assignment of cluster id i is a clustering

problem, which is significantly different from existing assignment algorithms [2, 1]. We will

discuss the id assignment as the clustering step in Section 3.6.5. The sample feature f is

assigned using updated cluster configuration after the clustering step.
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Depth z assignment Vector patterns may consist of overlapping elements (e.g. Fig-

ure 3.5d), where one with a larger z-index z can cover another with a small z-index. To

preserve layer relationship in pattern synthesis, we optimize the layer depth z of output

samples as follows.

Since the exact value of z is not important but the ordering among z of different

samples, we first compute a probabilistic pairwise ordering function fs(so, s
′
o) ∈ [0, 1]. The

value of fs(so, s
′
o) indicates the probability of so below s′o, which is computed from matched

input and output neighborhoods. Intuitively, in a pair of a matched input ni and output

neighborhood no, z(ms(so)) < z(ms(s
′
o)) suggests z(so) < z(s′o). Figure 3.4 illustrates the

computation of fs(so, s
′
o) using a toy example.

Based on the above intuition, we optimize depth as follows:

fs(so, s
′
o) =


|Nz(so,s′o)|
|Nn(so,s′o)|

, ∥p(so)− p(s′o)∥ < 2δ

undefined, ∥p(so)− p(s′o)∥ ≥ 2δ

(3.5)

Nn(so, s
′
o) = {(ni,no)|(ni,no) ∈ N , so, s

′
o ∈ no} (3.6)

Nz(so, s
′
o) = {(ni,no)|(ni,no) ∈ Nn(so, s

′
o),ms : no → ni,

z (ms(so)) < z (ms(s
′
o))}

(3.7)

where | · | is the size of a set ·. N = {(n(si),n(so)) |so ∈ O, si = µs(so)} is the set

of matched input and output neighborhoods computed in the search step (Section 3.6.3).

Nn(so, s
′
o) is the set that includes matched neighborhood pairs where the output neighbor-

hoods contain both so and s′o. Nz(so, s
′
o) is a subset of Nn(so, s

′
o)where the matched input
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samples ms(so) is below ms(s
′
o) (z (ms(so)) < z (ms(s

′
o))). Since we are only interested in

pairs of output samples so and s′o that are sufficiently close for potential overlap, fs(so, s
′
o)

is only defined when ∥p(so)− p(s′o)∥ < 2δ.

Since we order samples within the same clusters together instead of individually, we

compute a pairwise ordering function fC(Ci, Cj) between sample clusters Ci, Cj:

fC(Ci, Cj) =
1

Z

∑
so∈Ci

∑
s′o∈Cj

∥p(so)−p(s′o)∥<2δ

fs(so, s
′
o) (3.8)

where Z is the normalization factor that counts the number of entries within the dou-

ble summation. Given the pairwise ordering function (Equation (3.8)), the depth order

among clusters (or reconstructed elements) is computed using the “Order-By-Preferences”

algorithm proposed in [87]. Figure 3.5 shows the effects with and without the z-index

assignment.

3.6.5 Clustering step

The clustering step updates sample cluster id i. We address this clustering problem

based on two observations:

Sample correlations In a pair of matched input and output neighborhoods (ni,no), if there

are input samples within the same input cluster, their matched output samples should

also be within the same output cluster, and vice versa.

Cluster shape similarity In pattern synthesis, the output element (and thus cluster) shape

should be close to an input element (cluster) shape.

These two observations are incorporated into the optimization-based clustering step with
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objective E (Equation (3.9)), as two different energy terms: link energy El and shape

energy Es. We develop a greedy optimization algorithm to optimize Equation (3.9) via an

iterative mechanism based on local operators including sample switching (from one cluster

to another), and cluster merge and split (Section 3.6.5.2). While the sample switching

gradually adjusts clusters, cluster merge and split update the clusters more drastically

which not only optimizes the cluster shapes but also total number of clusters. Details are

as follows.

3.6.5.1 Objective

Eventually, we hope to minimize the pattern synthesis objective (Equation (3.4)).

Instead of minimizing Equation (3.4) with respect to cluster id i through brute-force search

over all possible cluster configurations, we propose a separate objective defined over output

cluster set {Ck
o } (k is the index of clusters), for which we develop an efficient greedy

optimization algorithm. The objective is as follows.

E({Ck
o }) = wlEl({Ck

o }) + wsEs({Ck
o }) (3.9)

where El and Es are the link and shape energies defined over a cluster configuration

{Ck
o }, respectively. wl, ws are the weights for El and Es. wl = 1 and ws = 4.

Link Energy The link energy measures how compatible an output cluster configuration

is with respect to input clusters based on sample correlations. Intuitively, in the set of
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matched pairs of input and output neighborhoods N , if there are more pairs of output

samples which are 1) in the same output cluster and matched input samples in the same

input cluster or 2) in different output clusters and matched input samples in different input

clusters, El({Ck
o }) should be lower and indicates higher compatibility between input and

output clusters. Before defining the link energy El, we compute the link confidence l ∈ [0, 1]

of two output samples belonging to the same output cluster from N , which will be used

to define El, as follows

l(so, s
′
o) =

|Nl(so, s
′
o)|

|Nn(so, s′o)|
(3.10)

Nl(so, s
′
o) = {(ni,no)|(ni,no) ∈ Nn(so, s

′
o),ms : no → ni,

i(ms(so)) = i(ms(s
′
o))}.

(3.11)

Intuitively, we compute the confidence l of two output samples so, s
′
o belonging to the

same cluster based on the voting of all input neighborhoods overlapping them. Figure 3.6

illustrate the computation of link confidence l. Nn(so, s
′
o) is the set of matched input and

output neighborhoods where the output neighborhood contain both of so and s′o, as defined

in Equation (3.6). Nl(so, s
′
o) is the subset of Nn(so, s

′
o) where the matched input samples

ms(so) and ms(s
′
o) have the same cluster id i(ms(so)) = i(ms(s

′
o)). Note that l(so, s

′
o) is

undefined when |Nn(so, s
′
o)| = 0. The larger l(so, s

′
o) is, the more likely so, s

′
o are within the

same cluster.
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The link energy El({Ck
o }) is defined as

El({Ck
o }) =

∑
so∈O

∑
s′o∈O

∥p(so)−p(s′o)∥<λδ

E ′
l(so, s

′
o) (3.12)

where

E ′
l(so, s

′
o) =


1− 2l(so, s

′
o) if i(so) = i(s′o)

2l(so, s
′
o)− 1 if i(so) ̸= i(s′o)

(3.13)

E ′
l(so, s

′
o) ∈ [−1, 1] is defined over pairs of samples that are spatially close (∥p(so)−p(s′o)∥ <

λδ, λ is a hyperparameter) by two cases based on whether so and s′o are in the same

(i(so) = i(s′o)) or different (i(so) ̸= i(s′o)) clusters. r is the neighborhood radius appearing

in Section 3.5. By minimizing Equation (3.12) with respect to {Ck
o }, which is the sum of

Equation (3.13) over pairs of output samples, we encourage so, s
′
o to be in the same cluster

if the link confidence l(so, s
′
o) is high and be in different clusters if l(so, s

′
o) is low.

Shape Energy Es({Ck
o }) is the sum of cluster shape energies E ′

s, which are defined on

individual clusters, over all clusters

Es({Ck
o }) =

∑
k

E ′
s(C

k
o ) (3.14)

where E ′
s(Co) measures the differences between an output cluster shape Co and the

corresponding input clusters {Ci}. A large E ′
s(Co) indicates that the output cluster Co

is dissimilar to the shape of the corresponding input clusters {Ci}. As output elements
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should come from the input, an output cluster is of good shape (low E ′
s(Co)) if it is similar

to the shape of one of the input clusters. The shape energy E ′
s(Co) is defined as

E ′
s(Co) = min

Ci∈Ci

dC(Ci, Co), (3.15)

where Ci = {Ci|si ∈ Ci, so ∈ Co, si = µs(so)} is the set of candidate input clusters that

have their samples si matched with the output samples so of the cluster Co in µs computed

in the search step (Section 3.6.3). dC(Ci, Co) is the shape distance between an input cluster

Ci and an output cluster Co, which is defined as

dC(Ci, Co) =

min
m

1

ϵ

 ∑
so∈Co

si=m(so)∈Ci

∥p(so)− Tr(p (si), Ci, Co) ∥+ ϵ · abs(|Co| − |Ci|)

 (3.16)

The first term computes the sum of distances between the translated input cluster samples

si ∈ Ci by Tr and output cluster samples so ∈ Co. ϵ = 2δ is the extra cost induced by

the difference between the numbers of input |Ci| and output cluster samples |Co|. m is

the sample matching function in computing shape distance (Equation (3.16)) between two

clusters of samples. The whole equation is normalized using ϵ = 2δ to offset the scaling

effect of δ (and thus the size of input exemplar/shapes) on the shape distance. Tr is used

to translate the input cluster samples si ∈ Ci to the position of the output cluster samples

so ∈ Co so that we can evaluate the shape similarity based on distances between samples,
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which is defined as

Tr(p(si), Ci, Co) = p(si) +
1

|S(Ci, Co)|
∑

(s′i,s
′
o)∈S(Ci,Co)

(p(s′o)− p(s′i)) , (3.17)

where S(Ci, Co) = {(si, so)|si ∈ Ci, so = µs(si) ∈ Co} is a set of matched sample pairs

where the input and output samples are associated with the input Ci and output clusters

Co respectively. Intuitively, the translation is the average of all translations between sample

pairs within S. Figure 3.7 illustrates the computation of Equations (3.15) to (3.17).

3.6.5.2 Optimization

To optimize Equation (3.9) with respect to {Ck
o }, inspired by previous image segmen-

tation algorithms [88, 89] we develop a greedy algorithm that efficiently explores a large

solution space via an iterative mechanism based on local operators, as shown in Figure 3.9,

which 1) switch samples from one cluster to another nearby cluster, 2) split one cluster into

two clusters, and 3) merge two clusters into one. The energy variations induced by these

operators are inserted and sorted into priority queues, with the front operator reducing

the energy (Equation (3.9)) most. Since we will use different weights in computing sample

switching and cluster operators, two queues Ps, PC are used: Ps is for all sample switching

operators and PC is for all cluster splitting and merging operators. We first process the

sample switching queue Ps and then cluster operator queue PC . Given a priority queue P

of operators, we update the cluster configurations {Ck
o } with the front operator, update

queues by removing the current operator and other affected operators, and insert new op-

erators due to the update of {Ck
o }. This process iterates until a stopping criterion is met.
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Figure 3.8 shows an example of the objective function (Equation (3.9)) during optimization

using the clustering operators.

Sample switching Only boundary samples so of an output cluster can switch to its adjacent

clusters AC(so) (Figures 3.9a and 3.9b). We extract the boundary samples of a cluster using

the concave hull. A cluster Co is adjacent to a sample so (Co ∈ AC(so)) if there is any

samples in the cluster Co that has distance to so less than 2δ. All the possible sample

switching operators are collected and added into Ps.

Since there are a lot more candidate sample switches than cluster splits and merges

(Table 6.1 in Chapter 7), for which the shape energy Es is expensive to compute, we only

use the link energy El for computing the induced energy variation during sample switching.

Cluster merging Similarly, for a pair of clusters Ci
o, C

j
o , if there is any pair of samples

from the two clusters that are adjacent with distance less than 2δ, then Cj
o ∈ AC(Ci

o)

(Ci
o ∈ AC(Cj

o)). For a pair of adjacent clusters, we merge them into one cluster (Figures 3.9c

and 3.9d) and collect such operators in the priority queue PC .

Cluster splitting For each cluster, we split it into two clusters (Figures 3.9e and 3.9f) using

normalized cuts [91], where the graph weights are the link confidence l. These operators

are collected and added into PC .

Update priority queue After the cluster configuration {Ck
o } is modified with an operator,

we first remove the current operator and the affected operators related to the modified

clusters from the priority queue. Then we add new operators related to new clusters and
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insert them into the corresponding sorted priority queue. Since all operations are local, the

update of P is relatively efficient.

Stopping criterion Once the front operator in P does not reduce the energy (Equa-

tion (3.9)) or the number of iterations reaches a pre-specified threshold imax (which equals

the number of output samples for Ps or initial number of clusters for PC), the iteration is

stopped.

3.6.6 Reconstruction

For each cluster, we reconstruct the final shape by translating the associated element

of the candidate input cluster Ci that minimizes the shape energy in Equation (3.15). In

addition, we filter out elements with high shape energy (error) (Es(Co) > |Co|).

3.6.7 Hierarchical optimization

At each hierarchy level, the optimization iterates the search, assignment and cluster-

ing steps. The next level is initialized with samples from the optimized pattern from the

previous level. With increasing hierarchy levels we use denser sample distributions with

decreasing Poisson disk diameter δ. Hierarchical optimization allows the optimization to

use less samples and larger neighborhood size, which can capture larger spatial structure

with less computation. Figure 3.10 visualizes a hierarchical optimization process. See Fig-

ures 6.2 to 6.5 in Chapter 7 as well as the supplementary video for more visualizations of

pattern optimization.

59



3.7 Results

Our method can automatically synthesize satisfactory results for a variety of vector

patterns, as exemplified in Figures 3.3, 3.11, 3.14 and 4.1. Since our synthesis outputs

are in vector format, users can edit them in any vector graphics editor for further quality

improvement and customization, as demonstrated in Figure 3.12.

3.7.1 Ablation studies

We analyze the components of our method via ablation studies. Without the cluster-

ing step (Section 3.6.5), the generated samples resemble these by [2] in Figure 3.3, which

cannot robustly reconstruct shapes from unclustered samples. Without using cluster in-

formation in the search step (i.e., only the first term in Equation (3.3) is used), the result

patterns tend to be more random as shown in the second column in Figure 3.14. Without

the link/shape energy El/Es in the clustering objective (Equation (3.9)), the results tend

to have empty and broken regions as shown in the third/forth column in Figure 3.14. Our

full results are shown in the last column in Figure 3.14. We include ablation studies on the

clustering operators in Figure 6.8.

3.7.2 Comparison to previous methods

We compare our method against prior methods in vector element synthesis [1, 18]

(Figure 3.3) and vector curve synthesis [2]. [2] can generate Bézier curve patterns by

reconstructing curves from graphs, which cannot be applied to the varied structured input

patterns that have elements other than open Bézier curves. In order to compare with [2] in
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reconstructed patterns instead of just samples as in Figure 3.3, we add a basic clustering

step [90] to each iteration in the optimization process of [2]. We use spectral clustering [90]

as the basic clustering algorithm; each input element is represented as a fully connected

graph, and the output edge confidences in [2] are used as the weights for the weighted

similarity graphs in [90]; the number of output clusters is estimated as the product of

the ratio between numbers of output and input samples and the number of input clusters

(elements) |O|
|I| · |{Ci}|, while our method can automatically determine the number of output

clusters. In addition, the cluster informaton is used in the neighborhood similarity, as in

Equations (3.2) and (3.3). The final shapes are reconstructed as described in Section 3.6.6.

As shown in Figures 3.3 and 3.13, our method can produce better results for a wider range

of patterns than these existing methods. More comparisons are shown in Figure 6.9.

3.7.3 Parameters

Our method is robust to chosen parameters and initial conditions. Please see Sec-

tion 6.1 for a robustness analysis of our algorithm. We use two or three levels of hierarchies.

In each hierarchy, we use 7 iterations of search-assign-clustering steps. The neighborhood

radius r is 1
6
, 1
8
, 1
12

of the exemplar size (mean of width and height). The sampling distances

δ are 1
20
, 1

30
, 1

40
of the exemplar size. λ = 4 (in Equation (3.12) and λδ ≈ r). All results

shown in this chapter are produced under a single parameter setting, except for Figure 3.1c,

which uses λ = 2, Figure 3.11 (row 3, col 1), which uses one hierarchy (r, δ are 1
12

and 1
40

of the exemplar size), and Figure 3.2 where samples are denser for illustration purpose.
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3.8 Conclusions, Limitations and Future Work

This chapter proposes a clustering method to synthesize vector patterns with complex

structures that have yet to be well handled by existing techniques, as demonstrated in our

results and analysis.

Vector patterns with regular or non-local structures or insufficient repetitions might

not be well handled by our method (Figure 3.15) due to the inherent limitation of the

neighborhood-based measures and local neighborhood optimization. Machine learning

along with hierarchical synthesis or differentiability could be applied to address these issues

[92, 93, 94, 95]. The proposed pattern optimization framework could incorporate further

improvement developed in prior texture optimization literatures, such as bidirectional sim-

ilarity [96, 97], spatial uniformality, or advanced initialization [51], for more robust pattern

synthesis. For patterns with very elongated elements (e.g. the first pattern in Figure 3.12),

our method may produce undesirable overlaps. A possible solution is to represent each

elongated element using samples with central skeletal path, and synthesize them together

like [2] followed by reconstruction guided by the synthesized skeletons [98]. We leave this

as a future work.

The core of our proposed framework is explicit clustering, which is general and could

be improved with more advanced clustering methods [99].

Our current method can be extended for pattern interpolation, animated patterns

[68], and 3D volumes [53, 55], as well as integrated with more user control [5, 6], such as

synthesis over user-specified (irregular) domain and optional toroidal boundary condition

(Figure 3.15e). Our unoptimized implementation is slow and only suitable for off-line
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synthesis. Please see the supplementary materiel for the running time of each algorithm

component. Theoretically, the major computational bottleneck is in the search step (that

computes nearest neighbor fields), which could be readily parallelized on a GPU [52]. For

complexity analysis of the search step, please see [2]. We plan to further accelerate it to

achieve interactive speed in the future, for example, by GPU parallelization, or by improving

the sampling method [100] to reduce the number of required samples.

With the development of vector pattern synthesis algorithm which can generate more

diverse patterns, it is desirable to use quantitative metrics to evaluate the synthesis quality

in the future.
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exemplar no depth assignment with depth assignment

Figure 3.5: Z-index (depth) assignment. In the input exemplars, the sky blue petals are
above other elements (top) and the branches are below the leaves (bottom). Without depth
assignment, this layer relationship is not preserved. With depth assignment, the relation-
ship is mostly preserved. Copyright: exemplars from Eva Kali (top), Snejana Sityaeva
(bottom) (stock.adobe.com).
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output input

(a) matched neighborhood
pair 1

output input

(b) matched neighborhood
pair 2

output input

(c) matched neighborhood
pair 3

- 1/3 1 0

1/3 - 1/3 1/3

1 1/3 - 0

0 1/3 0 -

𝑙(𝑠! , 𝑠!" )

𝑠!
𝑠!"

(d) l(so, s
′
o)

Figure 3.6: A toy example of link confidence computation. (a), (b) and (c) show three
pairs of matched input and output neighborhoods (|Nn(so, s

′
o)| = 3) where the output

neighborhoods are centered at different samples (shown in red). Matched samples are
shown in the same colors. Clusters are shown in different sample shapes. For example,
output samples/clusters in all three pairs of neighborhoods are shown in the same shapes
because they are the same set of samples/clusters. Empty shapes indicate samples that are
not used as examples in (d). The computed link confidences among four output samples
(in solid shape) from the three neighborhood pairs above are shown in (d). For example,
samples • and • are matched to the same cluster in (a) but different clusters in (b) and (c),
thus |Nl(so, s

′
o)| = 1 and the link l(•,•) receive a 1/3 score. Note that we only consider the

limited three pairs of neighborhoods (where the output contains so and s′o) for illustration
purposes.
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(a) Output cluster Co and its set of matched input clusters {Ci}
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(b) Computing the translation Tr for each matched input cluster
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(c) Shape energy as min. over matched and translated input clusters

Figure 3.7: Illustration of cluster shape energy computation. (a) shows an output cluster
Co and its corresponding input clusters Ci = {Ci}. Matched samples visualized in the same
colors are computed in the search step (µs). Empty shapes indicate input samples from Ci

not matched with any samples from Co. (b) shows the computation of Tr (Equation (3.17))
which will be used to translate and align input clusters Ci with the output cluster Co for
computing the shape distance dC(Ci, Co) between them. In (c), dC(Ci, Co) between each
pair of input and output clusters is computed via Equation (3.16) using Tr computed in
(b). The shape energy E ′

s(Co) is defined as the minimum of shape distances between the
output Co and input {Ci} clusters (Equation (3.15)).

66



objective

Figure 3.8: Clustering objective (Equation (3.9)) with respect to number of iterations. The
left side of the vertical dashed line shows the objective optimized by sample switch operators
when processing Ps, and the right side shows the cluster split and merge when processing
PC . The blue, dark orange and yellow lines indicate link El, shape Es and total energies
wlEl + wsEs.
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(a) sample switch: before (b) sample switch: after (c) cluster merge: before

(d) cluster merge: after (e) cluster split: before (f) cluster split: after

Figure 3.9: Clustering operators. In each sub-figure, samples from the same cluster are
shown in the same color. (a) and (b) show the sample switching operator where a sample
in the green cluster is switched to the yellow cluster. (c) and (d) show the cluster merging
operator where two clusters (green and yellow) are merged into one (orange). (e) and (f)
show the cluster merging operator where one cluster (orange) is splitted into two (green
and yellow).

(a) exemplar (b) initial step (c) first level (d) second level (e) third level (f)

Figure 3.10: Evolution of patterns in the optimization. In this example, three hierarchies
are used. We show the optimized patterns after the very first optimization step (initial step)
and the last steps in each hierarchy. The energy plot is shown in the last column where
red stars denote the start of each optimization hierarchy. Energies are normalized using
the number of samples within an output neighborhood and the total number of matched
neigborhood pairs. See Figures 6.2 to 6.5 in Chapter 7 as well as the supplementary video for
more visualizations of pattern optimization. Copyright: (a) Meganathan (stock.adobe.com)
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

(j) (k) (l)

Figure 3.11: Automatic synthesis results with a variety of exemplar patterns. Within each
group, the input is on the left and our result is on the right. Copyrights: (a) galyna p (b)
leavector (c) Alona Khadzhyoglo (d) olga milagros (e) galyna p (f) hoverfly (g) Olgastocker
(h) hoverfly (i) hoverfly (j) Meganathan (l) natalyon (stock.adobe.com), and (k) keeeny.am
(vecteezy.com)
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4 + 2 + 10

exemplar auto synthesis user 1 + 18 + 4 edited

Figure 3.12: Automatic synthesis with user-editing. Since the automatic synthesis results
are in vector format, users can add (blue), modify (orange), or remove (red) elements
from the output patterns. The user editing column also indicates the number of user
operations for addition, modification, and removal. Top left ©Frogella.stock, bottom left
©Oleksandra (stock.adobe.com).
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exemplar improved [2] ours

Figure 3.13: Comparisons against improved [2] with baseline clustering. The improved
version of [2] uses spectral clustering [90] as the basic clustering algorithm; each input
element is represented as a fully connected graph, and the output edge confidences in [2]
are used as the weights for the weighted similarity graphs in [90]. In addition, clusters are
used during neighborhood search, as in Equations (3.2) and (3.3). The final shapes are
reconstructed as described in Section 3.6.6.
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input without cluster search
(wf = 0)

without El (wl = 0) without Es (ws = 0) full result

Figure 3.14: Ablation study. Without using sample features which contain cluster informa-
tion (wf = 0) in the search step, the synthesis would generate results that tend to be more
random. Without link/shape energy El/Es in the clustering objective (Equation (3.9)), the
results tend to have empty and broken regions as shown in the third/forth column. Our
full results are shown in the last column.

(a) input (b) output (c) input (d) output (e) input (f) output

Figure 3.15: Limitations. Our method is unable to handle patterns with (a) regular or
(c) non-local structures due to the inherent limitations of patch-based synthesis method.
Our method requires the input to contain sufficient spatial repetitions and could not handle
small tiles with little spatial repetitions (e). Our current implementation has yet to consider
toroidal boundary conditions and thus the outputs will not tile seamlessly. Copyrights: (c)
Eva Kali, (e) Dariia (stock.adobe.com).
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Chapter 4: Compositional Neural Textures

4.1 Introduction

Texture plays a vital role in enhancing the visual richness and overall appeal of var-

ious forms of visual content, including real photographs and computer-generated imagery.

Textures provide intricate details, patterns, and surface characteristics that contribute to

the overall perception and aesthetics of an image. In practice, users often need to create or

adjust textures in an image, yet texture editing can be a challenging and time-consuming

process, often requiring laborious manual adjustments due to the repetitive details.

Previous research in texture manipulation has explored various applications, ranging

from global control [79, 80, 51], to regional variations [101, 102, 103, 104, 105], and individ-

ual textons [106]. These approaches rely on domain-specific priors for different applications

or categories of textures. Ideally, we would like to have a general-purpose approach that

can be applied to a wide range of textures and editing tasks across different scales.

In this chapter, we introduce a texture representation that decomposes textures into

a composition of recurring neural elements (Figure 4.1a), disentangling the geometry and

appearance of each element. We obtain this representation by developing an autoencoder

architecture that is trained in a fully unsupervised manner. Our representation is human-

intelligible, applicable to a wide range of textures that exhibit sufficient self-repetitions,
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Encoder

Input Textures Latent Gaussians Reconstructions

Generator

① ②

③ ④

(a) Overview

(b) Texture transfer
(struct./appear. 1○/ 2○and 2○/ 1○)

(c) Image stylization 1○ (d) Interpolation & morphing 1○ 2○

(e) Revealing/modifying variations
3○

(f) Edit propagation ( 4○) (g) Editing Gaussian textons 4○

Figure 4.1: Compositional neural representation for texture editing. (a) We present a neural
representation that decomposes textures into geometric elements and appearance features
in a fully unsupervised manner. Geometric elements are represented by Gaussian functions
computed from an intermediate segmentation corresponding to individual textons, and ap-
pearance is represented by an appearance feature vector for each Gaussian. Our network
architecture and objectives are designed to encourage extraction of recurring texture el-
ements (textons) and separation of geometry/structure and appearance, while preserving
faithful reconstruction of the original texture. This facilitates a variety of editing opera-
tions and synthesis applications, such as transferring appearance from one texture towards
the structure of another texture (b) or image (c), texture interpolation and morphing (d),
manipulating the variations within a texture (e), edit propagation (f), and direct manipu-
lation (e.g. moving and transforming) of the textons (g).
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and enhancing a variety of editing techniques (Figure 4.1). Textures can be edited by

manipulating the compositional neural representations in deep latent space, and edited

textures can be efficiently generated by feeding the manipulated representations through a

generator (decoder) network in a feed-forward manner. The supported editing operations

include, but are not limited to, transferring appearance from an image texture to another

image (Figures 4.1b and 4.1c), diversifying textures (Figure 4.3), texture interpolation

and morphing (Figure 4.1d), revealing/modifying texture variations (Figure 4.1e), edit

propagation (Figure 4.1f), texture animation (Figure 4.13), and direct manipulation of

textons (Figure 4.1g).

Our main idea of representing textures using a compositional neural model is rooted

in the understanding that textures are characterized by their recurring patterns, which can

vary from regular to irregular formations. Within each texture, basic recurring patterns

are known as textons, acting as building blocks that define the texture’s unique appear-

ance and structure. However, extracting textons from diverse textures poses considerable

challenges due to the ambiguous nature of the texton concept, let alone defining them

rigorously in mathematical terms. One possible texton extraction approach is to use super-

vised learning, for example, by training image segmentation networks. While supervised

approaches have achieved state-of-the-art performance for extracting well-defined concepts

from images [107, 108] by learning from massive, human-annotated datasets, they are not

suitable for extracting textons. Because it is unclear how to consistently annotate textons

within a texture due to their ambiguous definition, it is hard to obtain high-quality datasets

required for supervised training. Furthermore, the process of annotating any dataset can

be both costly and time-consuming. Therefore, we develop a fully unsupervised learning
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approach to extract neural textons.

First, we propose a set of desired properties of (neural) textons detailed in Sec-

tion 4.3.1, which we leverage to effectively train the autoencoder (Figure 4.1a), including

1) discrete objectness, 2) spatial compactness, 3) reshuffling invariance and 4) transforma-

tion equivariance. These poperties enable the textons to represent diverse sets of textures

while maintaining human interpretability for intuitive texture editing applications. Second,

we represent each neural texton as a 2D Gaussian with an associated appearance feature.

A Gaussian approximates a texton’s shape via its spatial support, and the Gaussian ap-

pearance feature encodes the texton’s exact appearance. This seperation facilitates the

enforcement of geometric transformation equivariance. Further, the separate encoding of

rough spatial and detailed appearance information in Gaussian covariances and associated

features offers comprehensibility and intuitve user control over textons [109, 110]. Third,

we develop unsupervised training methods to instill the desired properties in neural tex-

tons. For each desired property we construct a corresponding loss function that, when

minimized, ensures the incorporation of that property. In particular, the reshuffling invari-

ance property dictates that randomly reshuffling the appearances of textons, as encoded

by Gaussian appearance features, should not modify the texture’s overall appearance. In

line with this, we specifically design one of the training losses to assess the texture simi-

larity between the input texture, encoded as Gaussians, and an image reconstructed from

the Gaussians with reshuffled appearance features. Moreover, we observe that the training

losses may present contradictory behaviors, where minimizing one could lead to explosion

of another, and address this issue by carefully adjusting the training schedules to achieve

a balanced trade-off between these losses.
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We evaluate our proposed compositional neural texture representation using a variety

of texture editing applications, ablation studies, and comparative analysis against existing

methods. The results demonstrate that our approach is versatile in various texture editing

applications and surpasses existing methods in texture analysis, modeling, and specific

texture editing tasks.

4.2 Related Work

4.2.1 Neural Texture Representations

Recent advancements in deep texture representations have yielded impressive results

in various applications, including texture classification [111, 112, 113], segmentation [108,

114], synthesis [115, 92], interpolation [103, 116, 117] and rectification [118]. However, these

representations, while engineered to encode a broad spectrum of appearance information,

exhibit very limited or no disentanglement when applied to perception and uncontrolled

synthesis tasks. This entanglement considerably limits their practical utility in texture

editing tasks.

Texture interpolation, a global texture editing task, necessitates a representation

that effectively disentangles local and global texture appearances. Bergmann et al. [116]

introduce a periodic spatial GAN (PSGAN). PSGAN maps noise to a texture through noise

dimensions that are disentangled into global, local, and spatially periodic components.

Yu et al. [103] develop an autoencoder to encode an image into a disentangled latent

space. This space is divided into components that separately represent local and global

aspects of texture appearance. Specifically, the local components of these representations
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encode the stochastic variations within a texture, while the global components capture the

overall appearance. This separation makes these representations particularly effective for

texture interpolation tasks. It facilitates the interpolation of the overall texture appearance,

without compromising the inherent stochasticity within textures. Henzler et al. [117] model

stochastic textures using noise fields and an MLP decoder. Similarity to [116, 103], this

approach effectively disentangles local stochastic and global appearance components. It

achieves this by encoding stochasticity with noise fields and the overall appearance with a

global texture code. This disentanglement facilitates applications in texture interpolation.

However, the level of disentanglement in the representations currently used for interpolation

is still inadequate, limiting their extension to other applications across a diverse range of

textures.

To address this shortfall and broaden the scope in texture editing, a more effectively

disentangled representation is essential. We propose a compositional neural texture rep-

resentation by modeling textures as neural textons in deep latent space with disentangled

structure and appearance. The proposed compositional representation is applicable to a

number of texture editing applications and a wide variety of textures.

4.2.2 Texture Editing

Previous research in texture manipulation has explored various applications, such

as controlled synthesis [79, 80, 51], interpolation [101, 102, 103, 104], revealing/modifying

variations [105], edit propagation [106] and texture weathering [104]. These approaches rely

on domain-specific priors for specific applications or categories of textures. They leverage
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image smoothness [119] or patch similarity priors [120, 121], or procedural noise [117]

defined in image pixel space [120, 106], hand-crafted feature space [86, 122, 101, 104], or

learned feature spaces [102, 103, 116, 117, 121], for local [19], stochastic [117], regular/near-

regular [122] or non-stationary textures [92].

These texture editing methods can be classified into three categories: non-parametric

[119, 105, 19, 86], parametric [101, 122] and more recent deep learning-based approaches

[103, 117]. Non-parametric methods, known for their flexibility, can adapt to a diverse range

of texture types. However, their editing results are less predictable, and these methods are

typically confined to specific applications [19, 104, 106, 105].

In contrast, parametric methods are anchored in well-defined mathematical models,

which makes them more interpretable, predictable, and controllable. However, these meth-

ods encounter difficulties when dealing with textures that are rich in complexity, encom-

passing intricate details and sophisticated spatial arrangements [101, 122]. Recent deep

learning-based methods employ parametric neural networks, which excel at representing

textures, yet they often fall short in providing the interpretability and control crucial for

various user editing operations [103, 116, 117].

Another line of active research focuses on transforming image textures into paramet-

ric, node-graph-based procedural textures [123, 124, 125, 126]. These procedural textures,

once created, offer a professional-grade level of control and quality over texture appear-

ances. However, current methods are limited to a narrow range of texture categories and

encounter difficulties in synthesizing graph structures. Moreover, the accuracy of the gener-

ated graphs and their parameters falls short, failing to accurately and faithfully reproduce

the appearance features of the input image textures.
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Consequently, existing approaches are either constrained to a limited set of texture

editing capabilities, or their applicability tends to be confined to specific types of textures.

Our proposed approach utilizes an autoencoder network characterized by a disentangled,

compositional latent space. This latent space offers interpretability and expressiveness,

unlocking a wide range of editing capabilities for diverse sets of textures.

4.2.3 Compositional Neural Representations

In certain data domains such as programming languages, vector graphics, social net-

works, and engineering designs, the underlying compositional structure is either inherently

present or can be parsed using specific rules. However, in other domains like 2D images

and 3D reconstructions, extracting and representing compositional structures remains a

challenging task due to its elusive nature.

To address this, compositional neural representations have been proposed, utilizing

a neural latent space to represent various data types compositionally. This approach has

been explored in several raster data types, such as 2D images [110, 127, 128, 129], videos

[130], 3D shapes [109, 131], and scenes [132, 133]. These representations are derived using

various methodologies, ranging from unsupervised [110, 127, 128, 129] and semi-supervised

[130], to fully supervised methods [131]. The structures of these neural representations

include disentangled object slots [127, 128], spatial points [129], graphs [134, 135], Gaussians

[109, 110], and image segments [136].

In this work, we introduce a compositional neural representation for image textures.

This representation is characterized by compositions of Gaussians within a disentangled
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neural latent space, and is learned without external supervision.

4.3 Method

4.3.1 Overview

At the core of our approach is a texture autoencoder with a disentangled, composi-

tional latent space, trained in a fully unsupervised manner. The latent space consists of

2D Gaussians with neural appearance features, each representing a texton. The Gaussian

mean and covariance encode the location and approximate (elliptical) shape of a texton.

In addition, each Gaussian has an associated neural feature vector that encodes the de-

tailed appearance of a texton. Users can edit textures by manipulating individual textons

represented as Gaussians in the latent space, such as editing their centers, covariances, and

appearance features.

Figure 4.2 shows an overview of our autoencoder and unsupervised training strategy,

consisting of three major components: autoencoding, appearance reshuffling, and disentan-

gling. In autoencoding (Figure 4.2 autoencoding ), the encoder takes an input texture I

and generates its latent Gaussians {g}. Then, the decoder employs a Gaussian splatting

layer h to convert latent Gaussians into a feature map [110] that is fed into the generator

G to reconstruct the input texture Ir. However, autoencoding is not sufficient to reliably

learn the extraction of textons as well as separation of texton geometry and appearance

in a fully unsupervised manner. While textons are not well-defined both conceptually and

mathematically, our unsupervised approach defines and extracts textons based on a set

of four desired properties. We then design the appearance reshuffling and disentangling
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components to maintain these properties.

Property 1 (Discrete Objectness). A texton embodies a distinct element within the image

that can be identified as either present or absent in its entirety, and a texture can be fully

described by a discrete set of textons. This discrete set representation facilitates intuitive

and interpretable image editing, allowing users to engage in a more natural and user-

friendly editing experience.

Property 2 (Spatial Compactness). A neural texton describes the spatial extent and ap-

pearance of a local region within a texture.

Property 3 (Reshuffling Invarance). Textures inherently possess a stochastic characteristic

that exhibits spatial stationarity. Random reshuffling of appearances among a set of given

textons should span the stochastic space of a texture without modifying the texture’s overall

appearance. That is, reshuffled texton appearances should result in a different version of

the original texture.

Property 4 (Transformation Equivariance). When neural textons undergo a spatial trans-

formation, the resulting image should reflect a consistent and corresponding transformation,

preserving the spatial relationships and patterns of the textons.

Our approach promotes Property 1 (Discrete Objectness) and Property 2

(Spatial Compactness) by applying corresponding compactness LC and entropy LE

losses in the autoencoding part (Figure 4.2 autoencoding ). In addition to the losses, we

employ the inherently compact Gaussians to represent textons. Aligned with Property 3

(Reshuffling Invarance), the reshuffling component modifies the Gaussian appearance

features (Figure 4.2 reshuffling ). These features are associated with input latent Gaussians

{g}, which are derived by encoding the input texture. The generator G generates a new
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image Ĩr from the reshuffled latent Gaussians {g̃}. The generated image Ĩr is expected

to closely resemble the input texture I in terms of texture similarity. The disentangling

component (Figure 4.2 disentangling ) is to promote Property 4 (Transformation

Equivariance). We transform the input texture and encode the tranformed texture Î

as latent Gaussians {ĝ}. The same transformation T is applied directly to input latent

Gaussians {g}. In accordance with Property 4 (Transformation Equivariance),

we expect that the Gaussians {ĝ} derived from transformed input textures should closely

match the transformed Gaussians T ({g}) from the original input textures.

We next detail autoencoding including encoding textures as Gaussians (Section 4.3.2),

Gaussian splatting (Section 4.3.3), and decoding splatted Gaussians as textures (Sec-

tion 4.3.4). In Section 4.3.5, we then introduce appearance reshuffling (Section 4.3.5.1)

and disentangling (Section 4.3.5.2).

4.3.2 Encoding Textures as Gaussians

4.3.2.1 Latent Gaussians

The encoder E maps an input texture I ∈ RH×W×3 into our structured latent repre-

sentation z, a composition of Gaussians {gi}ni=1 where each Gaussian gi represents a texton

and n is the (maximum) number of Gaussians. To facilitate learning the optimal number of

Gaussians required for a texture, we assign a weight parameter to each Gaussian δi ∈ [0, 1].

As we model textures as a discrete set of textons (Property 1 (Discrete Object-

ness)), gi exists in the set if δi is close to 1 and otherwise if δi is near 0. Each Gaussian

is given by its center µi and covariance matrix Ui that encodes the approximated shape
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of the texton. To enhance the encoding of texton geometry and the subsequent geometry-

appearance disentanglement, we include a 2D unit-vector νi ∈ R2 (∥νi∥ = 1) representing

the anisotropic direction of textons in addition to Gaussian covariance. Furthermore, gi

contains an appearance parameter given by a feature vector fi ∈ Rnf , which is used to en-

code local texton appearance. In summary, our compositional Gaussian representation

z is defined as

z = {gi}ni=1 = E(I) (4.1)

where

gi = {δi,µi,Ui, νi, fi}. (4.2)

4.3.2.2 Encoder Network Architecture

To encode image I into latent Gaussians z = {gi}ni=1, there are two options for gen-

erating the Gaussian parameters (Equation (4.2)): the first is to directly predict these

parameters via linear or MLP heads; the second, which we choose, is to compute them

indirectly from predicted heatmaps or segmentation maps. The second option has demon-

strated better performance in previous tasks such as human pose estimation and unsuper-

vised landmark detection [137, 129]. Therefore, the encoder E includes three components:

an image encoder EFC , a segmentation network Es, and a Gaussian parameter estimation

layer Eg. The encoder EFC is a shallow, fully convolutional network (FCNN) in order to

avoid encoding non-local structure information. EFC takes input images I to generate fea-
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ture maps, and has two branches: the appearance branch produces an appearance feature

map Fa ∈ RH×W×da and the geometry branch produces a direction map V ∈ RH×W×2. The

Mask2Former architecture is used [138] as Es and trained end-to-end with the other net-

works. Es takes the image I and generates pixel-wise, softmax-normalized n segmentation

masks S ∈ [0, 1]n×H×W . For more details about EFC and Es, please refer to Section 7.7.1.

Given the n-segmentation masks S, the appearance feature map Fa, and the di-

rectional map V, Eg computes the composition of Gaussians {gi}ni=1. The mean µi and

covariance Ui of the ith Gaussian gi is computed as the average and covariance of image

coordinates p = [x, y] weighted by the ith segmentation mask Si,

µi =

∑
p p · Si(p)

Si

(4.3)

Ui =

∑
p(p− µi)

T (p− µi) · Si(p)

Si

(4.4)

where Si =
∑

p Si(p) is the normalization factor computed from the ith segment.

The Gaussian weight δi is used to adaptively adjust the number of total Gaussians

by indicating the existence of each Gaussian. While this existence weight should ideally

be binary, during model training it is crucial to ensure that gradients are effectively back-

propagated through the entire network. Hence, we introduce a differentiable, randomized

sampling mechanism for computing δi ∼ B(pi) as a sample from Bernoulli distribution B,

which takes the value 1 with probability pi computed as

pi =

∑
p Si(p)Si(p)

Si

. (4.5)
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Equation (4.5) computes pi as the average of mask Si weighted by Si. By computing the

average of these mask probabilities weighted by the probabilities themselves, we essentially

emphasize the higher probabilities, as higher values will contribute more to the average. If

the mask has either high probability values (such as in a local region) or zero values (like

those outside the region), which might indicate a generally reliable mask, pi will be high and

δi ∼ B(pi), thus the Gaussian gi is more likely to exist (δi = 1). Conversely, if many pixels

have lower but non-zero probability values, implying uncertainty in the segmentation, pi

will be low and the Gaussian gi is more likely not to exist (δi = 0).

Because sampling from a (categorical) Bernoulli distribution is not differentiable, dur-

ing training we apply the Gumbel-softmax trick [139] to approximate the hard sampling

process from a categorical distribution. During inference, we round the continuous values

of pi ∈ [0, 1] to obtain binary values δi ∈ {0, 1}, aligning with Property 1 (Discrete

Objectness). We find that using the categorical sampling mechanism when computing

Gaussian weights (Equation (4.5)) generates more aligned and more reliable texton seg-

mentations and thus higher-quality latent Gaussians. We hypothesize that the sampling

mechanism inherently promotes weights to converge towards 0 or 1, thereby ensuring binary

outcomes, while simultaneously maintaining exploration capabilities through randomized

sampling.

Finally, the appearance feature fi and direction νi are computed as the weighted

average (pooling) of image appearance features Fa and directional map V within each
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image segment as

fi =

∑
pFa(p)Si(p)

Si

(4.6)

νi =

∑
pV(p)Si(p)

Si

(4.7)

followed by normalization fi = fi/∥fi∥, νi = νi/∥νi∥.

4.3.2.3 Losses

In the process of encoding textures as Gaussisans {gi}ni=1, we calculate several losses

on the intermediate segmentation masks S during end-to-end training. This includes the

entropy loss LE, which encourages reliable hard segmentation S and thus Property 1

(Discrete Objectness),

LE = − 1

HW

∑
p

n∑
i=1

Si(p) log(Si(p)). (4.8)

LE is minimized when the softmax-normalized probabilities in segmentation mask S are

hard with values either 0 or 1. We also apply a compactness loss LC [140], especially

during the initial phase of training on the segmentation masks so that each segment Si

and thus gi is spatially compact and localized, in accordance to Property 2 (Spatial
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Compactness),

p′ =
∑
i

µi · Si(p) (4.9)

LC =
1

HW

∑
p

∥p′ − p∥22. (4.10)

4.3.3 Gaussian Splatting

After obtaining latent Gaussians {gi}ni=1, the Gaussian splatting (GS) layer converts

{gi}ni=1 into a feature grid Fgs, which is then fed into a generator to reconstruct the input

image as Ir. To define the Gaussian splatting function h : {gi}ni=1 → Fgs, we first compute

the squared Mahalanobis distance M2
i of p to the Gaussian center/mean µi,

M2
i (p) = (p− µi)U

−1
i (p− µi)

T . (4.11)

Gaussians are derived from pixel-wise normalized image segmentation masks. This ap-

proach inherently suggests that each pixel is exclusively associated with a single segmen-

tation mask, and consequently, with a single latent Gaussian. However, in the context of

texture editing applications, we permit modifications to these Gaussians during inference,

which may result in potential overlaps between the edited Gaussians. For managing these

overlaps, we adopt alpha-compositing in Gaussian splatting, as in [110]. Alpha-compositing

takes into account the order of Gaussians in instances of overlap. It is important to note

that in cases where there is no overlap, for example, during training, the ordering of the

Gaussians does not influence the splatting results.
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In the alpha-compositing process, it is necessary to define the opacity o for each

Gaussian. oi(p) at p for ith Gaussian gi is calculated as

oi(p) = δi exp(−M2
i (p)). (4.12)

Note that we use −M2 instead of −M2/2 in Equation (4.12) to obtain sharper Gaussian

splatting. In addition, the compositional alpha αi(p) at p for the ith Gaussian is

αi(p) = oi(p)
n∏

j=i+1

(1− oj(p)) . (4.13)

Finally, the Gaussian splatting function h : {gi}ni=1 → Fgs is defined as

Fgs(p) =
∑
i

αi(p)concat(fi, νi), (4.14)

where the function concat concatenates the feature fi ∈ Rnf and direction vectors νi ∈ R2,

and Fgs ∈ RH×W×(nf+2) is the alpha-composited result of these Gaussian splatted features.

4.3.4 Decoding Images from Splatted Gaussians

4.3.4.1 Network architecture

We adopt the SPADE generator [141] as the generator G to reconstruct Ir from Fgs.

The original SPADE generator takes a learned constant feature map and is injected with

resized Fgs at multiple levels. Instead, we replace the learned constant feature map with

downscaled Finput = maxi αi as input to SPADE so it can generate textures of arbitrary
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resolutions. For more details, please refer to Section 7.7.1.

4.3.4.2 Losses

The reconstruction is ensured using a mixed reconstruction loss function

LR = w1L1 + wLPIPSLLPIPS (4.15)

where L1 = ∥I − Ir∥1 and LLPIPS denotes LPIPS loss [142] computed between I and Ir.

We set w1 = 2 and wLPIPS = 0.2. In addition, we wish for the reconstructed images Ir to

be realistic by employing a discriminator D. We apply the non-saturating adversarial loss

on the reconstructed images to train the encoder E and generator G

LGAN = − log (D (Ir)) . (4.16)

For details about the discriminator D and its losses, please see Section 7.7.

4.3.5 Unsupervised Compositional Textons Learning

We utilize Gaussians to represent textons which we wish for exhibiting four proper-

ties, as discussed in Section 4.3.1. We have introduced mechanisms to enforce Property 1

(Discrete Objectness) and Property 2 (Spatial Compactness) in Section 4.3.2.

In this section, we introduce our approach to inject Property 3 (Reshuffling In-

varance) and Property 4 (Transformation Equivariance) into the neural tex-

tons.
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4.3.5.1 Reshuffling-invariant neural textons

In accordance with Property 3 (Reshuffling Invarance), random reshuffling of

texton appearances should maintain the original geometry encoding, resulting in a different

version of original texture without altering overall texture appearance. More specifically,

we randomly reshuffle, denoted as π, appearance feature fi associated with gi within {gi}

to obtain {g̃i} = π({gi}), which is then reconstructed as image Ĩr that should resemble

the input image I. During inference, when dealing with valid discrete textons where the

Gaussian weight δ is rounded to 1, we can describe the reshuffling process using a square

binary permutation matrix. In the training phase, however, as the network evolves to

determine the ideal number of Gaussians by continuously adjusting the Gaussian weight δ,

it is crucial to restrict feature reshuffling exclusively to Gaussians that effectively represent

individual textons. For example, when the Gaussian weight/existence δi/pi or the area

of its texton segmentation mask Ai =
∑

p Si is very small or approaching 0 (pi ≈ 0 or

δi ≈ 0 or Ai ≈ 0), we anticipate that the latent Gaussian gi and its associated appearance

feature fi do not effectively represent a texton and should, therefore, be discouraged from

appearance feature reshuffling. In this randomized reshuffling process {g̃i}ni=1 = π({gi}ni=1),

say the appearance feature fi in gi is exchanged with fj in gj, gi/gj becomes g̃i/g̃j and the

resulting appearance feature f̃j in g̃j is calculated as

f̃j = τijfi + (1− τij)fj (4.17)
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where

τij =

(
min

(
max

(
Ai

Aj

,
pi
pj

)
, 1

))γ

. (4.18)

Equation (4.17) and Equation (4.18) define the basic pairwise feature reshuffling operation,

namely feature swapping, used in the feature reshuffling π process. τij ∈ [0, 1] is the swap-

ping coefficient between fi and fj. γ = 0.5 is a non-negative temperature hyperparameter,

which will be further discussed later, controlling the softness of the swapping/reshuffling

operation. Since δi and pi are similar concepts, we find that using one of them pi is sufficient

for computing τij in Equation (4.18). A Gaussian can either effectively represent a neural

texton or not. We consider a Gaussian g to effectively represent a texton if both associated

A≫ 0 and p≫ 0. Conversely, a Gaussian g is deemed ineffective in representing a texton

if A ≈ 0 or p ≈ 0. Accordingly, there are four distinct cases to consider when computing

the reshuffling coefficient τij (Equation (4.17)) between a pair of Gaussians gi,gj, which

are detailed below.

1. If both gi (Ai ≫ 0 and pi ≫ 0) and gj (Aj ≫ 0 and pj ≫ 0) are effective in

representing textons, the swapping is effective with τij ≫ 0.

2. If gi is effective (Ai ≫ 0 and pi ≫ 0), but gj is not (Aj ≈ 0 or pj ≈ 0), Equation (4.18)

gives us τij = 1 and thus the swapping is effective. But if p̃j = pj ≈ 0 (p̃j ∈ g̃j), the

swapping has no effect on the reconstructed images and is in fact ineffective, because

the Gaussian splatting (Section 4.3.3) can ignore Gaussians with p̃j ≈ 0 (and thus

δ̃j ≈ 0).

3. If gi is not effective (Ai ≈ 0 or pi ≈ 0), but gj is effective (Aj ≫ 0 and pj ≫ 0), there

are three subcases: the swapping is not effective with τij ≈ 0 when both Ai ≈ 0 and
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pi ≈ 0, the swapping is effective with τij ≫ 0 but has no effect on the reconstruction

when Ai ≫ 0 and pi ≈ 0, and otherwise the swapping is effective.

4. If neither gi (Ai ≈ 0 or pi ≈ 0) nor gj (Aj ≈ 0 or pj ≈ 0) are effective, τij can be any

values between [0, 1]. Even if it is possible that τij ≫ 0, the swapping may still be

ineffective if p̃j = pj ≈ 0 and thus δ̃j ≈ 0.

Next, we discuss the effect of γ. When γ = 1, Equation (4.18) behaves normally;

when γ < 1, reshuffling is harder and tends to include Gaussians that may not effectively

represent a texton: an extreme case is when γ = 0, and the operation is equivalent to hard,

discrete reshuffling because we always have τij = 1 with f̃j = fi.

We can describe the randomized reshuffling process π in a matrix form by extending

pairwise feature swapping (Equation (4.17)). π can be described as a convex combination

of both unshuffled and hard reshuffled (permuted) features with the coefficient matrix τ of

size n× n as

F̃ = τF+ (1− τ)PF (4.19)

where F = [fT1 , f
T
2 , . . . , f

T
n ]

T are the unshuffled features, P ∈ Pn is a random permutation

matrix, and Pn is the set of all permutation matrices of size n×n. The multiplication PF

yields the hard reshuffled features.

In accordance with Property 3 (Reshuffling Invarance), appearance feature

reshuffling should not alter overall texture appearance. To this end, we calculate texture loss

LT between the original input I and image Ĩr = G (h({g̃i})) reconstructed from Gaussians

{g̃i} with reshuffled features by using the patch-based texture loss defined in [121]. In
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addition, we use non-saturating GAN losses on image patches [143] to train E and G

LPGAN = −mean
(
log

(
Dp

(
randcrop(Ĩr)|randcrop(I)

)))
(4.20)

where the function randcrop indicates random image cropping. randcrop crops random

image patches of size H
2
× W

2
. Dp is a patch discriminator performing on local patches of

randcrop(Ĩr). Given real cropped patches randcrop(I) from input texture I as conditions,

Dp is optimized to discriminate if patches are from the same texture I (real) or not (fake),

and E and G are optimized to fool Dp by generating Ĩr with similar local patches as I. In

the implementation, the real patches are concatenated to real/fake patches before feeding

into Dp. 8 crops are made for each (real or fake) image. The function mean calculates

the mean of a vector because Dp executes on patches and returns a vector of predictions.

Please refer to Section 7.7 for more implementation details.

4.3.5.2 Equivariance of geometric transformation

Per Property 4 (Transformation Equivariance), our objective is to achieve

consistent results by first extracting the Gaussians and then applying transformations, as

compared to first transforming the image and subsequently transforming the Gaussians.

The consistency guarantees that the latent Gaussians effectively separate the encoding of

texton geometry and appearance, and maintain robustness against transformations applied

to the image. Concretely, a consistency loss LCsis is defined to measure the discrepancies

between two sets of Gaussians T (E(I)) and E(T (I)). The first set, T (E(I)), is derived

by initially extracting Gaussians from the input texture I using our encoder E , and sub-
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sequently applying the transformation T ; the second set, E(T (I)), is obtained by first

applying the transformation T to the input texture I, and then extracting Gaussians with

the encoder E . A matching σ is required to compute the consistency loss between the two

sets of Gaussians. Before presenting the formal definition of the consistency loss LCsis, we

first outline the procedure for computing σ between, in order to simplify notations, two

arbitrary sets of Gaussians {gi}ni=1, {g′
j}nj=1.

As in [144], we use the Hungarian algorithm [42] to compute the matching σ. The

Hungarian algorithm processes a cost matrix, where each entry specifies the cost associated

with matching a Gaussian gi from the set {gi}ni=1 to a Gaussian g′
j from the other set

{g′
j}nj=1. The entry Cij at ith row, jth column of the cost matrix C ∈ Rn×n is computed

from gi and g′
j as

Cij =wijβij(λµ∥µi − µ′
j∥2 + λU∥Ui −U′

j∥2 + λν∥νi − ν ′
j∥2 (4.21)

+λf∥fi − f ′j∥2) + λp∥pi − p′j∥2 + λS∥Si − S′
j∥2

where wij = pip
′
j is employed to ignore low-existence Gaussians when computing differ-

ences in “non-existence” Gaussian parameters µ,U, f , ν, and βij ∈ [0.1, 1] is the weight for

reducing the impact of matching lower-accuracy textons near the image boundaries. βij is

lower for pairs of Gaussians located near image boundaries and equals 1 for other Gaussian

pairs. The term computing the difference in p encourages the number of Gaussian textons

to be consistent across image transformations, and the difference in S, which can increase

the matching robustness, promotes equivariant segmentations. Then the matching cost

between two sets of Gaussians {g}, {g′} is computed as the minimum sum of matching
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cost between the two sets

C({gi}ni=1, {g′
j}nj=1) = min

σ

∑
i,σ(i)

Cij. (4.22)

Using the matching cost defined between two arbitrary sets of Gaussians, we define

the consistency loss between T (E(I)) and E(T (I)) as

LCsis = C (T (E(I)) , E (T (I))) . (4.23)

We filter out Gaussians and segmentation masks transformed outside of image boundaries

prior to applying Equation (4.21). In this chapter, we set λµ = 1.2, λU = 2, λf = 10,

λν = 0.01, λp = 4, λS = 200.

In addition, we calculate the reconstruction loss L′
R, using the same formulation as

in Equation (4.15), but between transformed images Î = T (I) and images reconstructed

from T (E(I)). Again, we mask out image regions transformed outside image boundaries.

4.3.6 Overall Losses and Training Procedure

To sum up, we train the generation network (E , h and G) with the following losses

L = LR + L′
R + wELE + wCLC + wCsisLCsis + wTLT+

wGANLGAN + wPGANLPGAN

(4.24)

During training, we fix wT = 0.01, wGAN = 0.1, wPGAN = 0.1. We adjust wE, wC , wCsis

during training to maintain a balance in the unsupervised training process. This ensures
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that the reduction of one loss does not disproportionately occur at the expense of the

others.

We train our model using 128 × 128 images for 950K steps and then fine-tune it

using 256 × 256 images for 75K steps. Since some of the network components, including

segmentation network Es and the discriminator D, cannot take arbitrary-resolution input,

we downsample 256× 256 images back to 128× 128 before feeding into Es, randomly crop

128 × 128 patches before feeding into D and resize as 96 × 96 before feeding into Dp. Es

is freezed during fine-tuning. We want to emphasize Es is primarily employed to generate

spatial Gaussian parameters. In this context, the resolution of the segmentation is not a

critical factor affecting the overall quality of the output. Our results and comparisons are

in 256× 256 except ablation studies where 128× 128 images are sufficient to show the dif-

ferences. See Section 7.7 for more implementation details about our network architectures,

losses, etc.

4.3.7 Dataset

We collect a high-quality texture dataset consisting of 377K synthetic and 1.2K real

stock images. The synthetic data is from a commerical text-to-image diffusion model

using 2500 detailed texture descriptions generated with a large language model (LLM).

We use 90% images for training and 10% images for testing (applications and analysis).

The dataset is further augmented with random affine transformations and color histogram

matching with a random reference image from the dataset. Please see Section 7.1 for some

random data samples.
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4.4 Applications

In this section, we showcase a variety of applications for our compositional neural

texture representation, including texture diversification (Section 4.4.1), texture transfer

and image stylization (Section 4.4.2), modifying texture variations (Section 4.4.3), texture

interpolation (Section 4.4.4), direct manipulation of textons (Section 4.4.5), and animated

textures (Section 4.4.6). These applications involve manipulating the compositional latent

Gaussians, and efficiently generating output textures by feeding the manipulated Gaussians

through the generator network in a feed-forward manner. For reference, the feed-forward

processing of a 256×256 image using our autoencoder takes 0.16 seonds on a single NVIDIA

A10G (24GB) in PyTorch, and this is achieved without any specific optimizations for speed.

4.4.1 Texture Diversification

Textures can be characterized by their inherent randomness, meaning that there are

countless variations of the same texture while maintaining its overall look. Our method

treats a texture as a combination of neural textons, and the randomness is (partially)

encapsulated in the distribution of appearance features. By reshuffling these appearance

features among effective textons (with δ = 1), we can create diverse versions of the same

texture, as shown in Figures 4.3d to 4.3f. This method validates that our neural textons

accurately encapsulate the texture’s composition, showing that feature reshuffling creates

a subspace of variations of a texture.
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4.4.2 Texture Transfer

Texture transfer combines the structure and appearance of two different textures:

the first provides the structure while the second provides the appearance. Our compo-

sitional texture representations effectively separate the spatial structure and appearance

characteristics within a texture, which is key for successful texture transfer. Our trans-

ferred results are created by taking the Gaussians from the structure-providing texture,

appearance features from the appearance-providing texture, and we adjust the means of

Gaussian appearance features of the structure-providing texture to match those of the

appearance-providing texture. Figure 4.4 shows a grid of texture transfer results. Note for

texture transfer, we can also adjust other statistics beyond the means. For example, we

can directly replace appearance features from structure-providing textures with those from

appearance-providing textures. This alternative generates transfer results that preserve less

appearance information from the structure-providing textures (see Section 7.4 for compar-

isons and Figure 4.1b (left)). We will leave studying other transfer mechanisms as future

works. Unless otherwise noted, we transfer textures by adjusting means of appearance

features by default.

In addition, we can stylize a natural image using textures. While our network is

not trained on natural images, a small patch of a natural image can be effectively treated

as a texture. Initially, we run our encoder E on overlapping content image patches to

generate compositional Gaussians for each patch. These Gaussian patches are merged in

overlapping areas to ensure smooth transitions, similarly to [45]. Concretely, we build

correspondences between Gaussians from two patches in the overlapping area, and then
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we interpolate their parameters based on the correspondences. Subsequently, we adjust

the feature mean of these smoothly merged Gaussians to match that of the appearance-

providing texture. Finally, the stylized image is reconstructed from these mean-aligned

Gaussians, resulting in a harmonious blend of the texture appearance and structure from

the natural image. Figure 4.5 shows the image stylization results. Users can also transfer

different textures to image regions specified by control masks, which could be later used

to create interactive brush tools. In this case, we adjust the means of appearance features

within each image region respectively to match those of the corresponding appearance-

providing texture. Figure 4.6 shows the transfer of three different textures to three image

regions.

Moreover, users can control the scale of transferred textons, as demonstrated in Fig-

ure 4.7 and more in Section 7.4. This control is achieved by varying the scale of Gaussians

derived from content image patches. To produce Gaussians on a smaller scale for a content

image, we initially sample reduced-size patches from the content image. These smaller

patches are then upscaled to the standard resolution of 128×128 pixels, which corresponds

to the resolution of input images required for the segmentation network Es. Post-upscaling,

these patches are encoded into latent Gaussians. These latent Gaussians are subsequently

downscaled and positioned at the corresponding locations within original sampled patches.

They are then merged with Gaussians from other patches to maintain smooth transitions.

Conversely, to generate Gaussians on a larger scale, the process is reversed, involving the

sampling of larger patches and appropriate scaling adjustments.

100



4.4.3 Revealing and Modifying Texture Variations

We can modify non-local texture variations by editing variations within the Gaussian’s

appearance and geometry parameters. To quantify the variations, we first calculate the

mean of Gaussian appearance features fi and covariances Ui as

f =

∑
i fiδi∑
i δi

(4.25)

U =

∑
iUiδi∑
i δi

, (4.26)

where δi ∈ {0, 1} in the inference process. Equation (4.26) ignores ineffective Gaussians

when computing the means. The variations in edited appearance features f∗i can be con-

trolled by a coefficient ∆f > 0,

f∗i = f +∆f (fi − f). (4.27)

Note when ∆f = 1, the features are not edited as f∗i = fi and the input image is recon-

structed. While the differences in appearance features can be computed as simple vector

differences, we measure the differences between covariances Ui and U by estimating the

transformation Wi between them using Cholesky decomposition, as

LiL
T
i = Ui, LL

T
= U (4.28)

and

Wi = LiL
−1
. (4.29)
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Then the variations in edited covariances U∗
i can be controlled by ∆U > 0,

U∗
i = (Wi)

∆UU
(
(Wi)

∆U
)T

, (4.30)

where (Wi)
∆U computes the fractional matrix power of Wi. Note when ∆U = 1, the

covariances are not edited as U∗
i = Ui and the input image is reconstructed. Figures 4.8

and 4.9 show the edited image when we reduce and increase the variations in appearances

features and covariances (shapes) respectively.

4.4.4 Texture Interpolation

Our representation can be applied for interpolating textures by interpolating latent

Gaussians. Given two sets of Gaussians {gi}ni=1 and {g′
j}nj=1, we first build correspondences

ϕ between them (gi matches g′
ϕ(i)), by minimizing the sum of differences between their

centers and weights using the Hungarian algorithm [42]. The parameters in interpolated

Gaussian g†
i are the convex blending of those in gi and g′

ϕ(i) controlled by a coefficient

η ∈ [0, 1]. For example, interpolated Gaussian center µ†
i is defined as

µ†
i = (1− η)µi + ηµ′

ϕ(i). (4.31)

Since δ∗i is supposed to be binary, being either 0 or 1 during inference, we treat the inter-

polated value as a probablity of being 1 in a Bernoulli distribution and δ∗i is sampled from

the distribution. The interpolated image is reconstructed from the interpolated Gaussians

{g†
i}. Figure 4.10 shows interpolated images with various η.
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Our method can also generate smooth transition of two textures in one image by

spatially interpolating Gaussians, as shown in Figure 4.10f, where η linearly increases from

0 (left) to 1 (right).

4.4.5 Texton-centric Editing

Since we extract individual neural textons, our approach can also enable more direct

manipulation of individual textons.

4.4.5.1 Editing Gaussians

Users can move, scale and rotate textons by transforming their geometric parameters

(Ui and νi), as shown in Figure 4.11.

4.4.5.2 Edit propagation

When users make edits to a specific area of a texture, these changes can be automat-

ically propagated to other similar areas. This process is demonstrated in Figure 4.12. The

procedure begins by calculating the difference image between the edited and the original

images. The difference image encodes the edits in the pixel space. Next, the edit propaga-

tion involves identifying the specific neural Gaussian texton that corresponds to the edited

region which is implemented by querying the nearest Gaussian to the edits. To propagate

these edits to another similar region or texton, we 1) apply a transformation to the differ-

ence image; this transformation aligns the Gaussian of the edited and the target textons;

and 2) add the transformed difference images to the corresponding region of the original
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image, which creates the final edit-propagated image. The edits can be consistently and

accurately replicated across similar textural features, the locations and shapes of which are

identified by extracted neural textons, within the image.

Discussions. We observe that propagating edits directly in the pixel space results in

clearer and more precise edits compared to using the latent feature space. This distinction

arises from two key factors. First, edits like text or other novel elements, which the network

might not have encountered during training, can lead to poor reconstruction quality when

processed in the latent feature space. This, in turn, affects the quality of edit propagation.

Second, even if edits in the image space can be theoretically represented in the appearance

feature space, another issue is that the appearance feature space is not explicitly trained

to handle robust feature arithmetic, that is, the image-space differences are not guaranteed

to be describable and transferable as differences in the appearance feature space. This lack

of specialized training can lead to less accurate or predictable edit propagation in feature

space when compared to direct pixel space manipulation.

4.4.6 Texture Animation

In Section 4.4.5.1, we describe how our framework can handle image editing at the

texton level, with each latent Gaussian aligned with a corresponding texton in the image.

This technique also enables animating Gaussians using flow fields [49, 146], which are then

reconstructed as animated textures. Figure 4.13 shows various frames from such dynamic

visualizations. Please refer to our supplementary video for dynamic experiences and refer

to Section 7.7.3 for further details about the flow fields used in these animations.
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4.5 Analysis

We compare our method to related approaches and evaluate our approach via ablation

studies, both qualitatively and quantitatively.

4.5.1 Comparison to “Segment Anything”

The fundamental aspect of our methodology lies in its ability to autonomously extract

compositional textons from textures using unsupervised techniques. In our encoder E , the

unsupervised segmentation network Es is used to segment textons and convert them into

Gaussians in the latent space for subsequent texture editing applications. One obvious

alternative approach to extracting textons is by training a supervised segmentation model

tailored for textons. However, the challenge with supervised segmentation, which relies on

ground-truth labels, is its incompatibility with the ambiguous nature of textons. Since the

concept of a texton is not universally agreed upon, achieving consistency in ground-truth

texton labels is difficult. Furthermore, labeling textures can be a labor-intensive process,

even more so than natural photos.

To evaluate the quality of our extracted textons, we compare our segmentation against

the “Segment Anything” (SA) model [145]. This model, noted for its remarkable ability to

segment with zero prior knowledge, has been trained on an extensive dataset of 1 billion

masks. Figure 4.14 shows the comparisons with the SA model. See Section 7.5 for more

comparisons. These results indicate that SA is incapable of reliably detecting and extracting

textons, a fundamental aspect that contributes to the versatility of our method across a

variety of applications.
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4.5.2 Comparisons on Texture Transfer

In this section, we aim to demonstrate our approach’s unique capacity in disentan-

gled structure-appearance texture modeling using latent Gaussians based on segmented

structures. To this end, we compare our approach with prior methods [147, 148, 149]

tailored for combining appearance from one image and content/structure from another im-

age. Figure 4.15 shows comparisons against prior methods. Our method generates more

visually appealing results without clear artifacts, effectively capturing both the structure

and appearance from the respective structure-providing and appearance-providing textures.

Please see Section 7.5 for more comparisons. Note we not only disentangle structure from

texture appearance but also explicitly represent them as different Gaussian parameters,

which enables a variety of applications (Section 4.4) beyond texture transfer.

4.5.3 Ablation Studies

We evaluate our method via ablation studies to demonstrate the importance of each

individual component in our approach, both qualitatively and quantitatively.

4.5.3.1 Quantitative metrics

For quantitative evaluation, first, we evaluate how robust and meaningful the com-

positional representation is for different transforms/edits. Since there is no ground-truth

benchmarks for texton extractions, we consider to evaluate our method based on a cycle

consistency (CC) metric. That is, the estimated compositional representation E(I∗) of the

edited images I∗ = G({g∗}) reconstructed from edited Gaussians {g∗} is supposed to be
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consistent to the edited Gaussians {g∗}. Formally, CC metric is defined as

CC = LCsis({g∗}, E(I∗)) (4.32)

where LCsis, the consistency loss to measure differences between two sets of Gaussians dur-

ing training, is reused. Second, we evaluate the quality of our edited images I∗ using Fréchet

inception distance (FID) by comparing it to unedited input images I. We also compute CC

and FID, between input images and their reconstructions for calibrations, in which case,

there is no edits applied to {g∗} and {g∗} = {g} when computing CC. In addition, we

calculate a diversity (DVC) metric for measuring the diversity of textures generated from

randomly reshuffled appearance features (Section 4.4.1). Please see Section 7.2 for more

evaluation details.

4.5.3.2 Ablation studies on losses

We illustrate the significance of each loss term in our model by removing each one

and observing the effects. Figure 4.16 presents a visual comparison of the results in terms

of segmentation, Gaussians, reconstruction, and the texture transfer application. See Sec-

tion 7.6 for more visual comparisons for the ablation studies. Without compact loss LC ,

our model struggles to extract textons, leading to the entire image being represented by

a single segment or Gaussian. The absence of entropy loss LE results in less defined seg-

mentations and blurry reconstructions. Without consistency loss LCsis, the segmentation

degenerates and is always grid-like caused by excessive minimization of compact LC and

entropy LE losses; while its quality of texture reconstruction is similar to that of using
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Ablation studies
Full

Absent losses Absent network components

LC LE LCsis LT LGAN LPGAN segmentation latent Gaussians

CC (R) 0.15 1.29 1.40 0.99 0.54 1.49 0.62 0.05 0.60

CC (TD) 0.15 1.30 7.82 1.20 0.65 1.63 0.60 0.11 0.99

CC (TT/S) 0.16 1.73 3.28 1.20 0.79 1.70 0.63 0.13 0.99

CC (TT/A) 0.15 1.39 3.29 1.27 0.68 1.95 0.61 0.11 1.04

CC (TE) 2.71 1.50 3.59 1.17 0.73 1.78 0.75 - 1.13

CC (TI) 0.08 4.92 10.34 6.11 5.01 6.02 0.99 - 6.13

FID (R) ↓ 67.26 129.29 17.40 53.32 69.30 112.93 219.59 11.93 16.95

FID (TD) ↓ 67.26 129.97 59.13 63.59 87.81 116.90 239.18 16.87 44.73

FID (TT/S) ↓ 67.11 139.14 53.33 70.01 93.17 122.38 221.78 27.44 41.72

FID (TT/A) ↓ 67.26 133.75 53.53 100.80 79.43 130.32 220.76 16.64 53.58

FID (TE) ↓ 178.31 139.23 50.81 57.13 77.97 116.61 221.94 - 47.18

FID (TI) ↓ 97.35 142.84 134.32 96.35 113.20 153.64 246.39 - 70.92

DVS (TD) ↓ 0.0 0.69 4.56 2.30 1.47 1.00 0.87 0.12 2.63

Table 4.1: Quantitative evaluations of ablation studies. R, TD, TT, TE, TI stand for re-
construction, texture diversification (Section 4.4.1), texture transfer (Section 4.4.2), texton
(Gaussian) editing (Section 4.4.5) and texture interpolation (Section 4.4.4). TT/S and
TT/A indicate the metrics are computed between the transferred output (TT) and the
structure (S) or appearance (A) image. For TI, metrics are computed between the inter-
polation using η = 0.5 and one of its source/target images. FID score is better when it
is lower. For CC (cycle consistency), a very low value (e.g. w/o LC) may suggest the ex-
tracted neural textons do not vary regardless of the input textures while a high value could
suggest the extracted textons lack consistency in response to edit/transform. A moderate
CC value is preferred, as it indicates a balanced and reliable extraction of neural textons
that are both responsive to different input texture structures and consistent with respect to
edits. Similarly, a moderate DVS (diversity) value is preferred. For example, w/o LC , DVS
equals 0 as a texture is represented by one latent Gaussian; w/o LCsis, DVS is the largest as
the network fails to extract correct texton compositions, and therefore random reshuffling
of appearance features could destroy the texture’s overall appearance. In ablaion studies
of network components, without latent Gaussians, it’s unclear how to manipulate textons
and conduct interpolation on segmentations; even if FID scores might be lower, the editing
results may not properly capture texture structures, as shown in Figure 4.17.
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full losses, applying its extracted latent Gaussian textons for texture transfer applications

generates low-quality, blurry results without capturing structure and appearance respec-

tively from two input images. Without texture LT and patch GAN losses LPGAN , both of

which are applied to encourage similarity of textures between images reconstructed from

appearance-reshuffled Gaussians and input images for injecting Property 3 (Reshuf-

fling Invarance), the extracted textons are less accurate. The reconstruction quality is

also degraded as a result of the disrupted equilibrium in unsupervised training. Without

GAN loss LGAN , the resulting reconstructions exhibit more blurry artifacts, which interferes

with the texton extraction quality. In addition, we provide detailed quantitative analyses

of the significance of various loss terms for different texture applications on the left side of

Table 4.1.

4.5.3.3 Ablation studies on neural architectures

The segmentation model and the intermediate compositional Gaussian representation

are the two pivotal components in our model architectures. We evaluate the importance of

both components below. Figure 4.17 shows our results of the ablation studies. The right

side of Table 4.1 reports the quantitative evaluation results.

Disabling segmentation module. We replace the segmentation model with a set of

linear layers that directly regress the Gaussian parameters. In the encoder, we replace

the segmentation model with transformer + MLP to generate Gaussian parameters. With

the absense of segmentations, we replace the losses LC and LE originally computed on

segmentation masks with similar losses but defined on Gaussians directly. As shown in
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Figure 4.17, without the segmentation network, we observe that direct generation of Gaus-

sians cannot converge and does not produce meaningful compositional textons. This is

in accordance with what is observed in keypoint detection research where heatmap-based

approaches outperform regression-based approaches, since direct regression involves more

non-linearity and thus is hard to train even in supervised settings [137, 129].

Disabling latent Gaussians. Instead of using the Gaussians, we splat features directly

using predicted segmentation masks. Figure 4.17 shows that, without the Gaussian bottle-

neck, the segmentation network segments as simple grids instead of each individual texton.

Also, it is unclear how to directly manipulate textons and conduct interpolation using

segmentation masks. Therefore, Table 4.1 does not report the metrics for texton editing

and interpolation applications. These results indicate the Gaussian bottleneck not only

provides an easy and intuitive way for editing applications, but also serves as an implicit

regularization for clean segmentation. We hypothesize this is because without the bottle-

neck, the model tends to find shortcuts to encode texture appearance information directly

via high-dimensional segmentation masks without extracting meaningful texton geometry.

4.6 Limitations and Future Work

Depending on the editing operations used, our current method may struggle with

handling patterns with elongated, continuous structures. In these patterns, the notion of

textons might not be clear and each elongated structure might be represented by multiple

textons in our current implementation as we impose Property 2 (Spatial Compact-

ness) on these learned neural textons. Figure 4.18 shows such an example where texton
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editing can disrupt continuous structures in textures. In addition, our approach relies on

the assumption of random reshuffling of texton appearances (Property 3 (Reshuffling

Invarance)) that can result in a different version of the original texture without alter-

ing its overall appearance. Consequently, while our method can extract non-stationary

structure of textons within textures, it is suitable for those that exhibit consistent texton

appearances throughout the image domain.

In this chapter, we propose a framework for compositional modeling of repetitive

patterns in images. Using our framework, we present a broad range of image editing

applications using simple, baseline approaches, which could be improved with more dedi-

cated mechanisms in the future. For example, in texture interpolation applications (Sec-

tion 4.4.4), we could interpolate Gaussians via a softer mechanism using optimal transport

instead of via the hard approach by solving assignment problems. Additionally, the poten-

tial uses of our approach extend beyond the presented examples, such as texture rectification

[118], by analyzing and rectifying Gaussian centers, directions and shapes, and weathering

[104], by analyzing and manipulating the appearance features, font stylization by focus-

ing on font shape, and video stylization by imposing intuitive coherence directly on latent

Gaussians. Furthermore, our framework could be adapted to model repetitive phenomena

in various other data types, such as materials, vector patterns, 3D geometry, and audio.
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Figure 4.2: Architecture of the proposed method. (a) Our network is composed of
autoencoding (Sections 4.3.2 to 4.3.4), texton reshuffling (Section 4.3.5.1), and structure-

appearance disentangling (Section 4.3.5.2). In the autoencoding part, the encoder E
encodes an image I into latent Gaussians {g}. The Gaussians are splatted h onto fea-
ture maps, which are fed into the generator G to reconstruct the original input as Ir. We
calculate the reconstruction LR and GAN loss LGAN between I and Ir to ensure accurate
reconstruction. In the texton reshuffling part, we randomly reshuffle, denoted as function
π, appearance features within {g} to produce {g̃}, which are subsequently reconstructed
as Ĩr. We compute the texture loss LT and the patch GAN LPGAN between I and Ĩr,
both of which are used to measure texture similarity. This is done with the expectation
that reshuffling texton appearances will not alter a texture’s overall appearance (Prop-
erty 3 (Reshuffling Invarance)). In the disentangling part, we transform image I

to obtain Î via transformation T . {ĝ} is obtained from encoding Î. The same transfor-
mation T is applied to {g}, obtaining T ({g}). We compute the consistency loss LCsis to
enforce the similarity between latent Gaussians {ĝ} and T ({g}), and aim for reconstruct-
ing Î from T ({g}) by minimizing reconstruction loss L′

R between Î and G(h(T ({g}))).
disentangling encourages the encoding of image transformation within the transformation
in Gaussians (Property 4 (Transformation Equivariance)), thereby promoting the
disentanglement of structure and appearance. (b) illustrates a detailed view of the encoder
(Section 4.3.2), which comprises an appearance encoder EFC , a segmentation network Es,
and a Gaussian parameter estimation layer Eg. EFC calculates an appearance feature map
Fa and direction map V, which, along with segmentations S generated from Es, are used
to compute latent Gaussians {g}. In accordance with Property 1 (Discrete Object-
ness) and Property 2 (Spatial Compactness), entropy LE and compactness LC losses
are applied to S to foster hard and localized segmentation masks in order to inject these
desired properties into textons. Segmentations S are also employed in computing LCsis, as
detailed in Section 4.3.5.2.
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(a) Input (b) Seg. overlay (c) Gaussians (d) Output 1 (e) Output 2 (f) Output 3

Figure 4.3: Texture diversification. Given the input (a), our network processes it to extract
textons via segmentation (b). Each texton is represented by a Gaussian calculated from
segmentations, as illustrated in (c). We can generate different versions (d) (e) (f) of the
same texture by randomly reshuffling appearance features in latent Gaussians.
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Figure 4.4: Texture transfer. This application involves appearance-providing (left column)
and structure-providing (top row) textures. The corresponding transfer results are shown at
the row-column intersections. We also visualize the segmentation masks S of the structure-
providing inputs (bottom row).
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Figure 4.5: Stylizing an image by tranferring textures. Our approach is also adaptable to
image stylization. In each row of the presented results, the original content is shown on
the left, followed by the stylized outputs with the corresponding texture overlays in the top
right corners.

Figure 4.6: Spatial control in texture transfer. We can apply textures to specific areas of an
image as designated by image masks. From left to right: masks, textures, original images,
stylized outputs.
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Figure 4.7: Scale control in texture transfer. Content image is shown in the first column.
From second to last columns, the transferred results with large, median (2/3 of large scale)
and small (2/3 of median scale) textons. The texture is shown on top right corner of the
second column.

∆f = 0 ∆f = 0.5 Input ∆f = 1.5 ∆f = 2

Figure 4.8: Revealing and modifying appearance variations. Our method is capable of either
reducing or increasing variations in the appearance of a texture by correspondingly changing
the appearance feature variations. With the input images shown in the center column, we
demonstrate reduced variations towards the left and increased variations towards the right.
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∆U = 0 ∆U = 1/
√
2 Input ∆U =

√
2 ∆U = 2

Figure 4.9: Revealing and modifying geometric variations. Our method is capable of either
decreasing or increasing variations in the geometry of textons by changing the the variations
in Gaussian covariances. With the input images and the corresponding visualized Gaussians
in the center, we demonstrate reduced and increased variations towards the left and right.
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(a) (b) (c) (d) (e) (f)

(a) source (b) η = 0.25 (c) η = 0.5 (d) η = 0.75 (e) target (f) morphing

Figure 4.10: Texture interpolation and morphing. Given a source texture (a) and a target
texture (e), we can generate interpolations at various degrees between the source and the
target, controlled by interpolation coefficients of η = 0.25 (b), η = 0.5 (c), and η = 0.75
(d). Furthermore, the interpolation coefficients can vary spatially within one output, such
as linearly increasing from left to right. This variation leads to texture morphing, as
demonstrated in (f).
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Input Move Scale Rotate

Figure 4.11: Texton editing. In order to edit individual textons within a texture, we can
apply a sequence of edits (move, scale and rotate) to its latent Gaussians.

119



(a) (b) (c) (d)

(a) Input (b) Edited (c) Propagated edits (d) Seg. overlay

Figure 4.12: Edit propagation. Given a texture (a), we can edit it (b) and the edits can be
propagated to other similar locations (c) based on extracted textons (d), for both stationary
(bottom) and non-stationary (top) structures.
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Initial frame Frame at 1/4 length Frame at 1/2 length Frame at 3/4 length Final frame

Figure 4.13: Texture animation. The top shows the animation created from a texture and
perturbed shear flow. The bottom uses vortex flow. Please see the supplementary video
for dynamic effects.
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Input [145] Ours

Figure 4.14: Comparison to segment anything (SA). SA is trained with supervision of 1
billion masks. However, SA is incapable of detecting and extracting textons from textures.
Our model can extract textons from textures using fully unsupervised training.
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Structure Appearance [147] [148] [149] ours

Figure 4.15: Comparisons with existing approaches on texture transfer. Our approach
can preserve the better structure from the structure-providing texture than [148] and more
accurate texton appearance than [147]. Cheng et al. [149] could not transfer the texton
appearance to the structure image due to its use of text-to-image models while it might
not be suitable to describe detailed textures using abstract human language.
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Figure 4.16: Ablation studies on losses. We ablate each loss from our implementation and
visually compare their results with those using full losses. We visualize the segmentations
S, Gaussians g, reconstructions Ir and texture transfer results given appearance-providing
textures. 124
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Figure 4.17: Ablation studies on network components. We visualize the Gaus-
sians/segmentation masks, reconstruction and texture transfer results given appearance-
providing textures.

Input Gaussians Edited (rotated) Gaussians Edited

Figure 4.18: Improper compositional representation for elongated structures. For elongated,
continuous structures, it might be improper to model them as localized textons. Editing
individual textons might discrupt the continuous structures.
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5: Appendix: Continuous Curve Textures

5.1 Existence Assignment

The algorithm for generating additional samples is shown in Algorithm 1.

The candidate samples are generated from pairs of n(si) and n(so) (lines 5-12 in

Algorithm 1). In a pair of n(si) and n(so), if there is an unmatched input sample s′i in

n(si) (line 7), it will indicate the potential lack of an output sample, whose global position

is p(sco) = p(s′i) − p(si) + p(so) located within n(so), and attributes are the same to s′i

(line 8). The algorithm loops over all pairs of neighborhoods, each neighborhood pair may

or may not produce new candidate samples. All these samples sco form a candidate sample

set {sco}. We group {sco} into clusters {S} (line 13-24) by assigning a sample to its nearest

cluster S with distance between sco and the center of S smaller than 0.5δ or otherwise create

a new cluster S ′ using the sample. For each cluster S ∈ {S} (line 25-31), we merge all

its candidate samples {sco} ∈ S as one output sample so by averaging their position and

attributes using the same way as in the assignment step (Section 2.4.3.4). The existence

of so is assigned as the ratio of the number of candidates within S over the number of

overlapping n over the position of so. For the sake of explanation, assume i(so) = 1, it

means all n overlapping over so produce one candidate sample on average, which suggests

there could be missing samples, around so. Finally, so with i > 0.5 is added into the output
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1: function GenerateNewOutputSamples({n(si),n(so)})
2: {sco} ← ∅ {candidate sample set}
3: {S} ← ∅ {S is a cluster that contains some candidate samples}
4: {so} ← ∅ {new output sample set}
5: for n(si),n(so) ∈ {n(si),n(so)} do
6: for s′i ∈ n(si) do
7: if s′i is unmatched then
8: Generate a candidate sample sco with p(sco) = p(s′i) − p(si) + p(so) and other

attributes are the same to s′i
9: {sco} ← {sco} ∪ sco
10: end if
11: end for
12: end for
13: for sco ∈ {sco} do
14: {Generate clusters from the candidate sample set by greedily looping over all can-

didates; more advanced clustering technique can be applied to replace this step}

15: Find the S within {S} with nearest center to sco
16: if Distance(S, sco) ¡ 0.5δ then
17: {Distance(S, sco) computes the spatial distance between the center of S and sco}
18: S ← S ∪ sco
19: else
20: S ′ ← ∅
21: S ′ ← S ′ ∪ sco
22: {S} ← {S} ∪ S ′

23: end if
24: end for
25: for S ∈ {S} do
26: create a new so with averaged sample positions and attributes by merging all {sco}

within S
27: i(so)← #S

#overlapping n over so
{existence assignment}

28: if i(so) > 0.5 then
29: {so} ← so
30: end if
31: end for
32: return {so}

Algorithm 1: Generating new output samples in existence assignment.
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sample distribution every iteration.

5.2 Parameters

Table 5.1: Parameters. From left to right: neighborhood radii and sampling distances from
lower to higher hierarchies. The parameters in the bottom part of the table share default
values. Input size is bounding box size of input exemplar.

r δ input size

Figure 2.12h {50, 40, 30} {20, 15, 10} 350 × 200
Figure 2.12p {60, 50} {40, 30} 300 × 300
Figure 2.1e {40, 30, 20} {20, 15, 10} 250 × 250
Figure 2.13j {60, 50, 40} {40, 30, 30} 250 × 250
Figure 2.12f {50, 40, 30} {30, 20, 10} 300 × 350

Figure 2.1h
...

...

400 × 400
Figure 2.16e 400 × 300
Figure 2.12t 500 × 400
Figure 2.15b 350 × 300
Figure 2.12d

...
...

350 × 200
Figure 2.12x 300 × 300
Figure 2.12j 200 × 300
Figure 2.15f

{60, 50, 40} {40, 30, 25}
300 × 300

Figure 2.12n 200 × 300
Figure 2.12r 400 × 400
Figure 2.14h 350 × 400
Figure 2.16j

...
...

400 × 250
Figure 2.1a 300 × 250
Figure 2.1d 350 × 300
Figure 2.14c 350 × 250
Figure 2.17c 500 × 300
Figure 2.13n

...
...

400 × 200
Figure 2.17l 250 × 350
Figure 2.12v 250 × 400
Figure 2.12b 300 × 300
Figure 2.13f 300 × 250

Table 5.1 lists the parameters for the results shown in Chapter 2.
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5.3 Performance

Our current implementation in C++ is unoptimized. It takes about 160 seconds to

synthesize a pattern with about 750, 1000, 1300 output samples and 30, 30, 20 samples

on average within neighborhoods at each hierarchy, on a desktop with AMD Ryzen 9 3950

X 3.49 GHz 16-core processor and 32 GB RAM. The major computational burden is on

the neighborhood searching process (Section 2.4.3.3). The computational complexity of

neighborhood searching mainly depends on the number of samples and neighborhood ra-

dius. To compute the similarity and sample matching between a pair of neighborhoods, the

Hungarian algorithm [42] has complexity O(N3
n) where Nn is the number of samples within

a neighborhoood (assume all input and output neighborhoods have same number of sam-

ples). The patch match algorithm [47] is composed of two alternating steps: propagation

and random search. In an optimization step, there are the anOImax neighborhood matching

computation where a is a constant (in our implementation a ≈ 10) which is related to the

number of neighboring samples to a sample used in the propagation step and the range

of random search, nO is the total number of output samples, and Imax is the maximum

number of patch match iteration. The complexity of an optimization step is thus O(nON
3
n).

Our algorithm has no more than 3 hierarchies and each hierarchy need about 7 steps. The

lower hierarchy has less samples but a larger neighborhood radius (Section 2.4.3.5).
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5.4 Texture Synthesis

Figure 5.1 shows the texture synthesis results by graph cut [152] (using the imple-

mentation in the GIMP Texturize Plugin [150]) and multi-resolution patch-match (using

the implementation in [151] with guidance channels [51]). As shown, pixel-based texture

synthesis might not preserve continuous structures as well as our vector-based method.

These methods also need additional vector-pixel conversions and need to process all pixels

instead of just samples around patterns. If standard texture synthesis methods are applied

for vector patterns, the rasterization, synthesis, and vectorization process can introduce

extra quality degradation and computation overhead, and thus might not be practical for

interactive authoring as we present in the supplementary video.

6: Appendix: Clustered Vector Textures

6.1 Robustness analysis

6.1.1 Initial conditions and optimization

Figures 6.1 to 6.5 analyze the robustness of our method with different initial conditions

and visualize the optimization process. Side-by-side comparisons of pattern optimization

process using patch-based and random sample initialization are shown in the supplementary

video.
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Table 6.1: Ratios between numbers of clustering operations and samples/clusters in each
hierarchy. For sample switch, the ratio is computed between the numbers of sample switches
and the numbers of samples. For cluster merge/split, the ratios are computed between the
numbers of cluster merges/splits and the numbers of clusters. Since a cluster usually contain
many samples, there are many more sample switches than cluster splits/merges.

Ratios

Exemplar Levels Switch Merge Split

1 0.1420 0.1047 0.0793
2 0.1197 0.0526 0.0788
3 0.0756 0.0323 0.0532

1 0.1030 0.0782 0.0556
2 0.0664 0.0384 0.0549
3 0.0417 0.0319 0.0486

1 0.1048 0.0994 0.0525
2 0.0939 0.0358 0.0612
3 0.0383 0.0095 0.0215

6.1.2 Hyperparameters

We also show the influence of hyperparameters wf (in Equation (3.3)) and ws (in

Equation (3.9)) on the synthesis results. It is shown that our method is robust to moderate

parameter variations.

6.1.3 Clustering operators

We study the effects of operators in the clustering step (Section 3.6.5.2). Figure 6.8

shows the effects of using different combinations of clustering operators. Table 6.1 shows

the ratios between the numbers of sample switch operations and samples as well as the

ratios between the numbers of cluster merge and split operations and clusters.
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6.1.4 More Comparisons with prior art

We show more comparisons with prior methods in Figure 6.9.

6.1.5 A large synthesis result

We enlarge the exemplar (Figure 3.11j) 4 × 4 times, and the result is shown in Fig-

ure 6.10.

6.2 Implementation details

6.2.1 Representation

To compute the shape context feature vector f , we use default hyperparameters (5

bins for logarithmic distances and 12 bins for angles) provided in [83].

6.2.2 Assignment step

Position assignment The sample position is computed using least squares [1, 2]

argmin
{p(so)}

∑
so∈O

si=µs(so)

∑
ms:n(so)→n(si)

s′o∈n(so)
s′i=ms(s′o)

∥p̂(so, s′o)− (p(si)− p(s′i))∥
2

(6.1)

Sample existence assignment We follow [2] on sample existence assignment, which adap-

tively adjust the number of total samples by adding or removing samples based on con-

fidence of existence ξ. Since the element filtering in Section 3.6.6 plays similar role to

sample removal in getting rid of redundant elements (and thus redundant samples), which
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is complemented with sample addition, we only add samples during existence assignment.

6.2.3 Performance

Our implementation has not yet been optimized for interactive applications. Our

algorithm is run on a workstation with AMD Ryzen 9 3950X 16-Core 3.49 GHz CPU

and 32 GB RAM. The algorithm is run on a single thread, except that the patch match

algorithm [47] in the search step is parallelized using four threads on the CPU. We show

the running time for each algorithm component in Table 6.2. The major computational

bottleneck is in the search step. Our method can be accelerated by further parallelizing the

nearest neighborhood search, assignment step with voting scheme and the queue updates of

clustering operators with hardware acceleration; faster linear assignment problems (LAP)

for the computation of neighborhood metric and shape energy; and sparser sampling of

patterns while maintaining representative quality.

7: Appendix: Compositional Neural Textures

7.1 Dataset

We have partitioned the dataset into training and testing subsets through a random

split, aiming to maintain a consistent data distribution across both training and testing

scenarios. Figure 7.1 shows 100 images, randomly sampling from the training subset,
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without processing with data augmentation (i.e. various shape and color transforms of the

originals), to provide a glimpse into the dataset’s diversity. This dataset spans an extensive

range of textures, varying from stochastic to regular patterns.

7.2 Evaluation details

The metrics in Table 4.1 are calculated across 5400 images or image pairs. For texture

diversification (TD), the Fréchet Inception Distance (FID) is computed between pairs of

input image and one of its diversified version. To calculate the diversity (DVS) metric,

we encode input textures as latent Gaussians. Then we create 4 unique variations by

reshuffling appearance features. These variations are then processed through a VGG-19

network. The DVS is calculated as the average differences in the network’s responses from

its 2nd, 4th, 8th, and 12th layers. In texture transfer (TT), we use 5400 pairs of images.

One image in each pair provides the appearance, and the other provides the structure.

The metrics are derived by comparing the transferred results with the appearance- and

structure-providing inputs. For texton editing, we encode images into latent Gaussians and

introduce random geometric edits. These edits include random movements (with normal-

distributed displacements having a mean of 0 and a standard deviation of 0.1 × the average

distance to the nearest other Gaussians), scaling (by a factor ranging from 0.8 to 1.25), and

rotating (within a range of -30 to 30 degrees). We use these edits and their reconstructions

to compute the CC and FID metrics.
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7.3 Texton segmentation

Our methodology centers on the ability to segment individual textons from a wide

variety of textures, which facilitates a number of applications. Figures 7.2 and 7.3 show

120 uncurated segmentation results, demonstrating the effectiveness of our approach across

diverse textures.

7.4 Texture transfer

By default, our texture transfer results are generated by “mean alignment” mecha-

nism by “adjusting the mean of Gaussian appearance features of the structure-providing

texture to match those of the appearance-providing texture” (Section 4.4.2). However, our

framework also supports other mechanisms for texture transfer. For example, one can re-

place each appearance feature of the structure-providing texture with a randomly sampled

feature from the appearance-providing texture. Figure 7.4 presents a comparison of the re-

sults generated using both these mechanisms. As expected, the replacement method tends

to preserve less appearance information from the structure-providing texture compared to

the mean alignment method. However, both methods are effective. In addition, Figure 7.5

shows more results about scale control in transferring texture to images.

7.5 Comparisons

In Figure 7.6, we present a broader range of uncurated comparisons utilizing the

segment anything method. Further, we show more comparisons on texture transfer with
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existing approaches. This involves randomly sampling a set of images and merging them

in such a way that one provides the structure while the other provides the appearance.

Some notable examples of these pairings are shown in Figures 7.7 and 7.8. Additionally,

we include uncurated combinations of these images in Figures 7.9 to 7.14.

7.6 Ablation studies

Figures 7.15 and 7.16 shows more results for ablation studies of losses. Figure 7.17

shows more results for ablation studies of neural architectures.

7.7 Implementation details

7.7.1 Network architectures

Encoder E . We utilize Mask2Former model [138] as the segmentation network Es. This

network employs ResNet-50 [153] as the backbone and set up with 100 object quries and

other default parameters as specified in [138] except that the number of transformer decoder

layers is reduced to 4 and the number of classes is set as 1 given that texton is the sole

semantic class under consideration. The fully convolutional encoder EFC processes an input

image to generate an appearance feature map Fa and a direction map V, as illustrated in

Table 7.1. To generate Fa, EFC comprises four downsampling residual blocks followed by

two upsampling convolutional blocks. To generate the direction map, the network diverges

after the residual blocks, incorporating an additional set of two upsampling convolutional

blocks. Reflection padding is employed in EFC to prevent the leakage of absolute positional

information. For an input image of size 128 × 128, the segmentation masks generated
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by Mask2Former are of dimensions 32 × 32 × n, where n = 100 represents the maximum

number of Gaussians or the number of queries utilized in Mask2Former. The appearance

feature map Fa has dimensions of 32×32×da with da = nf = 382. The direction map V is

sized 32×32×2. The segmentation masks, appearance feature map and the direction map

are upscaled to match the original image size (128×128 or 256×256 during the fine-tuning

phase) before feeding into the Gaussian parameter estimation layer Eg.

Generator. We adopt the SPADE generator as described in [141], configured with four

SPADE ResBlocks. Instead of using the learnable constant feature map originally em-

ployed in SPADE, we replace it with a downscaled version of Finput = maxi αi, which has

dimensions that are 1/4 the size of the input image. When the input image resolution is

H ×W , the intermediate feature maps produced by the sequence of SPADE ResBlock are

sized as follows: the first block generates H/4×W/4× 384 (nf+length of ν (2)= 384), the

second block H/2 ×H/2 × 192, the third block H ×W × 96, and the final block outputs

H ×W × 3.

Discriminators. We have two discriminators D and Dp, each serving a different purpose.

The discriminatorD is identical to StyleGAN2 [154] without minibatch discrimination [143].

We employs the patch discriminator Dp consisting of 4 layers from [155].

7.7.2 Training details

In each iteration, we sample a minibatch of size N, generating N reconstructed images,

N transformed images, and N/2 images reconstructed from reshuffled features for saving
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memory. For the GAN loss specifics, we conform to the StyleGAN2 setting [154], including

the non-saturating GAN loss and lazy R1 regularization executed every 16 steps. for both

the D and the Dp. The R1 regularization weight is 10.0 for the image discriminator D and

0.1 for the patch discriminator Dp.

Initially, the weights are set as follows: wCsis = 0.008, wE = 0.08, and wC = 100.

These weights are dynamically adjusted at specific training milestones. After 5,000 steps,

wCsis is increased to 0.08. Subsequently, at the 100000 step, wE is adjusted to 0.1. Mean-

while, the value of wC undergoes two changes: it is reduced to 1 after 1000 steps, and then

further lowered to 0.2 after 5,000 steps. Regarding the texture loss, we employ the default

parameters specified in [121], with the exception of the patch sizes. Initially, the patch size

is set to 2, which is then increased to 4 after 40,000 steps and further to 6 after 80,000 steps.

During the fine-tuning phase, all parameters are maintained at their final adjusted values

from the initial training phase. We use ADAM [156] with 5e−5 learning rate, β1 = 0.5 and

β2 = 0.999. During the initial training phase on 128 × 128 images, we use batch size 64

on 8 A100 (40GB) GPUs. For fine-tuning on 256× 256 images, we use batch size 56 on 8

A100 (80GB) GPUs.

7.7.3 Texture animations

We create texture animations using two types of flow fields: perturbed shear flow and

vortex flow. Given a point of initial location (xinit, yinit) (xinit, yinit ∈ [−1, 1]), we compute

the subsequent position of this point (xt, yt) at time t induced by the perturbed shear flow
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as

xt =



xinit − vt+ ϵt yinit < −1/3

xinit + vt+ ϵt yinit > 1/3

0 otherswise

(7.1)

and yt = yinit, where v is the velocity of point; ϵt is the perturbation at time t. To compute

ϵt, we initially uniformally sample 10 frames; for each of these frames, we sample a value

for ϵ from a normal distribution that has mean of 0 and a standard deviation of 1/30.

After obtaining these samples, we perform interpolation of ϵt values in the time domain to

establish a continuous temporal profile of the perturbation. If a point moves beyond the

image boundary, it will re-enter the image from the opposite side. To define our used vortex

flow, for simplifying notations, we convert the coordinates into polar coordinate systems as

r =
√

x2 + y2 and ϕ = atan2(y/x), then at time t,

ϕt = ϕinit + ωt (7.2)

and rt = rinit, where ω is the angular velocity of point.

7.8 Options for High-quality Productions

We showcase the flexibility and effectiveness of our compositional texture represen-

tation across various texture manipulation tasks. To integrate this technology into prod-

ucts, it’s crucial to achieve outputs of high quality and resolution, retaining all details

from the source images. A direct approach would be to upscale our model to train on
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large-scale, high-resolution images. However, we propose that training and implementing

a high-resolution, sizable, dedicated end-to-end network for compositional texture editing

isn’t the most efficient for production. This approach demands excessive demands on a sin-

gle network for both control and quality. Instead, we discuss some alternative, potentially

more efficient methodologies that can be applied in the post-processing stage.

When working with a high-resolution (HR) input image, users first need to downsam-

ple it to match our network’s capacity. This step allows for the creation of a low-resolution

(LR) edited image by modifying encoded latent Gaussians. The process of converting LR

edited images back to high-resolution, using the original HR input images, is a classic ex-

ample of a reference-based super-resolution (SR) problem [157]. Generally, for effective

results, the reference images used should possess a texture and/or content structure similar

to the LR image [158]. Recent advancements in general reference-based super-resolution

(SR) methods, which are potentially instrumental for deploying our techniques into pro-

duction, have been detailed in [159, 158, 160, 161]. Moreover, given that both our inputs

and edited outputs are textures, an alternative strategy could involve performing optimiza-

tion at test-time. This would be aimed at maximizing the similarity in texture between

the HR input and the LR edited output. Such an approach could effectively bridge the

gap between differing resolutions, ensuring a closer match in texture quality and details

between the input and output.
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Exemplar [150] [151] Ours

Figure 5.1: Comparison of our algorithm to texture synthesis. Texture synthesis methods
need additional vector-pixel conversions and need to process all pixels instead of just sam-
ples around patterns.
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Figure 6.1: Energy plots. We visualize all energy plots in a single figure for direct visual
comparison. Energies are normalized using the number of samples within an output neigh-
borhood and the total number of matched neigborhood pairs. Solid and dashed curves
represent plots produced with random sample and patch-based initializations, respectively.
Corresponding exemplars and energy curves are shown in the same colors, except for the
colorful pattern (shown on the top left) which corresponds to the black curves. Vertical
dashed lines indicate the start of each optimization hierarchy.
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Table 6.2: Running time of each algorithm component at different hierarchy (unit: second).
Note there are seven search/assignment/clustering steps in a hierarchy, and what we show
is the total time consumed by the seven steps. Since we adapt number of samples (#
samples) during optimization, # samples is the average number of samples in a hierarchy
of optimization.

Assignment Clustering

Exemplar Level # Samples Initialization Search Position Attribute Switch Merge&Split Recon Total

1 1816 1.1 254.5 0.8 24.8 4.1 4.8 25.7 315.6
1002.12 3032 5.2 291.4 1.4 36.9 19.9 5.7 37.3 397.8

3 4591 6.1 144.6 2.5 32.6 44.9 7.7 50.4 288.7

1 2845 2.4 1603.6 2.1 89.6 30.2 17.9 53.8 1799.5
5513.52 4751 10.3 1829.4 4.4 134 98.5 25 77.7 2179.2

3 7370 12.3 913.6 9.5 189 237.6 44.3 128.5 1534.8

1 2388 3.1 814.4 1.4 57.2 12.0 6.1 22.3 916.5
5036.52 4629 10.5 1706.8 3.8 145.2 101.1 16.9 37.2 2021.5

3 7626 13 1482.7 9.7 280.5 227.2 30.3 55.1 2098.5

1 1641 2.6 317.6 0.9 24.1 15.1 5.1 7.4 372.8
1290.12 3057 4.9 460.5 1.8 57.9 37.4 6.8 11.7 581

3 4510 5.9 149.5 2.8 72 80.0 8.7 17.4 336.3

1 1200 0.6 61.7 0.4 7.2 2.7 1.3 3.4 77.2
320.52 2104 2.6 84.3 0.7 11.1 6.1 2.3 4.5 111.7

3 3357 3.0 87.1 1.6 17.1 12.5 3.6 6.6 131.6

1 1309 0.7 75.3 0.5 9.4 3.1 2.3 2.4 93.6
508.82 2417 2.7 134.5 0.9 18.6 9.9 3.5 3.6 173.8

3 3888 3.3 174.7 1.9 33.6 18.7 4.6 4.8 241.5

1 1900 1.3 350.2 0.9 29.4 11.3 4.6 16.2 413.9
3592.12 3879 4.6 849.3 2.8 79.2 76.6 12.4 24.9 1049.8

3 6965 6.1 1589 9.1 196.1 264.5 27.8 35.8 2128.4

1 573 4.5 5.8 0.1 1.1 4.5 0.4 1.6 18.1
182.02 913 19.7 6.5 0.3 3.2 26.2 0.3 2.5 58.7

3 1505 22.1 22 0.7 12.2 45.3 0.4 2.5 105.2

1 1707 4.7 269.1 1 22.9 11.4 3.7 12 324.9
1060.92 2953 6.8 361.9 1.7 47.6 29.1 7.7 16.5 471.4

3 4688 7.4 80.5 2.6 62.1 72.6 11.8 27.7 264.6

1 2075 4.1 531.6 1.1 38 9.4 5.6 27.1 617
1615.52 3311 7.1 472.2 1.9 58.9 31.1 8.9 38.8 618.9

3 5259 8.3 147.9 3.7 84.6 68.6 15.2 51.3 379.6
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Figure 6.2: Optimization process with patch-based initialization. We show the intermediate samples
(first/fifth rows, where the first column shows initialization), reconstructed patterns (second/sixth rows),
reconstruction errors (third/seventh rows) and filtered reconstructions (forth/eighth rows) after the very
first optimization step (initial step) and the last steps in each hierarchical levels. The energy plots are
shown in the first column where red stars annotate the start of each optimization hierarchy. Corresponding
clusters and elements are visualized in the same colors. In third/seventh rows, red and blue indicate high
and low reconstruction errors; yellow indicates filtered-out elements with errors surpassing a threshold.
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Figure 6.3: Continuation from Figure 6.2.
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Figure 6.4: Optimization process with random sample initialization. We show the intermediate samples
(first/fifth rows, where the first column shows initialization), reconstructed patterns (second/sixth rows),
reconstruction errors (third/seventh rows) and filtered reconstructions (forth/eighth rows) after the very
first optimization step (initial step) and the last steps in each hierarchical levels. The energy plots are
shown in the first column where red stars annotate the start of each optimization hierarchy. Corresponding
clusters and elements are visualized in the same colors. In third/seventh rows, red and blue indicate high
and low reconstruction errors; yellow indicates filtered-out elements with errors surpassing a threshold.
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Figure 6.5: Continuation from Figure 6.4.
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exemplar wf = 1 wf = 5 wf = 10 wf = 20 wf = 100

Figure 6.6: Synthesis results using different hyperparameters wf . wf = 10 is the chosen
parameter.

exemplar ws = 0.4 ws = 2 ws = 4 ws = 8 ws = 40

Figure 6.7: Synthesis results using different hyperparameters ws. ws = 4 is the chosen
parameter.
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exemplar without switch without merge without split without merge
and split

full

Figure 6.8: Synthesis results using different combinations of clustering operators. Our
method tend to produce empty or broken regions without these clustering operators.

(a) ex-
emplar

(b)
samples

(c) [1] (d) [18] (e) [2] (f) improved
[2]

(g) our samples (h) our result

Figure 6.9: More comparisons with previous methods. Please see Figures 3.3 and 3.13 for
detailed descriptions.
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Figure 6.10: A large synthesis result. This result is generated by enlarging the exemplar
(Figure 3.11j) 4× 4 times.
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Figure 7.1: 100 original dataset samples without augmentation.
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Figure 7.2: Uncurated texton segmentation results.
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Figure 7.3: Continuation from Figure 7.2.
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Structure Appearance Replacement Mean alignment
(default)

Seg. overlay

Figure 7.4: Two texture transfer mechanisms. Segmentations of the structure-providing
textures are displayed on the right.
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Figure 7.5: Scale control in texture transfer. The first row, from left to right: content
image, large, median (2/3 of large scale) and small (2/3 of median scale) latent Gaussians.
The remaining rows, from left to right: texture, transferred results with large, median and
small textons.
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Figure 7.6: Uncurated comparisons with SA. Each set contains 3 images: the input (left),
result from SA [145] trained with 1 billion masks (middle), and our model’s output (right).
Notably, despite SA’s reliance on extensive supervision, our model successfully extracts
textons without supervision.
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Structure Appearance [147] [148] [149] ours

Figure 7.7: Comparison with state-of-the-art approaches on texture transfer.
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Structure Appearance [147] [148] [149] ours

Figure 7.8: Continuation from Figure 7.7.
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Structure Appearance [147] [148] [149] ours

Figure 7.9: Uncurated comparisons with state-of-the-art approaches on texture transfer.
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Structure Appearance [147] [148] [149] ours

Figure 7.10: Continuation from Figure 7.9.
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Structure Appearance [147] [148] [149] ours

Figure 7.11: Continuation from Figure 7.9.
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Structure Appearance [147] [148] [149] ours

Figure 7.12: Continuation from Figure 7.9.
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Structure Appearance [147] [148] [149] ours

Figure 7.13: Continuation from Figure 7.9.
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Structure Appearance [147] [148] [149] ours

Figure 7.14: Continuation from Figure 7.9.
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Figure 7.15: Ablation studies on losses. We ablate each loss from our implementation and
visually compare their results with those using full losses. We visualize the segmentations
S, Gaussians g, reconstructions Ir and texture transfer results given appearance-providing
textures. 165
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Figure 7.16: Continuation of Figure 7.15.
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Figure 7.17: Ablation studies on network components. We visualize the Gaus-
sians/segmentation masks, reconstruction and texture transfer results given appearance-
providing textures.

167



FC image encoder EFC Upsample ConvBlock UpBlock(ni, no)

I ∈ RH×W×3 x ∈ RHx×Wx×Cx

ResBlock(3, 64)→ RH/2×W/2×64 Upsample(2)→ R2Hx×2Wx×ni

ResBlock(64, 128)→ RH/4×W/4×128 Conv(ni, no)→ R2Hx×2Wx×no

ResBlock(128, 256)→ RH/8×W/8×256 BatchNorm2D(no)
LeakyReLU(0.2)−−−−−−−−−→ R2Hx×2Wx×no

ResBlock(256, 512)→ RH/16×W/16×512

UpBlock(512, 256)→ UpBlock(256, 382)→ Fa ∈ RH/4×W/4×382

UpBlock(512, 256)→ UpBlock(256, 2)→ V ∈ RH/4×W/4×2

Table 7.1: The architecture of EFC.
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